
GASPI-SHAN	Benchmarks	–	miniGhost	
MiniGhost is a finite Difference code which implements a difference stencil across a 
homogeneous three-dimensional domain. 

The application extracts the communication pattern of CTH (Shock Physics, Sandia 
Labs), a multi-material, large deformation, strong shock wave, solid mechanics code 
and has been developed as a tool to explore boundary exchange strategies in stencil 
applications. The MiniGhost proxy supports several options for stencil computations 
and two main strategies for boundary exchange: A bulk synchronous parallel with 
message aggregation for multiple boundary exchanges (BSPMA) and a single 
variable aggregated faces (SVAF) exchange. As the BSPMA model with its message 
aggregation has been primarily designed for network interfaces such as TCP/IP, we 
here focus on the SVAF model. The MPI-Only SVAF model is implemented in the 
form of a classical MPI ghost-cell exchange, where the posting of MPI_Irecv is 
followed by packing the communication data into a linear communication buffer with 
a subsequent call to MPI_Isend.  

In our work we have used (both for MPI and GASPI_SHAN) an optimization relative 
to the original MiniGhost version: instead of packing all required data with 
subsequent sending, we pack and send per communication buffer, which maximizes 
the potential to overlap the packing procedure with sending data. In order to test for 
incoming messages, the MPI_Waitany function is called, which allows for some 
moderate overlap of communication and computation: the overlap of packing and 
unpacking of sent/incoming linear communication buffers into/from the local data 
structures. Once the entire ghost-cell exchange is complete, the actual stencil 
computations of MiniGhost are started. 

The MiniGhost application creates its mesh based on both the given processor mesh 
and the dimensions of a given mesh unit NDIM. The number of elements per 
processor then can be calculated as NDIM^3. In our benchmarks, we use this 
number to calculate the mesh elements per second, where we measure the time for 
a single iteration, including both stencil computation and communication.  

Implementation	
The GASPI SHAN implementation for the MiniGhost Benchmark follows the general 
guidelines from the INTERTWinE Deliverable D3.3. However, as miniGhost has been 
implemented as a Fortran code, two points are of note: Instead of neighbourhood 
and segment structures, the Fortran interface uses corresponding integer values to 
access pre-allocated C-structures. Also all pointer values for access to the allocated 
shared segment are passed as C pointers via an ISO_C_BINDING interface.  

Evaluation	
We have benchmarked the miniGhost application on the Archer Cray system and on 
the Laki system. 

Intel	Ivy	Bridge,	Archer	(EPCC)	
We first consider benchmarks on the EPCC Archer system: Figure 1 shows 
moderate performance gains for large block sizes (of order 15%) and larger 
performance gains of order 25 % for smaller block sizes.  



 
Figure 1: Single Node Performance, Intel Ivy Bridge 2x12 cores 

For larger numbers of nodes (32 nodes, Figure 2) on the Archer Cray system we 
essentially observe a similar pattern: we see moderate performance gains of around 
20% for large block sizes and slightly higher gains for small block sizes.  

 
Figure 2: MiniGhost Performance, Intel Ivy Bridge 32x2x12 cores. 

Intel	Sandy	Bridge,	Laki	(HLRS)		
While the single node performance gains of GASPI-SHAN vs MPI on the Infiniband 
systems are rather small (Figure 3), we observe very large speedups for larger 
number of nodes (32 nodes, Figure 4).   



. 
Figure 3: GASPI_SHAN vs OpenMPI-3.0, Single Node Performance, Intel Sandy Bridge 2x8 cores. 

The underlying Infiniband GASPI implementation (GPI2) here scales extremely well, 
especially for small message sizes. For the considered range of block sizes we can 
observe speedups between 15% for large block sizes and a factor of up to 3 for small 
block sizes.  

 
Figure 4: GASPI_SHAN vs OpenMPI-3.0, Infiniband QDR, 32 Nodes. 

In Figure 4 we grow the number of elements per block, while keeping the number of 
ranks constant. While a more traditional strong scaling setup would increase the 
number of ranks while keeping the block size constant, the overall effect (under the 
assumption that nearest neighbor communication is the dominant communication 
bottleneck) is the same: we shrink the ratio of inner block cells vs. outer ghost cells. 
While we achive a moderate speedup for weak scaling of order 10% we were able to 
get a speedup of up to 3 (for 8000 mesh points per domain or less) for the strong 
scaling regime. 


