
GASPI-SHAN	Benchmarks	–	Allreduce	
In order to validate this new strategy with the new programming paradigm of shared 
notifications in GASPI, we also implemented an equivalent to the MPI Allreduce. Two 
algorithms were implemented: pipelined rings and a dissemination algorithm. This 
developed Allreduce operation makes use of the same flat-process model as flat 
MPI, but uses shared windows for intra-node communication. Experiences from this 
implementation (performance, programmability, and maintainability for applications) 
were used to develop the SHAN library. 

Allreduce	Implementation	–	Pipelined	Rings	
The implementation makes substantial use of pipelined rings. The algorithm consists 
of two stages. In the first stage, each of the N nodes performs a reduction of 1/N of 
the dataset (via the pipelined ring), see Figure 1.  

 
Figure 1: Allreduce - pipelined ring: reduce stage for chunk id 3 for 15 nodes. After 14 steps all 

nodes have a complete partial result. 

At the end of this stage, each node then contains a complete result of 1/N of the 
data. In the second stage, the partial result from each node is broadcast to the other 
nodes, see Figure 2, again in the pipelined ring such that after the broadcast all 
nodes have access to the complete reduced dataset.  

 
Figure 2: Allreduce - pipelined ring: broadcast stage. Again we use a pipelined ring to broadcast 

the partial results to the other nodes. 



Moreover, in order to split the reduction and communication loads across all 
processes (and not just all nodes), each of the N parts is again subdivided into at 
least M parts (where M is the number of processes per node) such that there are at 
least NxM messages in the ring at any point in time.  

The GASPI shared notification model allows any process to detect any of these NxM 
incoming asynchronous and one-sided notified messages, to reduce and forward 
them along the pipelined ring. In doing so, the GASPI implementation manages to 
use the entire memory and network bandwidth of the system. For the reduction, we 
have used here a global sum. Due to the pipelining mechanism, we can hide the 
complete reduction effort in the communication costs. As long as the reduction effort 
is less time-consuming than the corresponding communication, this will also hold true 
for more complex reductions. 

Allreduce	implementation	–	Dissemination	
For small messages we have implemented a dissemination algorithm. In the 
dissemination algorithm, in each step k (0 ≤ k < log (N)), process i sends a message 
to process (i+ 2^k) and receives a message from process (i−2^k) (with wrap-around).  
If the number of processes N is a power of two, the process is complete after log(N) 
steps. For non-power-of-2 process numbers, we can re-use partial results from 
earlier steps and send them asynchronously to ranks which require these partial 
results in later steps. Due to this asynchronous sending of partial results the 
algorithm is able to perform slightly faster than log(N) for non-power-of-2 process 
numbers. 

Evaluation	
Intel	Ivy	Bridge,	Infiniband	FDR	
We have measured the performance of the pipelined Allreduce on the Salomon 
system. For the GPI implementation of GASPI (in combination with shared windows), 
we achieve a speedup between 10 percent and a factor of 3 (depending on message 
size and algorithm) vs. the best Intel MPI implementations (Intel MPI 5.1.2). 

 
Figure 3: Pipelined ring implementation, 192-1536 cores, reduction of 1.000.000 integer variables. 

Comparison of GPI vs. Intel MPI. Values for MPI_ADJUST_ALLREDUCE are: 1. Recursive 
doubling; 2. Rabenseifner's; 3. Reduce + Bcast; 4. Topology aware Reduce + Bcast; 5. Binomial 

gather + scatter; 6. Topology aware binominal gather + scatter; 7. Shumilin's ring; 8. Ring; 9. 
Knomial; 10. Topology aware SHM based flat; 11. Topology aware SHM based Knomial. 



 
Figure 4: Pipelined dissemination implementation, 192-1536 cores, reduction of 10.000 integer 

variables. Comparison of GPI vs. Intel MPI. 

 
Figure 5: Pipelined dissemination implementation, 192-1536 cores, reduction of 1 integer 

variable. Comparison of GPI vs. Intel MPI. 


