
HGraphBLAS	–	HierMatFact	(MKL	+	OmpSs/OpenMP)	

Introduction	

Hierarchical matrices (abbreviated as H-matrices) provide an efficient numerical tool to 
store an n×n dense matrices in compressed form, using only O(nclog(n)) elements, 
where the parameter c can be tuned to control the accuracy of the approximation. 
Furthermore, common linear algebra operations – such as matrix addition, matrix-
matrix multiplication and matrix factorizations – can be (approximately) computed in H-
arithmetic, with a cost of O(nlog(dn)) floating-point operations (flops), for a small 
constant d. 

Hierarchical matrices (H-Matrices) can be viewed as a problem that stands in-between 
the highly-parallel dense matrix factorization and their memory-bounded sparse 
counterparts. For H-matrices in particular, it is thus essential to exploit the problem 
parallelism via a task-parallel approach, but also to extract loop-level parallelism for 
certain sub-operations/ tasks, via, for example, a multi-threaded library such as Intel 
MKL. 

The aim of this application is to compute an LU factorization of an H-Matrix. This 
decomposition can be computed, for example, via a right-looking algorithm (see Figure 
1), which is the blocked algorithm that has classically been used for obtaining high 
performance LU decompositions. 

 
Figure 1: Blocked Right-Looking algorithm (BRL) for solving an LU factorization. 

The operations that appear in the BRL algorithm correspond to three basic linear 
algebra building blocks (or computational kernels): 

• LU factorization; 
• triangular system solve (with upper triangular factor or lower triangular factor); 
• matrix-matrix multiplication. 

The algorithm for obtaining the LU decomposition of H-Matrices (H-LU) is a 
straightforward generalization of the BRL algorithm for the LU factorization that 
leverages the hierarchical structure of those matrices, adapting the procedure to 
different block sizes. 

Concretely, the kernels operating on dense blocks correspond to building blocks from 
LAPACK or the Level-3 BLAS (as implemented, e.g., in Intel MKL), namely: 

• routine_GETRF from LAPACK for the LU factorization. 
• routine_TRSM from BLAS for solving triangular systems. 
• routine_GEMM from BLAS for the matrix-matrix product. 



Motivation	

The main goal of the project is to analyse and develop codes adapted to future 
Exascale computing systems by exploiting interoperability. Concretely, merging MKL 
multithread with OmpSs is the interoperability combination that has been studied in this 
application, in order to take advantage of the vast amount of thread concurrency which 
characterizes those systems. These combinations will allow us to achieve a good 
parallel efficiency on multicore processors exploiting coarse-grain task-based and also 
fine-grain loop-based parallelism. 

Implementation	Details	and	Performance	Results	

In order to achieve a good parallel efficiency, three different approaches have been 
analysed when implementing parallel versions of the H-LU factorization. 

The simpler approach to parallelize the BRL algorithm for the H-LU factorization is to 
rely on a multi-threaded implementation of the BLAS kernels, by linking to MKL multi-
threaded building blocks. However, this fork-join approach can only exploit a reduced 
degree of concurrency and incurs a considerable overhead due to the synchronizations 
at the end of each BLAS kernel. 

A second approach is to exploit the parallelism inside the individual loops of the BRL 
algorithm, adding OpenMP parallel loop pragmas. This alternative often provides 
considerable more concurrency than the previous approach, although it still cannot 
exploit the parallelism between operations in different loops (e.g., from distinct 
iterations of the algorithm). 

The third approach, which is the one that offers the best parallel efficiency, relies on a 
task-based parallel implementation of the algorithm via OmpSs, which employs a 
runtime to leverage the actual concurrency of the algorithm. In this case, each 
invocation to one the three types of kernels that appear in the BRL algorithm is 
identified as a task, including the dependencies, which are evaluated by the runtime in 
order to create a task dependency graph which is used to schedule the tasks to the 
cores taking into account the dependencies. 

Although OmpSs + MKL multithread is the proposed interoperability combination, it has 
not been possible to test it. The problem when combining OmpSs + MKL multithread 
lies in that the default configuration of OmpSs does not recognize the topology of the 
machine and, as a consequence, the system maps all the threads to the same physical 
core (the only one that is detected), yielding the oversubscription problem. In our view, 
this oversubscription problem could be tackled using the Resource Manager 
implemented within the INTERTWinE project. Therefore, the experiments reported in 
this document are obtained using OmpSs or OpenMP + MKL sequential. 

Our goal is to expose the performance benefits of using a task-parallel programming 
model such as OmpSs for the solution of linear algebra operations on H-matrices. We 
do not pursue the development of a mature library for this purpose that competes with 
other implementations. For this reason, our experiments in this section are designed to 
assess the scalability of our codes, in a simplified yet practical scenario. For this 
evaluation, we employ H-matrices comprising dense and null blocks, but without low-
rank blocks. From the point of view of a task-parallel execution, dealing with low-rank 
blocks requires special numerical kernels. These kernels simply change the 
implementation and costs of the tasks operating on these blocks, but have no other 
effect on the task-based parallelization effort. 

Moreover, we have also developed a simple loop-parallel OpenMP version to offer a 
comparison between it and the OmpSs task-based parallel code performance. 



The experiments were performed using IEEE double precision arithmetic, on a server 
equipped with two Intel E5-2603v3 sockets, each with a 6-core processor (1.6 GHz), 
and 32 Gbytes of DDR3 RAM. Our codes were linked with Intel MKL 
(composer_xe_2011_sp1) for the BLAS kernels, a modified version of the routine for 
the LU factorization in the legacy version LAPACK that avoids pivoting, and OmpSs 
(version 16.06). The OpenMP version employed is GOMP (version 5.3). 

The performance of the task-parallel H-LU factorization depends on that of the building 
blocks, which are computed in our implementation via calls to the tuned routines in Intel 
MKL. Note that, as the parallelism is extracted by the runtime, our code for the H-LU 
factorization does not require a multi-threaded implementation of these building blocks. 

Figure 2 reports the GFLOPS (billions of flops per second) attained by the four building 
blocks (LU factorization without pivoting, upper and lower triangular solve, and matrix-
matrix multiplication) using a single core of the target platform. In all cases, we used 
square operands of dimension ts. As could be expected, the highest performance rates 
are attained by the matrix-matrix multiplication kernel (DGEMM). The reason is that, 
unlike the LU and triangular solvers, this operation does not present data 
dependencies. 

 
Figure 2: Performance of the linear algebra basic building blocks on a single core of the Intel ES-2603v3 

server. 

The figure also reveals that the asymptotic performance for DGEMM is around 12.1 
GFLOPS. This value is relevant because the DGEMM kernel dominates the cost of the 
H-LU factorization by a large margin. Furthermore, the problem size ts in the 
experiment is related with that of the leaf blocks of the block cluster tree. For example, 
for an H -matrix with leaf blocks of dimension ts = 1000, we can expect that an 
execution of the H -LU factorization, using a single core, proceeds at the rate reported 
for kernel DGEMM and that problem size in the figure. A multiplication of the 
asymptotic rate with the number of cores employed for a task-parallel execution of the 
H-LU factorization thus offers an upper bound on the highest performance rate that we 
can observe in a parallel execution. 

It is important to realize that the evaluation of the building blocks was performed using 
data already stored in the processor cache. Especially for the smallest problems, the 
GFLOPS rate is much lower if the data has to be fetched from the main memory as 
part of the execution. However, in the scenario occurring during the H-LU factorization, 



the operands to a task are the results from a previous task and, therefore, can be 
expected to reside in the higher levels of the memory hierarchy. Thus, the GFLOPS 
rates in the figure are those that we can expect in a practical execution of the H-LU 
factorization routine. 

For the evaluation of the task-parallel H-LU factorization, we generated two H-matrices, 
of dimension n=5,000 and 10,000. The matrix entries were randomly distributed 
following a normal distribution in (0, 1). To avoid numerical difficulties, the matrix was 
enforced to be diagonally dominant. For each case, we varied the number of levels (nl) 
and granularity of the blocks in each level (cases A and B) as displayed in the following 
table. Finally, we performed experiments for four different ratios of null blocks: 0% (full 
matrix), 25%, 50% and 75%. 

n nl 
Block granularity in each 

level 

5K 

2 

3 

4 

5K, 100 

5K, 500, 100 

5K, 2.5K, 1,250, 250 

10K 
2 

3 

4 

10K, 500 

10K, 500, 100 

10K, 1K, 500, 100 
Table 1: Configurations for the experimental evaluation of the H-LU factorization. 

The following graphics report (see Figure 3 with its six sub-figures a-f) the GFLOPS 
rates attained both by the MKL+OmpSs version and the MKL+OpenMP version of the 
H-LU factorization routines on the Intel 12-core server. The top of the performance line 
(limit for the y-axis) in all plots is set at 144 GFLOPS, which roughly corresponds to the 
highest practical performance that we could expect using 12 cores, each delivering 
about 12 GFLOPS for DGEMM. 
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Figure 3: Performance of the task-parallel H-LU factorization using OmpSs in the Intel ES-2603v3 server. 
The notation in the legend specifies the programming model used for parallelizing the code and the 

number of cores used in each case. The X axis corresponds to the percent of dispersion of the matrices 
used for the tests (0%, 25%, 50% or 75%) and the Y axis refers to the amount of GFLOPS obtained. 

This evaluation offers some insights: 

• The GFLOPS rates grow with the number of cores in most cases for both 
parallelization alternatives. In general, the task-parallel OmpSs approach 
outperforms the simpler loop-parallel OpenMP variant. An exception to this is 
the small problem with 2 levels for which the OpenMP solution provides a 
higher GFLOPS rate for any number of cores. 

• The performance differences between the two parallelization alternatives tends 
to become larger, in favour of OmpSs, when the concurrency is reduced. This 
occurs when the ratio between the factorization cost and number of cores is 
small, taking into account the rate of nonzeros. A clear example is visible for the 
small problem with 2 levels where the performance of the OpenMP version 
shows a significant drop when the dispersion is shifted from 25% to 50%. The 
OmpSs also suffers a performance reduction for this particular case, but only 
for the execution with 12 cores. 

Our experience with matrix factorizations identified a relevant performance bottleneck 
for two programming model combinations: OmpSs + MKL and OpenMP + MKL. In 
particular, in these two cases we identified a drop in the scalability of the solution due 
to oversubscription of some of the hardware cores, as a result of an incorrect mapping 
of the threads to the physical resources. 


