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1 Executive Summary 

This document presents an initial requirements analysis for the project, whose purpose 
is to guide the initial directions taken by the work in the project.  This analysis of 
requirements forms a key part of the project’s Ambition Plan, which will be completed by 
Month 9 (Milestone MS8).  We expect further requirements to arise during the course of 
the project, both from the experiences gained with applications in WP5 and from the 
implementation work in WP4.  

We describe the current status of the programming models that the project is addressing, 
with particular attention to interoperability issues that are known, and which are under 
consideration by the relevant standards bodies and/or developer teams. We then 
consider the known pairwise interoperability issues between programming models, 
based on the experiences of project members as both application developers and model 
implementers, and of the wider communities of stakeholders in the models. For each 
pairwise interoperability case, we identify the areas that the project is capable of 
addressing.  
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2 Introduction 

The INTERTWinE project aims to improve the interoperability between different 
programming models to make the most of the first Exascale systems. Applications 
running on these systems will have to deal with a massively parallel and heterogeneous 
architecture with a complex memory hierarchy. Today, there is no single programming 
model that can deal with the challenging task of programming such a system in an 
efficient way. However, by carefully combining current programming models and parallel 
libraries we can leverage the best features of each one to address the challenging task 
of programming an Exascale system. 

The combination of several programming models is a well-known technique that has 
been successfully used on current HPC systems to improve the performance of many 
applications. However, most programming models have not been designed with 
interoperability requirements in mind and thus, when they are used together, some 
issues arise. The goal of this document is to describe the known issues between 
programming models so that they can be addressed or at least mitigated by the work 
done in this project. 

This document first describes and classifies in Section 3 the different programming 
models and parallel libraries that will be studied and extended in the scope of the project. 
The interoperability between pairs of programming models is detailed in Section 4, where 
the known issues of several programming model combinations are identified. Finally, the 
conclusions of this document are drawn in Section 5.   

 

2.1 Glossary of Acronyms 

API Application Programming Interface 

DAG Directed Acyclic Graph 

DPLASMA Distributed Parallel Linear Algebra for 

Scalable Multi-core Architectures 

DSM Distributed Shared-Memory 

EC European Commission 

EU European Union 

FFT Fast Fourier Transform 

GASPI Global Address Space Programming Interface 

GPU Graphics Processing Unit 

HPC High Performance Computing 

JDF Job Data Flow  

MIC Many Integrated Core 

MKL Math Kernel Library 

MPI Message Passing Interface 

MPMD Multiple Program Multiple Data 

NUMA Non Uniform Memory Access 

OmpSs OpenMP Super Scalar 

PaRSEC Parallel Runtime Scheduling and Execution Controller 

PGAS Partitioned Global Address Space 

PLASMA  Parallel Linear Algebra for Scalable Multi-core Architectures 
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RaW Read after Write dependence 

SPD Symmetric Positive Definite 

SMP Symmetric Multi-Processors 

STF Sequential Task Flow 

WaR Write after Read dependence 

WaW Write after Write dependence 
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3 Programming model description 

Distributed memory models : Most high performance codes are based on only two 
distributed programming models: message passing and partitioned global address space 
(PGAS). In INTERTWinE these models are represented by MPI (Message Passing 
Interface) and GASPI (Global Address Space Programming Interface). MPI is one of the 
oldest and most ubiquitous distributed programming models. Traditionally in message 
passing the sender and the receiver are present throughout the whole communication, 
i.e. it relies on two-sided and synchronized communication. The PGAS concept is newer 
and naturally supports RDMA (Remote Direct Memory Access) capabilities of HPC 
hardware.  PGAS runs one-sided, asynchronous communication instructions on an 
address space partitioned into segments that can be either local or remote. The 
asynchronous approach allows overlap of computation and communication. The PGAS 
concept has given rise to PGAS languages (such as UPC, Co-Array Fortran or Chapel), 
which are based on an HPC language, and library APIs like GASPI, which allow an 
explicit implementation of communication between the nodes. The MPI API, for which 
communication between the distributed compute nodes has to be implemented explicitly, 
has been developed further to offer one-sided and asynchronous communication 
patterns. MPI-RMA is considered to be a PGAS approach, thus blurring the clear 
distinction between the two approaches. 

 
Figure 1: Task graph mapping on a heterogeneous pla tform. 

Task-based shared memory programming models were first popularized in the mid-
1990s by environments such as Cilk, designed by Charles E. Leiserson at MIT. They 
have been the subject of renewed interest, following the emergence of the multicore era 
by the middle of the last decade. Though many variants exist, the common principle of 
task-based programming models is for application programmers to define elementary 
units of computation, named tasks, and submit them to a runtime system scheduler, 
which subsequently maps them on the available computing resources, in such a way as 
to optimize some cost function (usually the overall execution time, but other factors such 
as energy consumption or memory subscription may also be taken into account). Thus, 
the key idea of task-based programming models is to delegate work mapping of 
elementary computations to a third party environment. Variants include the possibility to 
specify dependence constraints between pairs of tasks and/or between data and tasks. 
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applications on a wide range of possibly distributed, possibly heterogeneous, computing 
platforms. 

Parallel dense linear algebra and math libraries  are of vital importance to a wide 
range of science and engineering applications. It is crucial to achieve the best possible 
performance of the linear algebra and general math functions on the underlying 
hardware. It is necessary to ensure the highest performance of these operations, since 
they form the basic building blocks of many modern applications. This is why most of 
hardware vendors provide their own highly tuned versions of BLAS, LAPACK, 
ScaLAPACK, etc. Therefore, at the dawn of Exascale computing it is important that 
current algorithmic development in mathematical software is aligned with the hardware 
ambition. Two modern numerical linear algebra libraries PLASMA and DPLASMA, as 
well as the widely used Intel MKL, were selected as test beds for the INTERTWinE 
project. 

 

3.1 Distributed programming models  

3.1.1 MPI 
MPI has assumed a dominant and ubiquitous role in programming HPC systems for the 
last 30 years. It represents the distributed-memory message-passing programming 
model using a standardized library-based API. MPI enables high-performance message-
based communication by providing two-sided, one-sided, and collective messaging 
functionality, process subsets with virtual topologies, user-defined datatypes, parallel file 
I/O, and an extensive introspection capability to support tools, such as debuggers and 
trace analyzers. 

Substantial effort has been invested in developing and maintaining open-source, widely 
available implementations, such as MPICH [19] and OpenMPI [20]. In particular, 
significant work has focused on identifying and reducing or removing barriers to 
scalability. MPI programs now exist that run effectively at the scale of over 100,000 
processes. 

In contrast, relatively little effort has so far been invested in interoperability between MPI 
and other programming models. The incremental approach to achieving Exascale 
computing seems to demand a combination of programming models that efficiently 
address different levels of machine hardware but also successfully interoperate to make 
best use of the entire machine. 

The MPI Standard currently has some support for interoperability with threaded 
programming models that provide multiple threads running inside each MPI process. 
Running programs that combine MPI + OpenMP or MPI + Posix threads is now a fairly 
common practice in HPC applications. However, the most general case, which permits 
multiple threads to make simultaneous MPI library calls, is notoriously hard to implement 
efficiently. The addition of dynamic MPI endpoints, which enable a single MPI process 
to contain multiple message sources and destinations, has been proposed to address 
this difficulty. Although there are as yet no fully functional implementations, this proposal 
is currently under consideration by the MPI Forum and practical implementation issues 
are being investigated and solved in EPiGRAM, one of the EU-funded FP7 Exascale 
projects. 

The MPI Standard currently has some support for interoperability with task-based 
programming models that require sub-groups of MPI processes for each task. Sub-
dividing the built-in MPI_COMM_WORLD communicator for task specialization is 
already employed by some HPC applications. However, the most general case, which 
allows groups of MPI processes to be created and destroyed dynamically during the 
runtime of an application, is notoriously difficult to implement due to job-scheduling 
restrictions. The existing MPI functionality that permits dynamic MPI processes is 
commonly not supported on supercomputers.  
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An MPI session [21] is a new concept for MPI that would allow some interaction between 
MPI and the underlying runtime system. It has been discussed in the MPI Forum only for 
about 6 months. Initially, it is proposed that this interaction will extend the options 
available for initialisation of MPI. At the moment, during startup, MPI always creates a 
built-in communicator that includes all processes. Creating a session would instead allow 
MPI to build a smaller communicator, or a topology-aware communicator, directly using 
information about available resources supplied by the runtime rather than by splitting the 
built-in communicator, which assumes that all resources are available to MPI. In addition 
to reducing the resource usage of MPI, it is anticipated that this will assist with thread-
safety, including having multiple MPI endpoints per process (see Section 4.2), and fault 
tolerance. 

This project will investigate the extent to which this new concept may improve the 
interoperability of MPI with other programming models. In particular, sessions would 
allow MPI to interact with a task-based runtime system, allowing it to be more malleable 
and, possibly, improve composability of the two programming models - either tasks 
creating and executing MPI-enabled sub-programs or MPI processes creating and 
executing tasks. These use-cases will provide feedback to the MPI Forum that may 
influence the design and functionality of MPI sessions. 

3.1.2 GASPI 
GASPI stands for Global Address Space Programming Interface and is a Partitioned 
Global Address Space (PGAS) API. It aims at extreme scalability, high flexibility and 
failure tolerance for parallel computing environments. GASPI aims to initiate a paradigm 
shift from bulk-synchronous two-sided communication patterns towards an 
asynchronous communication and execution model. To that end, GASPI leverages 
remote completion and one-sided RDMA driven communication in a Partitioned Global 
Address Space. The asynchronous communication allows a perfect overlap between 
computation and communication. The main design idea of GASPI is to have a lightweight 
API ensuring high performance, flexibility and failure tolerance. GPI-2 is an open source 
implementation of the GASPI standard, freely available to application developers and 
researchers. Traditionally GPI is used in visualization and seismic imaging applications. 
In the past years GPI has been ported to several scientific applications within publicly 
funded projects. With the objective of running on current Petascale systems, the 
Exascale-ready GPI-2 prototype has been run at the Extreme Scale-out Workshop in 
2015 at the Leibnitz Rechenzentrum (LRZ) in Munich, Germany. The results were 
presented at the aXXXL workshop at the ISC15 conference and the PARCO 2015 
conference [24]. Two applications have been run: the Reverse Time Migration (RTM), a 
seismic imaging technique and the ECED filter for denoising images. Strong scaling with 
over 90%/70% of parallel efficiency for the ECED filter/RTM application has been shown 
on the Haswell extension of the SuperMUC cluster on 84,000/43,000 cores.   

Threads are the suggested way to handle parallelism within nodes. The GASPI API is 
thread-safe and allows each thread to post requests and wait for notifications. Any 
threading approach (POSIX threads, MCTP, OpenMP) is supported since it is orthogonal 
to the GASPI communication model. 

GPI-2 supports interoperability with MPI in order to allow for incremental porting of 
applications. GPI-2 supports this interoperability in a so-called mixed-mode, where the 
MPI and GASPI interfaces can be mixed. These mixed modes have been tested within 
the EPiGRAM collaboration with the IPIC3D and NEK5000 codes. There are, however, 
still some restrictions, and a closer interplay of the memory and communication 
management of GASPI and MPI is envisaged. 

An interface allowing interoperability concerning the memory management has recently 
been established in the GASPI standard. GASPI handles memory spaces in so-called 
segments, which are accessible from every thread of every GASPI process. The GASPI 
standard has been extended to allow the user to provide an already existing memory 
buffer as the memory space of a GASPI segment. This new function will allow future 
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applications to communicate data from memory that is not allocated by the GASPI 
runtime system but provided to it (e.g. by MPI). This new feature has yet to be tested in 
real applications. 

3.1.3 PaRSEC 
PaRSEC (previously known as DAGuE) is a generic framework for architecture-aware 
scheduling and management of micro-tasks on distributed many-core heterogeneous 
architectures. It maps computing threads to the available hardware cores, overlaps 
communication and computation, and provides dynamic scheduling aware of NUMA 
nodes and geared towards high data reuse. PaRSEC is the underlying runtime and 
dynamic scheduling engine at the basis of DPLASMA. PaRSEC represents an algorithm 
at hand as a Directed Acyclic Graph (DAG), where algorithmic tasks are the nodes and 
the data dependencies are the edges of the graph. DAG representation is independent 
of the problem size. DAG is queried on demand at runtime to discover data 
dependencies in a distributed manner. The main benefits of PaRSEC are overlapping 
communication and computation, task prioritization, provision of architecture-aware 
scheduling and management of micro-tasks. In order to enable successful high 
performance execution of an algorithm, PaRSEC translates a sequential nested loop in 
a user application into a synthetic format called JDF (Job Data Flow), which will be later 
executed in a distributed environment. JDF requires specification of (i) input/output 
dependencies of each task and (ii) information about task behavior [5][6]. 

3.2 Shared memory programming models  

3.2.1 OpenMP 

OpenMP [9] is a widely used standard for shared memory parallel programming. The 
API consists of directives, library routines and environment variables, and is supported 
by almost every compiler that is used on HPC systems. In recent years, increasing 
numbers of HPC applications have used OpenMP to exploit intra-node parallelism in 
combination with MPI for inter-node parallelism, in order to reduce the communication, 
load balance and memory overheads that result from running an MPI process on every 
core. Using OpenMP for intra-node level parallelism is also standard for GASPI 
programs.  

Since Version 3.0, OpenMP has supported a task-centric programming model in addition 
to the thread-centric one. However, this is of limited use in the hybrid MPI + OpenMP (or 
GASPI + OpenMP) context, since tasks are assumed to be independent. This has been 
addressed by the addition of task dependencies in Version 4.0, inspired by the 
experiences from OmpSs (see Section 3.2.2). Version 4.0 compliant implementations 
have only recently appeared, so user experience with this feature is therefore missing at 
the current time.  Version 4.0 also introduced support for offloading to accelerator 
devices and Version 4.5 (released in November 2015) includes features supporting 
interoperability with device-specific kernels and libraries. To date, the OpenMP standard 
contains little material on interoperability. For instance, there is no information regarding 
the behavior when OpenMP and POSIX threads co-exist in the same code. Support for 
this is currently on an ad-hoc, per compiler basis. However, Version 5.0 of OpenMP, 
which is expected in the 2017/18 timeframe, includes interoperability with other 
programming models as a priority topic.  

The OpenMP ARB Language Committee as part of its structure currently has an 
Interoperability Subcommittee, which is meeting irregularly on an ad-hoc basis. The most 
recent meeting was in February 2016 as part of the Language Committee face-to-face 
meeting. The main topics of discussion were control of oversubscription, and 
interoperability with C++11 threads. The former topic is related to work in Task 4.1 on 
the Resource Manager, and INTERTWinE is well placed to play a role in designing the 
user level API elements required here. The latter topic is probably out of scope for 
INTERTWinE, since none of the project partners is involved in developing C++11 
compilers or runtimes. 
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3.2.2 OmpSs 

OmpSs [1] is a parallel programming model focused in exploiting task-based parallelism 
for applications written in C, C++ or Fortran. Programmers can easily annotate their 
application by means of preprocessor directives (comments in the case of Fortran) that 
the compiler (Mercurium) will transform into calls to the runtime system (Nanos++). The 
basic unit of work in OmpSs is a task. An OmpSs task is composed of executable code 
and data. When a programmer specifies an OmpSs task he should define the associated 
structured-block that will be part of the task (following the OpenMP approach). 
Programmers must also annotate the role a variable plays inside a task region. The 
scope of all the variables used in a task is determined by the data-sharing attribute 
clauses. In OmpSs the task construct also allows the annotation of function declarations 
or definitions in addition to structured-blocks. When a function is annotated with the task 
construct each invocation of that function becomes a task creation point. 

Asynchronous parallelism is enabled in OmpSs by the use of data-dependencies 
between the different tasks of the program. Each time a new task is created its 
dependencies are matched against previously created tasks. If a dependency (RaW, 
WaW or WaR) is found, the newly created task becomes a successor of such 
(predecessor) tasks and it must wait until all of them have finished. Once all the 
predecessors of a task have finished, the task becomes ready and is made available for 
execution by any idle thread. 

OmpSs has been extended to be interoperable with other programming models such as 
OpenCL or CUDA, where the programmer can call a CUDA C or an OpenCL C kernel 
like a regular task. It can be also combined with distributed programming models such 
as MPI, to increase the available parallelism and improve the overlapping of computation 
and communication phases. However, the interoperability between OmpSs and MPI or 
any other parallel runtime systems or libraries (e.g. StarPU, OpenMP, MKL, PLASMA) 
is currently suboptimal due to the uncoordinated execution of both APIs, which may lead 
either to underutilized resources (e.g. threads blocked in a MPI call) or resource 
oversubscription (e.g. two threads of different runtime APIs running on the same core). 

OmpSs has also been extended to run in a multi-node cluster environment. We refer to 
this special flavor of the programming model as OmpSs@cluster [23]. In order to keep 
the traditional OmpSs execution model, the cluster version follow a master-slave design, 
where one process acts a director of the execution (master) and the rest of processes  
(slaves) follow the commands issued by the master: tasks, data movement and 
synchronization messages. The OmpSs@cluster relies on the communication network 
to transfer data and submit tasks among the different nodes of the cluster. In addition 
some OmpSs mechanisms also required to interact with the network to 
coordinate/synchronize task execution on the cluster. The support for private address 
spaces can be used in order to automatically manage the data movement between 
nodes of the cluster, freeing the user of having to think about it. 

OmpSs assumes that default architecture for a task is SMP. Typically these tasks do not 
contain data usage clauses because in a SMP environment there is only one address 
space and there is no need of it. But when running in a cluster environment the user 
must specify which data the task uses as if the task will be executed in a private memory 
architecture (e.g. OpenCL/CUDA GPUs). 

3.2.3 StarPU 

StarPU is a runtime system made of a task scheduler and a distributed shared-memory 
(DSM) manager. It enables programmers to exploit the combined computing power of 
CPUs and accelerator units available on a machine.  

Single homogeneous node 

StarPU implements a programming model named Sequential Task Flow  (STF), in which 
the application sequentially submits requests to StarPU to perform elementary units of 
computation (known as ‘tasks’), using (Read-only) and/or modifying (Read-Write or 
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Write-only) some data. StarPU builds a dependence graph from the sequential flow of 
tasks requests by analyzing which piece of data generated by a task is referenced by a 
subsequently submitted task.  

Using this dependence graph, StarPU then schedules the tasks to be executed in parallel 
on available computing CPU and accelerator units, such as to maximize efficiency while 
respecting the data dependency constraints. The actual scheduling algorithm may be 
chosen from a variety of provided schedulers, or be custom designed from a set of 
building blocks.  

The StarPU integrated Distributed Shared Memory (DSM) transparently manages data 
transfers between the main memory and accelerator memory spaces to serve the data 
dependencies. Data transfers are performed asynchronously, so as to overlap 
communication with computations. StarPU DSM supports data replication to cache data 
in accelerator memory whenever possible, and implements a Modified/Shared/Invalid 
cache policy for data consistency management of multiple data replications.  

StarPU detects the available topology using the “hwloc” library. StarPU allocates N 
worker threads on an N-core node by default, with each worker thread bound to a distinct 
core. The “main” thread, which enables the application code to submit tasks, is not 
counted among the N worker threads, and is not bound by StarPU. The number of worker 
threads and the CPU core used by each worker thread can be set through environment 
variables. The whole set of worker threads may be globally paused and resumed when 
needed, by the application. StarPU may call parallel kernels (such as written using 
OpenMP) from CPU tasks: it supports SPMD parallel kernels for which it supplies its own 
worker threads, and it supports Fork-Join parallel kernels that spawn their own worker 
threads (in the latter case, StarPU still supplies the suitable cpuset mask for the Fork-
Join kernel to bind the threads it spawns). StarPU supports data areas allocated through 
its dedicated starpu_malloc API call, as well as data areas allocated through other 
means (regular malloc, custom malloc library, mmap pages, …) 

Single heterogeneous node 

Accelerator support is currently provided for OpenCL devices, NVIDIA CUDA devices, 
and Intel Xeon Phi/MIC devices. StarPU allocates all available CUDA, OpenCL and/or 
MIC devices by default. One CPU worker thread is dedicated for driving each accelerator 
device by default (an accelerator dedicated CPU worker thread does not run any task). 
Environment variables allow the user to set the number of accelerator devices used for 
each type, to select which device(s) to actually use, and whether a CPU worker thread 
is dedicated or not for driving the device. Multiple CPU workers may be allocated for 
CUDA devices to support CUDA multi-stream capability if available. CUDA devices and 
OpenCL devices are supported within the same session, but a single device may not run 
both CUDA kernels and OpenCL kernels at the same time. Environment variables allow 
limiting the amount of memory allocated by StarPU for each type of device 

Distributed session 

StarPU supports serving data dependencies over MPI on distributed sessions using the 
StarPU-MPI software layer built on top of StarPU. This layer is responsible for extending 
the StarPU distributed shared-memory beyond a single physical node by serving data 
dependencies over the network. Each participating process is assumed to annotate data 
with node ownership, and to submit the same series of tasks. Each task is by default 
executed on the node where it accesses data in Write mode. StarPU-MPI calls use the 
MPI_COMM_WORLD communicator by default. StarPU-MPI calls may optionally use 
another communicator allocated by the application instead. StarPU-MPI supports MPI 
threads levels MPI_THREAD_FUNNELED and above (MPI_THREAD_SINGLE may be 
attempted without guarantee). Applications may safely make MPI calls in concurrence 
with StarPU-MPI only if the MPI implementation provides threads levels 
MPI_THREAD_SERIALIZED or above. 

Other interoperability configurations 
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StarPU supports running OpenMP 3.x annotated C/C++ applications and also supports 
running OpenMP 4.x dependent tasks using the Klang-OMP source-to-source OpenMP 
compiler. StarPU supports running OpenCL applications through the SOCL translation 
layer. 

3.3 Parallel dense linear algebra and math libraries 

3.3.1 PLASMA 
The main purpose of PLASMA [7] is to address the shortcomings of LAPACK and 
ScaLAPACK on multicore processors, multi-socket systems of multicore processors and 
inability to utilize GPUs. PLASMA provides utilities to solve dense systems of linear 
equations, symmetric positive definite (SPD) systems of linear equations and linear least 
squares problems. PLASMA uses LU, Cholesky, QR and LQ factorizations. It supports 
both real and complex arithmetic in single and double precision. PLASMA is designed to 
supersede LAPACK and ScaLAPACK, providing new and improved algorithms. It also 
restructures software for modern multicore architectures. However, PLASMA is not a 
complete replacement of LAPACK, since it does not support band matrices and the non-
symmetric eigenvalue problem yet. Also PLASMA does not replace ScaLAPACK as 
software for distributed memory architectures, since PLASMA only supports shared-
memory machines: Symmetric Multi-Processors (SMP) and Non-Uniform Memory 
Access (NUMA). PLASMA is implemented in C, but Fortran interfaces are provided to 
call PLASMA routines from a Fortran program. The software stack underlying PLASMA 
consists of BLAS, CBLAS, LAPACK and NetLib LAPACK C wrapper. 

Three distinctive features that allow PLASMA to achieve higher performance compared 
to LAPACK and ScaLAPACK are: (i) the implementation of tile algorithms, (ii) the 
application of tile data layout and (iii) the use of dynamic scheduling. PLASMA represents 
matrices as collections of tiles. A tile is a square block of an original matrix. For example, 
in Fortran notation a matrix A(256,256) can be represented as a collection of 8 ×  8 
tiles of size 32 ×  32, AA(32,32). It is preferred to have small tile sizes to ensure that 
one tile fits entirely into the cache memory associated with one computation core. 
Therefore, tile orders are usually 2�. The use of tile algorithms minimizes the number of 
capacity cache misses. Also tiles occupy contiguous memory regions: this allows tiles to 
be loaded into the cache memory very efficiently. Dynamic scheduling implemented in 
PLASMA assigns work to cores based on the availability of data for processing at any 
given point in time. The computation is represented as a Directed Acyclic Graph (DAG), 
where nodes of the graph are computational tasks and edges are data dependencies 
[7][8]. 

3.3.2 DPLASMA 
DPLASMA is a library of dense linear algebra algorithms for distributed heterogeneous 
systems, where a node features multiple sockets of multicore processors and/or 
accelerators such as Intel Xeon Phi or GPUs. DPLASMA is a logical extension of 
PLASMA aimed at operation in the distributed memory regime. Distinct properties of 
DPLASMA enabling high performance of numerical algorithms rely on (i) tile algorithms 
(matrices are processed by tiles—small square submatrices) and (ii) DAG representation 
of tasks in an algorithm. 

The algorithms currently implemented in DPLASMA cover solutions to the following 
numerical problems: linear systems of equations (Cholesky, LU, LDL), linear least 
squares problem (QR, LQ) and symmetric eigenvalues. DPLASMA also implements 
Level 3 Tile BLAS operations (GEMM, TRSM, TRMM, HEMM/SYMM, HERK/SYRK, 
HER2K/SYR2K). DPLASMA routines are available in single and double, real and 
complex precisions. DPLASMA easily processes matrices in Fortran 77 column-major 
format by means of a ScaLAPACK-compatible interface. Operating systems supported 
by DPLASMA are Linux, Windows, Mac OS, and UNIX (depending on the availability of 
MPI and hwloc) [5][6]. 
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3.3.3 MKL 

Intel Math Kernel Library (MKL) is a library of highly-optimized functions for common 
operations of linear algebra, fast Fourier transforms (FFT), vector math, statistics, and 
data fitting. Intel MKL offers Fortran and C interfaces, and the contents are scalable 
across Intel processor architectures, transparently selecting the best code for each case 
via multiple code paths. Intel MKL is vectorized and offers multi-threaded (multi-core) 
support. Furthermore, version 11.3 (latest) uses OpenMP internally to exploit parallelism 
and leverage the performance benefits of multicore architectures. 

OpenMP threading behavior can be controlled via OpenMP environment variables but 
also via dedicated functions of the Intel MKL API. 

There also exists a cluster version of LAPACK, FFT and a sparse linear system solver 
for MPI-based distributed memory systems. In an Intel Many Integrated Core (MIC) 
architecture Intel MKL can automatically partition the workload between the host CPU 
and the accelerator. 

3.4 Accelerators 

3.4.1 CUDA 
CUDA is a dedicated toolkit designed by nVIDIA to program and exploit nVIDIA GPUs 
and accelerators. It is based on a programming language derived from C++ to enable 
writing accelerator kernels, and on a runtime library to allow for memory management, 
data transfers and kernel execution on accelerators. 

3.4.2 OpenCL 

OpenCL is a specification designed by the Khronos Group consortium to provide a 
computing unit-agnostic way to program computing kernels for both accelerators and 
regular CPUs. The specification is based on a programming language derived from C++ 
to enable writing kernels, and on an API to manage memory, handle data transfers and 
launch kernels from a host machine. 

3.4.3 Directive-based  
OpenMP has become a de facto standard exploiting the parallelism in shared memory 
architectures in the last two decades. The different versions that have been released 
during its almost 20 years of existence have covered different parallel approaches. 
During its first years OpenMP was mostly focused in work-sharing constructs: for and 
sections were the main mechanisms to divide work among threads. Since the OpenMP 
3.0 release the specification also covers unstructured parallelism by means of tasks and 
its last major version (OpenMP 4.0) also adds support for accelerator devices. 

Accelerator support in OpenMP is achieved through the use of the device constructs. 
These constructs allow code generation for a specific device, distribution of work among 
the different processing elements, and management of data movement between the host 
memory address space and the device memory address space. 

The target data, target enter/exit data and target update directives allow to move data 
from the host to the device, keep it there for target kernels execution, and copy it back 
to the host once the data is not needed anymore. The map clause with all its modifiers 
allows to define data directionality. The target and declare target constructs allow to 
define code as executable by a given device. Finally, the new directives teams and 
distribute allow to define a new level of parallelism (in the hierarchy of work 
distribution) for OpenMP programs. 
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4 Interoperability between programming models 

This Section describes the combinations of APIs that will be studied in the context of this 
project. For each pair of APIs, we consider the known interoperability issues between 
programming models, based on the experiences of project members as both application 
developers and model implementers, and of the wider communities of stakeholders in 
the models. For each pairwise interoperability case, we identify the areas that the project 
is capable of addressing. 

4.1 MPI + GASPI 

GASPI aims at interoperability with MPI in order to allow for incremental porting of 
applications. There are two aspects to interoperability: memory management and 
communication management.  

Concerning the memory management, it is now possible to allow the user to provide an 
already existing memory buffer as the memory space of a GASPI segment. This new 
function will allow future applications to communicate data from memory that is not 
allocated by the GASPI runtime system but provided to it (e.g. by MPI). This new feature 
has not yet been tested in applications and it is a goal to do so in near future.  

Concerning the communication management, possible pathways to a better model are 
not as clear. At the moment GPI-2 supports the interoperability with MPI in a so-called 
mixed-mode with the following restrictions: calls to either one of the two communication 
libraries can be done within a complete epoch. A complete epoch starts (and ends) with 
a full synchronization of the application’s processes and threads, such that there is no 
overlap of GASPI communication and MPI communication. The startup of mixed MPI 
and GASPI code is achieved by invoking the gaspi_proc_init routine in an existing 
MPI program. This way, MPI takes care of distributing and starting the binary and GASPI 
just takes care of setting up its internal infrastructure. GASPI and MPI communication 
should not occur at the same time.  

In the long-term a better interoperability of GASPI and MPI communication would be 
interesting. Having to wait until a whole MPI epoch is finished before being able to start 
GASPI clearly leads to some performance loss when running MPI and GASPI in mixed 
mode. A path towards more interoperability on the level of communication requests is 
however not clear and needs more investigation. 

The main areas where INTERTWinE can contribute to MPI + GASPI interoperability are: 

• Test new memory management features in kernels and applications, and 
feedback results to the GASPI forum. 

• Investigate (in GPI-2) relaxing the restrictions on concurrent MPI and GASPI 
communication, and make recommendations to the GASPI Forum.  
 

4.2 MPI + OpenMP 

Hybrid application programs using MPI + OpenMP are now commonplace on large HPC 
systems. There are essentially two main motivations for this combination of programming 
models:  

1. Improved performance, especially at high core counts where the pure MPI 
scalability is running out. 

2. Reduction in memory footprint, both in the application and in the MPI library (e.g. 
communication buffers).  

 
It is possible to classify MPI + OpenMP programs into four distinct styles, depending on 
if and how multiple OpenMP threads make MPI library calls.  

• Master-only : all MPI communication takes place in the sequential part of the 
OpenMP program (no MPI in parallel regions). 
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• Funneled : all MPI communication takes place through the same (master) thread but 
can be inside parallel regions. 

• Serialized : MPI calls can be made by any thread, but only one thread makes MPI 
calls at any one time. 

• Multiple : MPI communication simultaneously in more than one thread. 

The MPI specification defines four levels of thread safety:  

• MPI_THREAD_SINGLE 

– Only one thread will execute.  

• MPI_THREAD_FUNNELED 

– The process may be multi-threaded, but only the main thread will make MPI 
calls (all MPI calls are funneled to the main thread).  

• MPI_THREAD_SERIALIZED 

– The process may be multi-threaded, and multiple threads may make MPI 
calls, but only one at a time: MPI calls are not made concurrently from two 
distinct threads (all MPI calls are serialized).  

• MPI_THREAD_MULTIPLE 

– Multiple threads may call MPI, with no restrictions. 

A program that intends to use multiple threads and MPI should call MPI_Init_thread 
instead of MPI_Init to initialise the MPI library. This function takes two additional 
arguments: a requested level of thread support as input and a provided level as output. 
Both arguments take one of the four levels specified above. Note that both Master-only 
and Funneled styles require MPI_THREAD_FUNNELED, Serialized style requires 
MPI_THREAD_SERIALIZED and Multiple style requires MPI_THREAD_MULTIPLE. 

Master-only style is simple to write and maintain: there is a clear separation between 
outer (MPI) and inner (OpenMP) levels of parallelism, and there are no concerns about 
synchronising threads before/after sending messages. However, threads other than the 
master thread are idle during MPI calls, and in particular, packing/unpacking of derived 
datatypes is sequential. Inter-process and inter-thread communication cannot overlap, 
and typically all communicated data passes through the cache where the master thread 
is executing. The only way to synchronise threads before and after message transfers is 
by closing and opening parallel regions, which has a relatively high overhead. 

Funneled style is also relatively simple to write and maintain a less clear separation 
between outer (MPI) and inner (OpenMP) levels of parallelism than in Master-only style. 
Compared to Master-only, there are cheaper ways to synchronise threads before and 
after message transfers. It is possible for other threads to perform computation while the 
master is in an MPI call, though this can result in load imbalance problems that can be 
difficult to address without dynamic scheduling of some kind. 

In Serialized style, it is more natural for other threads to perform computation while one 
is in an MPI call without load balance problems, and it is possible to arrange for threads 
to communicate only their “own” data (i.e. the data they read and write), thus relieving 
some of the locality problems encountered in Master-only or Funneled style. However, 
more, smaller messages are sent, incurring additional latency overheads, and the 
programmer has to take care to avoid race conditions on data being sent and received 
by different threads. Maintainability and readability is typically worse than for Master-only 
or Funneled style, partly because there needs to be some way of distinguishing between 
messages coming from, and intended for, different threads. This is usually done by 
encoding a thread number in the message tag (which is inconvenient if tags are already 
used for some other purpose), or else by using different communicators (which is 
unwieldy even for some common patterns such as halo exchange).  
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In Multiple style, it is more natural for threads to communicate only their “own” data, and 
the user has fewer concerns about synchronising threads (since some of this 
responsibility is passed to the MPI library implementation). Messages from different 
threads can (in theory) overlap with each other, but implementing this in practice causes 
a lot of difficulties, since it requires internal functions and data structures in the MPI library 
to be made thread-safe. Retrofitting thread safety to existing MPI implementations other 
than by fairly crude use of global locks has proved extremely difficult, with the result that 
Multiple style is not supported by all MPI implementations, and those that do support it 
tend not to display good performance when used in this way. 

MPI endpoints is a proposal to address some of the problems with using Multiple style 
that has matured over several years of discussion within the MPI Forum and has reached 
the stage of being formally approved as a change that will be included in version 4.0 of 
the MPI Standard. It is designed to remove or alleviate threading restrictions in MPI and 
facilitate high performance communication between multi-threaded OS processes. The 
central API alteration is a new communicator creation function, 
MPI_Comm_create_endpoints, which creates a new communicator that contains 
more MPI ranks than its parent communicator. The output from the function is an array 
of communicator handles; each handle represents a different rank within the new 
communicator. 

 

 
Figure 2: Conventional MPI communicator 

 
Figure 3: Endpoints communicator 

 

Communication functions that require a communicator parameter will accept one of 
these communicator handles and operate as if the calling thread was an MPI process 
with the handle’s rank within the handle’s communicator. Figure 2 shows a conventional 
MPI communicator, with a one-to-one mapping between ranks and processes. Figure 3 
shows an endpoints communicator with multiple ranks per process. Note that threads 
may be mapped to endpoints in different ways.  One possible use-case is to run a single 
OS process per shared-memory node, with one thread per CPU core, and to create a 
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communicator with one rank per thread. Each thread would then use a single 
communicator handle, different to the ones used by other threads, as in the leftmost 
process in Figure 3. Communication from a particular thread in one OS process to a 
particular thread in another OS process is then simple and a natural extension of pure 
MPI messaging.  

At this stage, the endpoints proposal is reasonably mature, but some outstanding issues 
remain. For example, for implementations to be able to reduce or remove internal 
synchronisation, new levels of thread support are required which prevent unrestricted 
use of the same handle by multiple threads.  

Under the EPiGRAM project, EPCC has implemented an alpha prototype of MPI 
endpoints in WP4 (see [4] for details), and has been directly involved in the MPI Hybrid 
Working Group, which is in charge of the endpoints proposal in the MPI Forum.  It is 
intended to carry on this work in INTERTWinE, both on the prototype implementation in 
EPCC’s research MPI library EMPI4Re, and on further refining the endpoints proposal. 
In the absence of prototype implementations, application experience with MPI endpoints 
is at the moment entirely lacking. Some initial experience is planned under the EPiGRAM 
project (including a port of iPIC3D), which will be continued under INTERTWinE, and 
help to inform the standardisation process.   

OpenMP 4.0 added the ability to specify task dependencies as a new feature, and 
implementations are now appearing in many commercial compilers. Without this feature, 
calling MPI routines from inside OpenMP tasks did not have many realistic use cases. 
With the addition of dependencies, however, this has changed, and although many of 
the initial experiences with MPI + OmpSs applications should transfer over to MPI + 
OpenMP, user experience is so far lacking, and the potential impact of combining MPI 
endpoints with OpenMP tasks requires investigation. 

To summarise, the main area where INTERTWinE can contribute to MPI + OpenMP 
interoperability are:  

• A prototype implementation of MPI endpoints in the EMPI4Re MPI library. 
• Contribute to the MPI Forum standardisation of the endpoints proposal. 
• Evaluation of MPI endpoints + OpenMP threads, and the use of MPI + OpenMP 

tasks, in application and kernels, contributing to training material, best practice 
guides and possible recommendations to standards bodies. 

4.3 MPI + OmpSs | StarPU 

StarPU supports serving distributed data dependencies over MPI through the StarPU-
MPI layer. StarPU also provides wrappers for MPI routines to perform explicit data 
transfers in a task-runtime friendly behavior. MPI thread support level 
MPI_THREAD_FUNNELED and above are supported by StarPU. Applications may safely 
make MPI calls concurrently with StarPU only if the MPI implementation provides at least 
some MPI_THREAD_SERIALIZED support. 

StarPU-MPI calls use either the MPI_COMM_WORLD communicator by default, or a 
communicator provided by the application. 

There is no support for adding or removing nodes from a StarPU-MPI at this point. 

We intend to experiment with the proposal for MPI endpoints mechanism (see Section 
4.2) 

MPI applications can be extended with OmpSs to improve their scalability on large core 
counts and reduce the memory footprint of the MPI runtime by reducing the number of 
communication buffers. Moreover, mixing a task based model such as OpenMP 4.0 or 
OmpSs with MPI can improve the overlapping of computation and communication 
phases because blocking send and receive operations can be easily executed 
asynchronously by enclosing them inside a task construct. This simulates the 
asynchronous execution of this API calls without the need to manually re-structure the 
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code to directly use the more complex MPI asynchronous API. However, the 
interoperability between MPI and OmpSs has some limitations because the programmer 
has to manually introduce dummy dependences between all the communication tasks 
(i.e. tasks that include calls to the MPI API) to ensure the correct matching of MPI 
operations as well as to avoid deadlock that can happen if all the worker threads of the 
OmpSs runtime gets blocked on MPI calls. To overcome these problems, we will extend 
OmpSs to interoperate better with MPI.  

 

 
Figure 4: MPI + OmpSs augmented interoperability 

 

The main idea is to avoid blocking the OmpSs runtime threads in blocking MPI 
operations. To achieve this, we plan to develop an MPI library, as depicted in Figure 2, 
that intercepts all the MPI blocking calls and converts them into their asynchronous 
counterparts: a helper thread of the runtime system will then monitor the completion of 
these calls, to pause and resume the involved tasks accordingly. We will closely follow 
the development of MPI endpoints to identify any synergy between both approaches.  

As part of the DEEP project we extended the OmpSs model to enable the dynamic 
allocation of new MPI processes as well as the collective offload of MPI kernels [22], 
easing the development of MPI applications that present a Multiple Program Multiple 
Data (MPMD) execution model. This feature is implemented on top of the low-level 
MPI_Comm_Spawn API call. In the context of this project, we want to continue this 
development to ease the development of malleable MPI applications that can change 
the number of MPI process on the fly. MPI sessions will also be investigated as part of 
this work. 

Possible areas of INTERTWinE contributions to interoperability: 

• Prototypical port of StarPU-MPI on top of MPI Endpoints for experimental 
purposes. 

• Study and improve the integration of MPI and task-based programming models 
(using OmpSs as a research vehicle). 

• Leverage the OmpSs MPI offloading capabilities to improve MPI application 
malleability. 
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• Concerted resource allocation through INTERTWinE's Resource Manager. 
• Investigate opportunities for composability of MPI+tasks via prototype 

implementations and provide feedback to the MPI Forum. 

4.4 GASPI + OpenMP 

Threads are the suggested way to handle parallelism within nodes. The first insight is 
that the GASPI API, and its implementation GPI2, are thread safe and allow each thread 
to post requests and wait for notifications independently and without additional 
synchronization. Moreover, as threading is orthogonal to the GASPI communication 
model, any approach to threading is supported: there are GASPI applications that use 
POSIX threads [15],[16], others that use the Fraunhofer threading library MCTP [13],[14], 
as well as applications that combine GASPI with OpenMP [10],[11],[12].  

Device constructs were introduced in OpenMP 4.0. They provide a mechanism for 
offloading computational tasks from the host (typically a CPU) to one or more locally 
attached accelerators. GPI2’s support for direct memory transfer between accelerator 
memory and (remote) host memory, or between accelerator memory and (remote) 
accelerator memory has been shown to deliver high performance [17],[18] and can be 
used as a starting point for implementing OpenMP 4.0 device constructs on top of GPI2.   

However, OpenMP and GASPI are sharing resources on the node: most prominently 
memory resources for buffers or pinned pages. Depending on the network device, 
GASPI implementations might also consume CPU resources, e.g. whenever networks, 
like Ethernet, are lacking support for remote memory access, the single-sided interface 
of GASPI requires an active component to simulate that capability. So far there is no 
negotiation between GASPI and OpenMP about shared resources and typically OpenMP 
will use all available cores for computational tasks, possibly provoking load imbalance 
and additional context switches if GASPI is using one of the cores for communication 
offloading as well. The solution today is to either cope with the imbalance, which might 
be hard, or to instruct OpenMP not to use all cores, which might lead to suboptimal 
performance.   

Possible contributions of INTERTWinE to interoperability of GASPI+OpenMP are:  

• Proposals to the standard committees about API extensions that allow for 
resource negotiation. 

• Implementation of these extensions in the GASPI reference implementation GPI-
2. 
 

4.5 GASPI + OmpSs | StarPU 

The project aims to experiment with GASPI as an alternative for the MPI layer currently 
used for serving distributed data dependencies.  

As there is no previous experience of mixing both OmpSs and GASPI on the same 
application we plan the porting of several applications to gain further insights into this 
API combination. Besides this, we will consider the port of OmpSs@cluster on top of the 
GASPI API. 

Possible areas of INTERTWinE contributions to interoperability: 

• Experiment with GASPI as an alternative communication layer for StarPU. 
• Experiment with GASPI + OmpSs applications. 
• Evaluate the porting of OmpSs@cluster on top of GASPI. 

4.6 OmpSs + StarPU 

Concurrent execution of an OmpSs user code and a StarPU user code over the same 
computing node has never been experimented so far. The ambition within INTERTWinE 
is to leverage the Resource Manager designed as part of Task 4.1 to enable an OmpSs 
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user code and a StarPU user code to co-exist on the same computing node, with a safe, 
coordinated access to computing resources enabled by the Resource Manager. 

Possible areas of INTERTWinE contributions to interoperability: 

• Concerted resource allocation through INTERTWinE's Resource Manager. 

 

4.7 OpenMP | StarPU | OmpSs + OpenCL | CUDA 

StarPU and OmpSs currently support calling OpenCL kernels and nVidia CUDA kernels, 
which are handled as regular tasks. Data dependencies between CPU tasks and 
accelerator tasks are managed by the StarPU DSM and Nanos++ dependence modules 
respectively. 

Although OmpSs can already interoperate with CUDA and OpenCL, there are new 
features such as the Unified Memory or the dynamic parallelism that are not yet 
supported. As part of this task we will investigate how to leverage these features from 
OmpSs. 

StarPU may also run OpenCL applications using the SOCL translation layer. SOCL 
transparently translates OpenCL constructs into calls to the StarPU API. 

Possible areas of INTERTWinE contributions to interoperability: 

• Concerted accelerator allocation, and DMA capable memory allocation, through 
INTERTWinE's Resource Manager. 

• Investigation of new accelerator features such as Unified Memory, dynamic 
parallelism or multi-streams. 

4.8 PLASMA + OpenMP | OmpSs | StarPU 

PLASMA + OpenMP can be implemented with a relatively low programming effort. It is 
only the matter of careful replacement of QUARK runtime routines with appropriate 
OpenMP task depend pragmas. 

PLASMA + OmpSs is the next logical step in PLASMA interoperability. It follows from the 
PLASMA + OpenMP combination and aims to improve the asynchronous and 
heterogeneous characteristics of the software. Modifying the source code will require 
experience with OmpSs constructs and concepts. 

PLASMA + StarPU has been experimented through the Chameleon linear algebra library 
as part of the MORSE associated team between the University of Tennessee at Knoxville 
and Inria. StarPU may also run C/C++ OpenMP applications, and thus the OpenMP 
version of PLASMA, using StarPU's Klang-OMP companion compiler. 

 

Possible areas of INTERTWinE contributions to interoperability: 

• Experiment with PLASMA + OmpSs in kernels and applications 
• Concerted resource allocation through INTERTWinE's Resource Manager. 

 

4.9 PaRSEC + StarPU | OpenMP | OmpSs | MPI 

4.9.1 StarPU 
A few years ago the PaRSEC team experimented with interoperability between PaRSEC 
and StarPU. The scope of the interoperability was limited between the two runtimes. The 
PaRSEC high-level compiler (JDF compiler) was modified to directly generate StarPU 
tasks, and the StarPU runtime was in charge of their scheduling. 
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4.9.2 OpenMP/OmpSs 

Recently a possible interoperability between OpenMP and PaRSEC has been 
investigated. The experiments have shown a large time overhead involved, due to the 
immaturity of the OpenMP support runtimes, preventing efficient insertion of tasks with 
small granularity (the cost of inserting an OpenMP task was around 10us per task with 
GNU OpenMP, while the overhead of a PaRSEC task insertion is around 1.5us). 
However, the opposite effort, i.e. providing an interface for inserting OpenMP tasks in 
PaRSEC, might be useful and efficient. Due to large similarity between OpenMP and 
OmpSs, it might be possible to reuse the OpenMP+PaRSEC interface for insertion of 
OmpSs tasks. 

4.9.3 MPI 
PaRSEC has proven interoperability with other, more mainstream, programming 
paradigms. Using DPLASMA it is possible to write MPI+PaRSEC applications, that take 
advantage of both worlds. The legacy application NWCHEM mixes PaRSEC with MPI 
and Global Arrays to provide a significant boost in performance. There is an ongoing 
effort to mix PaRSEC with OpenSHMEM and an active development of a PaRSEC 
version that works in tandem with Argobots [10], a lightweight runtime system part of the 
US Exascale OS/R research effort. 

4.9.4 Concluding Remarks 

The internal design of PaRSEC allows for the creation of multiple containment domains 
in the context of the same application. Each such execution domain is a set of resources 
(defined by the application) that will collaborate together towards a common goal. 
However, different execution domains are mostly independent (they only share the 
communication thread, and have capability of migrating tasks from one to another). 
These execution domains can be dynamically altered, as needed by the application, in 
order to release or acquire new execution resources (cores, and possibly accelerators). 
A demonstration of such capability has been demonstrated last year during the SC, 
where this capability was used to impose a cap on the energy consumption of the 
runtime. These execution domains can also be turned on/off programmatically with little 
overhead. 

Possible areas of INTERTWinE contributions to interoperability: 

• Deepen the research on PaRSEC+StarPU interoperability. 
• Develop an interface for insertion of OpenMP/OmpSs tasks in PaRSEC. 
• Generalize an interface between PaRSEC and MPI, making use of the 

INTERTWinE Resource Manager. 
• Enable resource allocation through INTERTWinE's Resource Manager. 



D3.1 INITIAL REQUIREMENTS ANALYSIS  

Copyright INTERTWinE Consortium 2015-2016 

5 Conclusions 

In this document, we have described the programming APIs that will be studied and 
extended in the context of this project. These APIs include the widely used MPI and 
emerging GASPI APIs for distributed memory systems, OpenMP, StarPU and OmpSs 
APIs for shared memory systems, OpenCL and CUDA for accelerators, as well as, 
PLASMA, DPLASMA and MKL parallel libraries. We have identified and described 
several known interoperability issues between pairs of programming APIs, which include 
combinations of APIs from the same family (e.g. MPI + GASPI or OpenMP  + OmpSs) 
as well as combinations of APIs from different families (ex: MPI + OpenMP or OmpSs + 
CUDA). Besides known issues, we identified other features, which are still under 
development, and can potentially improve interoperability between some programming 
APIs. Future work will be guided by the identified issues and new features that can hinder 
or improve interoperability between programming models respectively, with the goal of 
addressing the former and make the most of the latter.  



D3.1 INITIAL REQUIREMENTS ANALYSIS  

Copyright INTERTWinE Consortium 2015-2016 

6 References 

[1] The OmpSs programming model. Accessed on Feb 08, 2016. Available at: 
http://pm.bsc.es/ompss 

[2] The StarPU programming model. Accessed on Feb 08, 2016. Available at: 
http://starpu.gforge.inria.fr 

[3] James Dinan, Pavan Balaji, David Goodell, Douglas Miller, Marc Snir, and 
Rajeev Thakur, Enabling MPI interoperability through flexible communication 
endpoints, in 20th European MPI Users's Group Meeting (EuropMPI), pages 
13-18, 2013. 

[4] EPiGRAM project deliverable D4.1: RDMA message passing concepts and 
algorithms, available from http://www.epigram-project.eu/wp-
content/uploads/2013/11/D2.1.pdf 

[5] PaRSEC official website: http://icl.cs.utk.edu/parsec/overview/index.html, 
Accessed on Feb 22, 2016 

[6] Bosilca, G., A. Bouteiller, A. Danalis, T. Herault, P. Lemariner, and J. Dongarra, 
DAGuE: A Generic Distributed DAG Engine for High Performance Computing, 
pp. 1151-1158, IEEE 2011, Anchorage, Alaska, USA 

[7] PLASMA official website. Accessed on Feb 22, 2016. Available at: 
http://icl.cs.utk.edu/plasma 

[8] S. Donfack, J. Dongarra, M. Faverge, M. Gates, J. Kurzak, P. Luszczek, I. 
Yamazaki, A survey of recent developments in parallel implementations of 
Gaussian elimination, Concurrency and Computation Practice and Experience, 
Wiley Online Library, 2014 

[9] OpenMP ARB. OpenMP 4.5 specification. November, 2015. Available at: 
http://openmp.org/wp/openmp-specifications. 

[10] Benchmark Suite: Breitbart, Jens, Mareike Schmidtobreick, and Vincent 
Heuveline. “Evaluation of the Global Address Space Programming Interface 
(GASPI).” Parallel & Distributed Processing Symposium Workshops (IPDPSW), 
2014 IEEE International. IEEE, 2014. 

[11] CFD Proxy (from the European EXA2CT project): 
http://www.exa2ct.eu/content/cfp-proxy-proto-application-available.html  

[12] Nekbone mini-application (used by EPiGRAM collaboration): I. Ivanov et al., 
"Evaluation of Parallel Communication Models in Nekbone, a Nek5000 Mini-
Application," Cluster Computing (CLUSTER), 2015 IEEE International 
Conference on, Chicago, IL, 2015, pp. 760-767 

[13] GRT: http://seismic-grt.com/ 

[14] S.K. Foss, D. Merten, N. Ettrich, E. Stangeland-Karlsen; J. Mispel. "Amplitude-
friendly angle migration with stabilized Q", Proceedings of the 76th EAGE 
Conference and Exhibition, Vol. 3, pp. 2432-2437: Amsterdam, Netherlands, 
16-19. June 2014, Red Hook, NY: Curran. DOI: 10.3997/2214-4609.20140774. 

[15] Kühn, Martin. "Parallelization of an Edge- and Coherence-Enhancing 
Anisotropic Diffusion Filter with a Distributed Memory Approach Based on GPI" 
C. Bischof, H.-G. Hegering, W. E. Nagel, G. Wittum (Eds.): Competence in High 
Performance Computing 2010, pp 99-110, Springer 2012, ISBN: 978-3-642-
24024-9 

[16] Kühn, Martin. "Anisotropic Diffusion Filtering Terabytes of Seismic Data in 
seconds: The Power of the GPI-2 One-sided Communication Approach". 28th 
International Conference on Supercomputing, München, Juni 2014. 



D3.1 INITIAL REQUIREMENTS ANALYSIS  

Copyright INTERTWinE Consortium 2015-2016 

[17] Oden, Lena. "GPI2 for GPUS: A PGAS frame work for efficient communication 
in hybrid clusters" ParCo2013: Internat. Conf. on Parallel Computing, München, 
September 2013 

[18] Oden, Lena. "Infiniband-Verbs on GPU: A case study of controlling an 
Infiniband network device from the GPU" International Workshop on 
Accelerators and Hybrid Exascale Systems, Phoenix (USA), May 2014 

[19] MPICH https://www.mpich.org/ 

[20] Edgar Gabriel, Graham E. Fagg, George Bosilca, Thara Angskun, Jack J. 
Dongarra, Jeffrey M. Squyres, Vishal Sahay, Prabhanjan Kambadur, Brian 
Barrett, Andrew Lumsdaine, Ralph H. Castain, David J. Daniel, Richard L. 
Graham, and Timothy S. Woodall. “Open MPI: Goals, Concept, and Design of a 
Next Generation MPI Implementation”  In Proceedings, 11th European 
PVM/MPI Users' Group Meeting, Budapest, Hungary, September 2004. 

[21] Wesley Bland, Ryan Grant, Dan Holmes, Kathryn Mohror, Martin Schulz 
Anthony Skjellum and Jeff Squyres, “MPI Sessions: a proposal for the MPI 
Forum”, http://blogs.cisco.com/performance/mpi-sessions-a-proposal-for-the-
mpi-forum 

[22] Jesús Labarta and Vicenç Beltran. “Dynamic Exascale Entry Platform: D5.3 
OmpSs Runtime for DEEP System”. EU Project Ref. №: 287530. February 
2014. 

[23] Javier Bueno. “Run-time support for multi-level disjoint memory address 
spaces”. PhD thesis. Departament d’Arquitectura de Computadors. Universitat 
Politècnica de Catalunya. Barcelona, 2015 

[24] Jamitzky, F., et al. “Extreme Scale-Out SuperMUC Phase 2, lessons learned”, 
ParCo, 2015. 

 

 


