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1 Executive Summary 
Within the context of INTERTWinE, the Resource Manager will play a key role in 
enabling interoperability between the APIs and libraries involved in the project and 
beyond, by ensuring a coordinated usage of hardware computing resources. The 
purpose of this document is to present a survey of the project runtime systems’ and 
libraries’ current resource usage patterns, to study relevant use cases, to detail potential 
issues that may arise from such use cases, and to list requirements from the Resource 
Manager to address or mitigate these issues. 

Section 3 of the document describes the task-based runtime systems involved in 
INTERTWinE (OpenMP/OmpSs, StarPU), the project's parallel numerical libraries 
together with Intel's widely used Math Kernel Library (MKL), and the three distributed 
memory programming models MPI, PaRSEC and GASPI. The rationale for studying 
these three classes of support software components is that most (if not all) Exascale 
scientific code will be run on top of them.  

Section 4 exposes a series of relevant use cases where potential issues may arise from 
multiple support software components accessing common resources such as CPU cores 
or accelerator devices. Examples include parallel and distributed uses where the task 
management software and the networking software have to agree on using CPU cores 
for computation or network polling so as to avoid interferences and oversubscription, as 
well as using an accelerator device while performing display or networking operations. 

Section 5 discusses the use case findings in terms of potential computing and memory 
resource conflicts, and devises possible approaches to overcome such hurdles. For 
instance, making a runtime system reduce its CPU core resource usage to leave room 
for another runtime system can be done by stopping a subset of the first runtime worker 
threads, or by moving these threads away from the second runtime's allocated cores 
using CPU masks. This section also details the requirements expected from the 
INTERTWinE Resource Manager, to effectively address the potential use case related 
issues in accessing shared resources. 
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2 Introduction 
Current near-term and mid-term High Performance Computer (HPC) architecture trends 
all suggest that the first generation of Exascale computing systems will consist of 
distributed memory nodes, where each node is powerful, and contains a large number 
of (possibly heterogeneous) compute cores.  The number of parallel threads of execution 
will likely be on the order of 108 or 109, split between multiple layers of hardware and 
therefore, offering multiple levels of parallelism. 

With the first Exascale hardware likely to appear in the next 5-7 years the emergence of 
a single parallel programming model addressing all these levels of parallelism seems to 
be unachievable (at least considering this period of time). We must expect, therefore, 
that the majority of Exascale applications will make use of combinations of existing 
programming APIs, where each API is well standardized, and is specific to one or two 
levels of parallelism.  This is already a well-established practice in the HPC community 
with many applications making use of combinations such as MPI and OpenMP, MPI and 
CUDA, or MPI and OpenACC. 

In this deliverable we will start the discussion of the Resource Manager module. The 
main goal of this component is to manage the use of the system resources by the 
different programming APIs. There are three different categories that we have in mind 
when talking about system resources: computational units (e.g. CPUs, GPUs, FPGAs, 
etc.), memory and network. 

We have also the ambition of presenting the Resource Manager component to the 
OpenMP community. As potentially there will be no impact in the language we are 
considering other alternatives (as a technical report description) that may impact/guide 
their implementations. 

The OpenMP language currently does not include any explicit section with respect to 
interoperability although some of its mechanism could be used to this end. An example 
is the OMP_WAIT_POLICY environment variable. It provides a hint to the 
implementation with respect the desired behaviour (active or passive) of the waiting 
threads. With that mechanism we can control how the threads which are not currently 
executing a parallel region use their assigned resources. 

Programmers may also use the OMP_PLACES and OMP_PROC_BIND environment 
variables (with its correspondent clause) to bind threads to hardware resources. This 
mechanism allows that different processes working in the same node do not disturb each 
other while executing their applications and avoid the undesired effects of 
oversubscription. 

Other systems and runtimes have attempted to prevent resource over- and under- 
subscription when executing a single application. In this study we want to specially 
highlight the work done within the Lithe’s project [21][22]: an attempt to standardize and 
facilitate the exchange CPU resources between runtime libraries. 

Lithe is an intermediated software layer that provides the basic primitives for parallel 
execution and a standard interface which allow that parallel runtime libraries can execute 
and share resources efficiently. Lithe uses harts (HARdware Threads) to represent a 
processing resource or CPU. Different runtime instances have complete control over 
how to manage the harts they have been allocated, including how to allocate harts to 
parallel libraries they invoke during the execution of the applications. This management 
of resources is then coupled with the hierarchical transfer of control between these 
libraries. In the Lithe’s approach, processing resources are allocated and yielded 
cooperatively: libraries allocate resources for the libraries they call, and these libraries 
return resources allocated to them when they are finished their computation. However, 
in order to deploy this mechanism, it is required that existing runtimes have to be ported 
to fulfil with the Lithe’s specification. 
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2.1 Methodology 

The whole development of the Resource Manager system will be distributed among three 
different stages in the context of the INTERTWinE project: 

 Report on resource manager interoperability requirements. 

 Definition of resource manager API and report on reference implementation. 

 Report on runtime systems implementation of resource management API. 

The purpose of the current first stage is to describe the list of requirements which ideally 
the Resource Manager should meet when different runtime systems interoperate within 
the same application. 

In order to define this list of requirements we have established a methodology based on 
an iterative process: 

1) Describe how the runtime systems use the system resources (processing 
elements and memory) 

2) Write use cases describing a given functional restriction or a performance issue 
with respect to multiple API combinations. 

3) Infer a list of requirements from these use cases and the runtime descriptions. It 
would require getting more feedback from the runtimes (or its related 
programming model) or proposing new use cases, extend some of them or 
execute more experiments. 

 

Figure 1: Methodology used to define Resource Manager Requirements. 

The runtime and programming model description was guided by the design and 
deployment of a questionnaire which concentrated on to the use of CPUs and memory. 
The answers of these questionnaires are included as Annexes to this document and a 
summary is also included in Section 5.1. The nature and the purpose of the questions 
included in the survey helps one to understand how these parallel runtime use the 
assigned computational resources such as how they determine the number of threads, 
how these threads map to the hardware and whether the number of threads can change 
dynamically. We also included a separate section describing the use of memory and 
asking questions such as whether they use special memory or if they provide their own 
services to allocate/free memory.. 

Use cases are specific situations describing a functional or performance problem that 
arises when two different APIs are combined in the same application. The study of these 
specific problems will help to define a more general scenario and how different 

Questionnaire

Use CasesRequirements
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implementations behave in these situations. Sometimes a specific implementation will 
help to define a requirement which is needed to be exported to other implementations, 
sometimes we will need to find additional mechanisms to reach a general solution. 

It is intended that the list of requirements will be a general description of the mechanisms 
that a Resource Manager should fulfill in order to resolve the already presented use 
cases and their generalization. This description will never discuss possible 
implementation approaches or principles of design and questions such as should the 
implementation of the Resource Manager be centralized? Should it be distributed? 
Should it be based on shared memory, polling or callbacks mechanisms? They are 
considered out of scope for this document. 

The Resource Manager’s list of requirements will be used in following deliverables to 
settle the basis of the Resource Manager definition and to guide its implementation but 
it does not want to be a restriction of any possible implementation. 

2.2 Glossary of Acronyms 

API Application Programming Interface 

CPU Central Processing Unit 

DAG Directed Acyclic Graph 

DAGuE DAG Engine 

DPLASMA Distributed Parallel Linear Algebra for Scalable Multi-core 
Architectures 

DSM Distributed Shared-Memory 

EC European Commission 

EU European Union 

FFT Fast Fourier Transform 

GASNet Global Address Space Network 

GASPI Global Address Space Programming Interface 

GPU Graphics Processing Unit 

HPC High Performance Computing 

JDF Job Data Flow 

MCTP Multi Core Threading Package 

MIC Many Integrated Core 

MKL Math Kernel Library 

MPI Message Passing Interface 

NUMA Non Uniform Memory Access 

OmpSs OpenMP Super Scalar 

PaRSEC Parallel Runtime Scheduling and Execution Controller 

PGAS Partitioned Global Address Space 

PLASMA Parallel Linear Algebra for Scalable Multi-core Architectures 

QUARK QUeuing And Runtime for Kernels 

RDMA Remote Direct Memory Access 

SMP Symmetric Multi-Processors 

STF Sequential Task Flow 
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3 Parallel runtime description 
In this section we offer a brief description of the parallel runtimes targeted in the project, 
classified into shared memory runtime systems (Nanos RTL [3], StarPU [4] and Quark 
[10]), parallel numerical libraries (PLASMA [6], DPLASMA [9] and Intel MKL [8]), and 
distributed memory programming models (MPI [11], GASPI [12] and PaRSEC [5]). For 
each one of these tools, we emphasize a few aspects related to the INTERTWinE 
project’s goals, this is in order to introduce the runtime interoperability use cases 
presented in the next section, and moreover, motivate the need for a resource manager. 

3.1 Shared memory runtime systems 

3.1.1 Nanos RTL 

Nanos++ is a runtime system written in C++ that provides all the services required to 
execute OpenMP/OmpSs applications, from task creation and dependency management 
to automatic data management and advanced scheduling policies. 

The runtime has been used several times to test new OpenMP [13] features. In 2006 it 
was used as a reference implementation for the new tasking model, which appeared in 
OpenMP 3.0. In the period of 2012-13 it was also used to highlight the benefits of 
including task data dependence clauses, which appeared in OpenMP 4.0. The runtime 
has also been used to test the OpenMP 4.1 task loop construct, which has been 
published as OpenMP TR3 (OpenMP Technical Report number 3, which is a pre-release 
document of the OpenMP specification and includes a new set of strong candidate 
features to be added in the next OpenMP official release). The OmpSs [14] runtime was 
also used to test the benefits of including stand-alone task reductions and task priority 
support. Task priority was included in the recently published OpenMP 4.5 release and 
the task reduction mechanism is a candidate to appear in the upcoming OpenMP 5.0 
version. 

The runtime is highly configurable by means of environment variables. They allow 
changing task scheduler policies, number of threads, their wait policy and binding 
restrictions among others. Some of the runtime’s components have been implemented 
using plugins/modules, which also make the runtime easily extended or modified. 

3.1.2 StarPU 

The INRIA Team RUNTIME has been studying the problem of scheduling tasks on 
heterogeneous multi/many core architectures for many years. This led to the design of 
the StarPU [4] runtime system which is additionally capable of scheduling tasks over 
heterogeneous, accelerator-based machines. Its core engine integrates a scheduling 
framework and a software virtual shared memory (DSM), working in close relationship. 
The scheduling framework maintains an up-to-date, self-tuned database of kernel 
performance models over the available computing units to guide the task/unit mapping 
algorithms. The DSM keeps track of data copies within accelerator embedded memories 
and features a data-prefetching engine which both avoids expensive redundant memory 
transfers and also enables task computations to overlap unavoidable memory transfers. 
Such facilities were successfully used in the field of parallel linear algebra algorithms, 
notably, where StarPU is now one of the target back-ends of the University of Tennessee 
at Knoxville (UTK)'s MAGMA linear algebra library designed at professor Dongarra's 
Innovative Computing Laboratory. 

The StarPU runtime is also a target back-end of the Klang-omp OpenMP C compiler, 
developed at INRIA, which supports most OpenMP 3.1 constructs and OpenMP 4.0 
dependent tasks. The StarPU environment typically makes it much easier for libraries or 
compiler environments to exploit heterogeneous multicore machines equipped with 
accelerators. Rather than handling low-level issues, programmers may concentrate on 
algorithmic concerns. Indeed, thanks to StarPU's Sequential Task Flow (STF) 
programming paradigm, programmers may submit tasks to the StarPU engine using the 
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same program order as the sequential version, thus keeping the same algorithm layout 
and loop pattern. 

3.1.3 Quark 

QUARK [10] (QUeuing And Runtime for Kernels) provides a library that enables the 
dynamic execution of tasks with data dependencies in a multi-core, multi-socket, shared-
memory environment. QUARK infers data dependencies and precedence constraints 
between tasks from the way that the data is used, and then executes the tasks in an 
asynchronous, dynamic fashion in order to achieve a high utilization of the available 
resources. QUARK is designed to be easy to use and  is intended to scale to large 
numbers of cores.  It should enable the efficient expression and implementation of 
complex algorithms and the driving application behind the development of QUARK is the 
PLASMA linear algebra library. The QUARK runtime contains several optimizations 
inspired by the algorithms in the PLASMA numerical library. 

The PLASMA package will be ported to the OpenMP programming model during the 
course of this project, so for the purpose of this document we will consider the 
PLASMA/OpenMP version. The experiments that we plan to deploy while designing and 
developing the Resource Manager component will adopt also this specific version. 

3.2 Parallel numerical libraries 

3.2.1 Plasma 

PLASMA [6] (Parallel Linear Algebra Software for Multicore Architectures) is a dense 
linear algebra package at the forefront of multicore computing. PLASMA is designed to 
deliver the highest possible performance from a system with multiple sockets of multicore 
processors. PLASMA achieves this objective by combining state-of-the-art solutions in 
parallel algorithms, scheduling and software engineering. Currently PLASMA offers a 
collection of routines for solving linear systems of equations, least square problems, 
eigenvalue problems and singular value problems. PLASMA is currently implemented on 
top of the QUARK runtime system but, as aforementioned, during the course of this 
project it will be ported on top of OpenMP. 

3.2.2 DPLASMA 

DPLASMA [9] (Distributed Parallel Linear Algebra Software for Multicore Architectures) 
is a task-based implementation of a dense linear algebra package for distributed 
heterogeneous systems. It is designed from the ground up to deliver sustained 
performance for distributed many-core systems and it is capable of efficiently taking 
advantage of any available accelerators (GPUs or Intel Xeon Phi). DPLASMA extends 
the ScaLAPACK interface to allow for non-regular data distributions as well as automatic 
validation and recovery from soft-error. DPLASMA takes advantage of the latest 
improvement in task-based scheduling in distributed systems offered by the state of the 
art PaRSEC runtime, porting the Parallel Linear Algebra Software for Multicore 
Architectures (PLASMA) algorithms to the distributed memory realm. 

3.2.3 MKL 

MKL [8] (Intel Math Kernel Library) is a library of highly-optimized functions for common 
operations of linear algebra, Fast Fourier Transforms (FFT), vector math, statistics, and 
data fitting. The library offers both Fortran and C interfaces, and the contents are scalable 
across Intel processor architectures, transparently selecting the best code for each case 
via multiple code paths.  

Intel MKL is fully vectorised and also offers multi-threaded (multi-core) support. 
Furthermore, version 11.3 (latest) uses OpenMP internally to unleash parallelism and 
leverage the performance benefits of multicore architectures. This OpenMP threading 
behaviour can be controlled via OpenMP environment variables but also dedicated 
functions of Intel MKL API. 
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There exists also a cluster version of LAPACK, FFT and a sparse linear system solver 
for MPI-based distributed memory systems. In Intel Many Integrated Core (MIC) 
architecture Intel MKL can automatically partition the workload between the host CPU 
and the accelerator. 

Within this project MKL will be used unmodified as we do not have control over its 
implementation. This limitation will also help us to understand how the Resource 
Manager interacts with those runtimes which do not explicitly implement support for it. 

3.3 Distributed memory programming models 

3.3.1 Message Passing Interface 

MPI [11] (Message Passing Interface) has assumed a dominant and ubiquitous role in 
the programming of HPC systems for the last 20 years. It is a distributed memory model 
using a library based API, supporting two-sided and one-sided message passing, 
collective communication, process subsets, user defined datatypes and file I/O.  
Significant effort has been made in implementations such as MPICH and OpenMPI, to 
remove and reduce barriers to scalability. The result is that MPI programs exist which 
run effectively at the scale of hundreds of thousands of processes.    

MPI currently has some support for interoperability with threaded programming models 
running inside an MPI process, and running combined MPI + OpenMP or combined MPI 
+ Posix threads programs is now a fairly common practise in HPC applications. However, 
the most general case, which permits multiple threads to make simultaneous MPI library 
calls, is notoriously hard to implement efficiently. To address this, the addition of 
endpoints, which enable a single MPI process to contain multiple message sources and 
destinations, has been proposed, and is currently under consideration by the MPI Forum, 
though there are as yet no fully functional implementations. 

3.3.2 GASPI runtime 

The European programming model GASPI [15] is an open-source PGAS (Partitioned 
Global Address Space) API for application developers that focuses on asynchronous, 
one-sided communication as provided by RDMA (Remote Direct Memory Access) 
interconnects such as InfiniBand.  

GASPI (Global Address Space Programming Interface) spans the same software stack 
as MPI and the communication model focusses around inter-node communication.  GPI-
2 [12][17] is an implementation of the GASPI standard developed by Fraunhofer.  GASPI 
has two main goals. The first goal is to increase communication performance by 
minimizing the communication overhead and by enabling a complete communication and 
computation overlap. The second goal is to provide a simple API for the development of 
parallel applications based on more asynchronous, task-based algorithms and 
associated runtimes. In order to achieve these goals the GASPI API leverages 
asynchronous one-sided notifications, which aim at a global dataflow model for a PGAS. 
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Figure 2: Segments of the Global Address Space and their related processes. 

GASPI processes execute an application program in parallel. A process may host 
segments of the global address space, as shown in Figure 2. Every thread of every 
process can access a local or remote segment, by using read and write operations.  Each 
process receives a unique rank that identifies it during the lifetime of the program and 
each rank can be part of a group of processes within which collective operations can be 
performed. One-sided communications are non-blocking and asynchronous, allowing the 
program to continue with computation along the data transfer. Tasks should work as 
asynchronously as possible and not be limited by separated steps of computation and 
communication. 

The GASPI runtime guarantees that, once a notification (gaspi_notify) is visible at the 

target, all preceding one-sided communication related to this notification have been 
completed (remote completion). The GASPI standard leverages this method of remote 
completion in a very general and fine-grain manner - not just per source/target rank but 
also per data-context. This is in stark contrast to an MPI epoch, where one-sided 
communication is bound to an epoch, and where remote completion in the epoch can 
neither be resolved per source/target rank nor per data-context. This feature, which to 
date is unique to the GASPI API, makes GASPI an excellent match for task graph 
runtimes in which node local task dependencies can be complemented with remote data 
dependencies. 

The programming model of GASPI hence aims at a task-based implementation, as 
opposed to the common bulk-synchronous exchange of messages. Any threading 
approach (POSIX threads, MCTP, OpenMP) is supported by GASPI since threading and 
task models are orthogonal to the GASPI/GPI-2 approach. 

3.3.3 PaRSEC 

PaRSEC [5] (previously known as DAGuE) is a generic framework for architecture-aware 
scheduling and management of micro-tasks on distributed many-core heterogeneous 
architectures. It maps computing threads to the available hardware cores, overlaps 
communication and computation, and provides dynamic scheduling aware of NUMA 
nodes and geared towards high data reuse. PaRSEC is the underlying runtime and 
dynamic scheduling engine at the basis of DPLASMA. PaRSEC represents an algorithm 
at hand as a Directed Acyclic Graph (DAG), where algorithmic tasks are the nodes and 
the data dependencies are the edges of the graph. DAG representation is independent 
of the problem size and the DAG is queried on demand at runtime to discover data 
dependencies in a distributed manner. 
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The main benefits of PaRSEC are overlapping communication and computation, task 
prioritization, provision of architecture-aware scheduling and management of micro-
tasks. In order to enable successful high performance execution of an algorithm, 
PaRSEC translates a sequential nested loop in a user application into a synthetic format 
called JDF (Job Data Flow), which will be later executed in a distributed environment. 
JDF requires specification of (i) input/output dependencies of each task and (ii) 
information about task behaviour. 
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4 Runtime interoperability use cases 
In order to address specific challenges for runtime interoperability, five use cases have 
been identified. They represent model applications in which combining the existing 
runtimes and/or numerical libraries causes issues ranging from degradation of 
performance, through workarounds of limited portability, up to complete inability to 
combine the desired packages. These issues should be resolved by the developments 
of this project, in particular, the resource and memory management software layers and 
their use by the involved runtimes. 

Our collection of use cases aims at  

1. Oversubscription issues during the use of parallel numerical libraries such as 
MKL 

2. Dead-locks caused by blocking two-sided MPI communication for sharing data in 
distributed runtimes 

3. Incorrect number of hardware cores determined by MPI processes if more of 
these are placed to the same node 

4. Using a hardware accelerator from several CPU cores  
5. Sharing special memory between a node and a runtime.  

 
These use cases are described in detail in this section. 

4.1 Shared memory runtime systems: OpenMP/OmpSs and MKL 

The purpose of this use case is to illustrate a performance hazard due to 
oversubscription when combining the use of multi-threaded numerical libraries, such as 
Intel’s MKL, with task-parallelism extracted via a shared memory runtime. As the runtime 
will usually spawn several threads, which might then invoke multi-threaded 
implementations of the kernels in MKL, the result may be an excessive number of 
threads (in some cases, even being mapped to a reduced number of physical cores), 
resulting in low performance. 

The resource manager may tackle this problem by controlling the number of spawned 
threads and their binding to the hardware (physical) cores. We next leverage the 
Cholesky factorization to illustrate this problem.  

4.1.1 The Cholesky factorization 

The Cholesky factorization is a key algorithm for the solution of symmetric positive 
definite systems of linear equations, 𝐴𝑥 = 𝑏. This operation decomposes an 𝑛 × 𝑛 matrix 

𝐴 into the product 𝐴 = 𝑈𝑇𝑈, where 𝑈 is an 𝑛 × 𝑛 dense upper triangular matrix. A single 
step of the blocked right-looking (BRL) algorithm for the Cholesky factorization is derived 
from the block-partitioned form of the equation: 

(
𝐴11 𝐴12
𝐴12
𝑇 𝐴22

)= (
𝑈11
𝑇 0

𝑈12
𝑇 𝑈22

𝑇 )(
𝑈11 𝑈12
0 𝑈22

) = (
𝑈11
𝑇 𝑈11 𝑈11

𝑇 𝑈12
𝑈12
𝑇 𝑈11 𝑈12

𝑇 𝑈12 + 𝑈22
𝑇 𝑈22

), 

Where 𝐴11, 𝑈11 are 𝑛𝑏 × 𝑛𝑏 submatrices, which lead to the following operations: 

O1. Compute the Cholesky factor of the leading diagonal block 𝐴11 → 𝑈11
𝑇 𝑈11. 

O2. Compute the row panel 𝑈12 ← (𝑈11
𝑇 )−1𝐴12 (triangular system solve). 

O3. Update the trailing diagonal submatrix �̃�22 ⟵ 𝐴22 − 𝑈12
𝑇 𝑈12 (symmetric update). 

The factorization continues by recursively applying these steps to �̃�22, until this block is 
empty. A reliable implementation of this algorithm is provided in routine xpotrf from the 
legacy implementation of LAPACK (Linear Algebra PACKage). 
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4.1.2 Parallelization using shared memory runtime systems 

The considerable computational cost of the Cholesky factorization requires the 
exploitation of hardware concurrency present in current multi-core/multi-threaded 
architectures. We next consider two approaches for this purpose: 

A1. On x86 platforms, the most straight-forward option is to rely on routine xpotrf 
from Intel’s multi-threaded MKL (Math Kernel Library). 

A2. Alternatively, one can explicitly expose task-parallelism by implementing a code 
that divides O2 and O3 into finer-grained sub-operations (tasks), and then rely on 
a runtime to exploit the concurrency. For example, Figure 3 shows a dependency 
acyclic graph (DAG) that captures the tasks (nodes) and data dependencies 
(edges) intrinsic to the execution of the BRL algorithm for the Cholesky 
factorization, when applied to a matrix composed of 4x4 blocks (of dimension 

𝑛𝑏 × 𝑛𝑏 each). There, the updates of 𝑈12 (O2) and �̃�22 (O3) have been 
decomposed into a sequence of suboperations of finer granularity, which operate 
on blocks of the given dimension. All suboperations that are derived from O2 are 
independent, and the same applies to the sub-operations that correspond to O3. 

a. Starting from this task-parallel version, one can apply OpenMP to parallelize 

the sub-operations of each update via a simple pragma omp parallel for 

directive. With this option, the updates of 𝑈12 proceed in parallel but do not 

overlap in time with those of �̃�22, which are also computed in parallel. 
b. A different option is to rely on a dependency-aware runtime like OmpSs, 

passing the appropriate information via directives that annotate the 
dependencies between sub-operations of O2 and O3 (see Figure 3), and leave 
the exploitation of the operation’s task-parallelism in the hands of the runtime. 
This option is more complex, but can potentially deliver higher performance by 
dynamically handling the tasks in the algorithm’s critical path. Compared with 

the option 3.a, in this case some of the updates of 𝑈12 can overlap those of 

�̃�22. 
 

 

Figure 3: Cholesky directed acyclic graph showing dependence relations. 

Figure 1Figure 3 shows a DAG with the tasks and data dependencies corresponding to 
the Cholesky factorization of a 4x4 matrix. The letters identify different types of tasks (‘C’ 
for Cholesky, ‘T’ for triangular system solve, ‘S’ for symmetric update, and ‘G’ for matrix-
matrix product); the colors identify each one of the different four iterations necessary to 
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factorize the matrix; and the sub-indices indicate the block that is overwritten in the 
corresponding task. 

4.1.3 Combining shared memory runtime systems with Intel’s MKL 

Exploiting the parallelism intrinsic in the Cholesky factorization at different levels, via 
multiple runtime-based parallelizations plus MKL, can provide a more efficient solution 
in some scenarios. This motivates us to study the interoperability between 
OpenMP/OmpSs/PLASMA and MKL.  

Reference case 

The baseline was identified earlier as approach A1 and corresponds to the execution of 

routine xpotrf from Intel MKL, compiled with gcc. (Similar behaviour was observed 

when using Intel’s compiler.) 

Multi-runtime configurations 

The following experiments analyse the execution of the Cholesky factorization, for two 
runtime combinations: 

 OpenMP+MKL (approach A3.a). 

 OmpSs+MKL (approach A3.b). 
In the second case, we employ the OmpSs code for the Cholesky factorization in the 
Barcelona Application Repository [2]. In the first case, we eliminate the OmpSs from the 
BAR case study, and include appropriate OpenMP pragmas to parallelize operations O2 
and O3. The experiments were performed on an Intel server with 12 Xeon hardware 
cores. 

4.1.4 Impact of oversubscription 

In this case, the number of threads spawned by the OpenMP/OmpSs runtime is set to 
12, and MKL is invoked to execute each sub-operation (task) with 12 threads as well:  

 For OmpSs+MKL, there is oversubscription, as the operating system (OS) maps 
all the spawned threads (12x12=144) to the same physical core. The reason is 
the runtime only detects one core in the system. 

 For OpenMP+MKL, the runtime correctly identifies the architecture of the server 
and spawns only 12 threads. Nonetheless, the problem in this case is that the 
OS can potentially map several threads to the same core, while some other 
remains idle. If this occurs, the execution time will be increased with respect to 
the reference case, because the resources are not employed correctly. 

Similar issues of oversubscription of cores can arise also for the PLASMA library, if this 
library is used in connection to a multi-threaded version of BLAS such as Intel's MKL. To 
avoid this undesired behaviour, PLASMA calls sequential versions of MKL algorithms on 
tiles. An issue might arise when a user wants to use a threaded MKL function at some 
part of the code while the use of sequential MKL is required by PLASMA. PLASMA 
currently resolves this conflict by inspecting MKL environment before calling the tile 
kernels and setting the number of MKL threads to 1 in the runtime. Upon completion, it 
restores back the original value.  

PLASMA uses several macros to allow dynamic re/setting of the number of threads used 
by MKL, and other threaded BLAS libraries (e.g. ESSL, ACML) are handled in a similar 
way. Nevertheless, this solution is quite hardware- (and library) specific and not very 
portable. Moreover, if an exotic threaded BLAS library appears, parallel and sequential 
versions of the code cannot be simply combined within one application. It is therefore 
assumed that a common resource manager would lend itself for resolving this issue 
allowing also a transparent implementation with simple portability.  

In a somewhat opposite scenario, PLASMA can be used as a numerical library for solving 
a task scheduled by a shared memory runtime. In this setup, a call to PLASMA routine 
should start and finish with calls to PLASMA_Init and PLASMA_Finalize. The number of 



D4.1 RESOURCE MANAGER INTEROPERABILITY REQUIREMENTS 

Copyright INTERTWinE Consortium 2015 

threads is a parameter to PLASMA_Init, so a user can make an appropriate choice here. 

At the moment, the threads are bound to cores based on information from the Portable 
Hardware Library [1]. However, a query to the resource manager for available cores will 
likely be a better solution. 

4.1.5 Impact of binding threads to cores 

Next, we consider a case where the number of threads spawned by the OpenMP/OmpSs 
runtime is set to 2, while MKL is invoked to run with 6 threads, yielding a total of 12 
threads, in order to illustrate how the OS maps the threads to the 12 physical cores: 

 For OmpSs+MKL the system spawns the required number of threads, but that 
the topology of the machine is not recognized, and all of them are mapped to the 
same physical core. 

 For OpenMP+MKL, although we required 12 threads (6 from MKL and 2 for 
OpenMP), the OS only spawns 6. Moreover, as in the previous case, the mapping 
is potentially suboptimal, because several threads can be mapped to the same 

core. Indeed, using the Linux top command, we observed that only one or two 

cores were working. 
If we change the experiment and set 2 threads for MKL and 6 threads for OpenMP, the 
result is the same. Several experiments with different numbers of MKL/OpenMP threads 
seem to indicate that the OS chooses the higher number of threads between the two 
values (OpenMP/MKL) to execute the application in parallel. 

To solve the problem of the suboptimal mapping when we combine two runtimes, we 
explored different environment variables (OMP_NESTED, OMP_PLACES, 
OMP_PROC_BIND, MKL_DYNAMIC, etc.). From this analysis we conclude that the 
oversubscription can be solved for OpenMP+MKL by mapping the problem properly 
through the following two different options: 

 KMP_AFFINITY=compact. 

 OMP_PLACES={0:12} and OMP_PROC_BIND=TRUE (only for gcc 4.9). 

Moreover, we observe that the number of achieved threads is the minimum between the 
maximum threads and the product of MKL and OpenMP threads. The analysis also 
concludes that no combination is useful to solve the problem for OmpSs+MKL. 

We have also observed that, with the previous options for the environment variables, the 
OS spawns 12 threads, mapping one thread per core for the OpenMP+MKL case. 

However, if we combine 12 OmpSs threads and the sequential version of MKL, the 
configuration outperforms the reference case as in this case OmpSs correctly determines 
the configuration of the machine. 

Global comparison 

Table 1 reports the execution time for each combination, showing the value of the 
corresponding execution parameters and the speed-up with respect to the reference 
case executed on 1 thread for a problem of size 16,384. The table shows the information 
of the best execution time case and setting KMP_AFFINITY=compact. For OpenMP + 

MKL, the environment variables were properly set to ensure an optimal mapping. 

All the experiments were done using real double-precision arithmetic, in a server 
equipped with two 6-core Intel Xeon E5-2620 processors (i.e., a total of 12 cores), with 
a nominal frequency of 2.0 GHz. The peak performance per core is 16 GFLOPS (billions 
of flops/sec.), assuming a constant operation frequency at 2.0 GHz. The operating 

system in the server is Linux 2.6.32-220.4.1.el6.x86_64, and the compilers were gcc 

(version 4.9), icc (version 12.1.3), and Mercurium (version 1.99.8). Other software 

included Intel MKL (composer_xe_2011_sp1.9.293), and the Nanos++ Runtime 

Library (0.7.12). 
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Algorithm 𝒏𝒃 
#Threads 

MKL 

#Threads 

OmpSs / 
OpenMP 

Speed-up 

Routine xpotrf from MKL - 1 - 1.00 

Routine xpotrf from MT MKL - 12 - 11.18 

BAR code + sequential MKL 256 1 - 0.98 

BAR code + MT MKL 256 12 - 6.11 

BAR code + OmpSs+seq MKL 256 1 12 11.20 

BAR code + OpenMP+seq MKL 256 1 12 5.55 

BAR code +OpenMP+MT MKL 256 6 2 5.81 

BAR code + OpenMP+MT MKL 256 2 6 6.60 

BAR code +OmpSs+MT MKL 256  Any Any Oversubscription 

Table 1: Best execution time and speed-up (KMP_AFFINITY=compact). 

4.2 Host and runtime(s) memory sharing 

Shared memory runtime systems and communication APIs usually require special types 
of memory (pinned memory, huge-pages, KNL HBM, GPU memory, etc.) to achieve the 
best performance. Communication libraries usually require pinned memory to efficiently 
perform RMA operations while task-based runtime benefits can use the HBM or GPUs 
memory as a cache to speed-up the execution of some tasks.  Unfortunately, this 
memory is usually limited and there are situations in which both the end-user application 
and the runtime systems want to use it. Thus, it would be advantageous to coordinate 
end-user applications and runtime systems to make the most of these limited memory 
resources.  

4.3 Tasks and message blocking calls APIs 

The purpose of this use case is to highlight the potential (deadlock) problems that 
programmers may have when trying to use MPI synchronous primitives (e.g. MPI_Send 

or MPI_Recv) inside an OpenMP/OmpSs task. As these services will block a thread until 

the corresponding resource is completely released, when the number of operations is 
higher than the number of available threads the application may hang. 

A collaborative service between task-based programming model and communication 
libraries may prevent potential deadlock in these hybrid applications. In the following 
section an N-Body simulation is used to illustrate this problem.  

4.3.1 The N-Body application 

An N-body simulation numerically approximates the evolution of a system of bodies in 
which each body continuously interacts with every other body. A familiar example is an 
astrophysical simulation in which each body represents a galaxy or an individual star, 
and the bodies attract each other through the gravitational force. 

N-body simulation arises in many other computational science problems as well, for 
example protein folding is studied using N-body simulation to calculate electrostatic and 
van der Waals forces. Turbulent fluid flow simulation and global illumination computation 
in computer graphics are other examples of problems that use N-body simulation. 

void solve_nbody ( 
   particles_block_t *local, particles_block_t *tmp, force_block_t * forces, 
   const int n_blocks, const int timesteps, const float time_interval ) 
{ 
  int rank, size; 
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  MPI_Comm_rank(MPI_COMM_WORLD, &rank); 
  MPI_Comm_size(MPI_COMM_WORLD, &size); 
 
  const double start = wall_time(); 
  for (int t = 0; t < timesteps; t++) { 
    particles_block_t * remote = local; 
    for(int i=0; i < size; i++){ 
      calculate_forces(forces, local, remote, n_blocks, t); 
      exchange_particles(remote, tmp, n_blocks, rank, size, i); 
      remote = tmp; 
    } 
    update_particles(n_blocks, local, forces, time_interval); 
  } 
 
  const double end = wall_time (); 
  if(rank == 0){ 
    print_stats( size, n_blocks, timesteps, end-start ); 
  } 
} 

The code is based on three different kernels. One computing forces for the local data 
(the calculate_forces function), a second one to exchange particles (the 

exchange_particles function) with the rest of the partners and a third one to update 

the particles once we have completed a time step (the update_particles function.) 

For the purposes of this discussion, our main interest is the exchange_particles 
function. This routine is responsible for communicating with the other intervening MPI 
processes in order to get neighbours’ already computed blocks. The function is 
implemented as the following listing: 

void exchange_particles( particle_ptr_t sendbuf, 
  particle_ptr_t recvbuf, int n_blocks, int rank, 
  int rank_size, int i ) { 
 if(i == rank_size-1) return; 
 for( int idx = 0; idx < n_blocks; idx++ ) { 
  int src = (unsigned int)(rank - 1) % rank_size; 
  int dst = (unsigned int)(rank + 1) % rank_size; 
  int size = sizeof(particles_block_t); 
  if( sendbuf != recvbuf ) { 
   MPI_Sendrecv(sendbuf+idx, size, MPI_BYTE, 
     dst, idx+10, recvbuf+idx, size, MPI_BYTE, src, 
     idx+10, MPI_COMM_WORLD, MPI_STATUS_IGNORE); 
  } else { 
   MPI_Sendrecv_replace(sendbuf+idx, size, 
     MPI_BYTE, dst, idx+10, src, idx+10, 
     MPI_COMM_WORLD, MPI_STATUS_IGNORE); 
  } 
 } 
} 

4.3.2 Blocking and commutative problems 

Synchronous MPI functions (such as MPI_Send, MPI_Recv, etc.) do not return until the 

send/reception buffer is ready to be used again. This N-Body implementation's 
communication pattern exchanges each process’ particles in a half-duplex ring pattern. 
The particles can be sent and received in blocks (of N messages). 

If the communications are wrapped into an OmpSs task, the worker thread will be 
blocked until the communication is completed. The following listing illustrates these 
changes: 
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void exchange_particles( particle_ptr_t sendbuf, 
  particle_ptr_t recvbuf, int n_blocks, int rank, 
  int rank_size, int i ) { 
 if(i == rank_size-1) return; 
 for( int idx = 0; idx < n_blocks; idx++ ) { 
  int src = (unsigned int)(rank - 1) % rank_size; 
  int dst = (unsigned int)(rank + 1) % rank_size; 
  int size = sizeof(particles_block_t); 
  if( sendbuf != recvbuf ) { 
#pragma omp task in( sendbuf[idx] ) out( recvbuf[idx] ) if(0) 
   MPI_Sendrecv(sendbuf+idx, size, MPI_BYTE, 
     dst, idx+10, recvbuf+idx, size, MPI_BYTE, src, 
     idx+10, MPI_COMM_WORLD, MPI_STATUS_IGNORE); 
  } else { 
#pragma omp task inout( sendbuf[idx] ) if(0) 
   MPI_Sendrecv_replace(sendbuf+idx, size, 
     MPI_BYTE, dst, idx+10, src, idx+10, 
     MPI_COMM_WORLD, MPI_STATUS_IGNORE); 
  } 
 } 
} 

However, the number of worker threads is limited. This limitation can lead to a deadlock 
if two peer processes want to exchange a given set of particles that don't match with 
each other (for example process 1 wants to send block B meanwhile process 2 wants to 
receive block B+1). 

Current mechanisms only allow solving this problem through serializing the 
communication tasks (i.e. forcing the order in which communications occur). OpenMP 
offers the if(false) clause (i.e. non-deferred execution) or using dependences (i.e. 

ensuring that two communication tasks cannot execute in parallel) to serialize 
communications. Both mechanisms will impact performance due to the poor 
management of the underlying CPU resources (blocking threads on MPI calls) and 
network underutilisation. 

4.4 MPI ranks within the same cluster node 

In parallel computing, the loss of efficiency is an issue that concerns both system 
administrators and parallel programmers. The recent growth in the number of computing 
units that comprise a cluster has provided considerable opportunity for speeding up 
applications, but has also raised significant challenges about how best to leverage this 
additional computational power. 

One problem that has become more apparent with this growth is that of load balance 
and although this has been targeted since the beginnings of parallel programming, there 
is still not a universal solution. It is well known that load imbalance is a source of 
inefficiency in HPC applications. The straightforward solution to this problem is to tune 
parallel codes by hand and it is common for programmers to include load-balancing code 
or to redistribute their data to improve the performance of applications. 

These alternatives usually result in codes optimized for specific environments or 
execution conditions and imply devoting many economic and human resources to tune 
every parallel code. Furthermore, usually these solutions do not consider or are not able 
to solve other factors such as heterogeneous architectures, load imbalance because of 
resource sharing, or irregularity of the application. 

This is especially dramatic in MPI applications because data is not easily redistributed. 
Even more in MPI based hybrid applications because the computational power loss due 
to load imbalance is multiplied by the number of threads used per MPI process. For these 
reasons load imbalance in MPI applications is targeted in many research works. 

Proposed solutions for load balancing can be divided into two main groups: Those that 
are applied before the computation and others that are applied during execution. 
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Figure 4: Load imbalance in a Lulesh application execution (using MPI + OmpSs) 

Figure 4 shows OmpSs and MPI events represented in a timeline of two arbitrary 
iterations of an application. The two highlighted parts illustrate the load balance problem 
previously described. Each process (in each line) has a different workload (red events) 
that may or not be consistent between iterations. The MPI synchronization (green 
events) for all MPI processes blocks the execution until every process reaches the same 
point. This situation results in a loss of efficiency repeated for each iteration. 

4.5 GPU tasks and the use of resources 

In this section we develop several cases which involve the interaction with accelerator 
devices. For concision purpose, we use the generic term GPU to designate both general-
purpose graphic processors as well as any kind of accelerator 

4.5.1 GPU tasks and direct GPU calls from applications and libraries 

This class of use cases contains codes where both the runtime managed part and the 
part not managed by the runtime (so called "main" part) makes calls to execute kernels 
onto the GPUs (through the starpu_insert_task API service). This includes cases 

where the main part of the application makes calls to the nVidia CUBLAS library. 

{ 
  . . . 
  // The application submits an asynchronous tasks to StarPU 
  starpu_insert_task(my_gpu_task, …) 
 
  // The application performs a synchronous GPU call, for instance a CUBLAS call 
  cublas_gemm( … ) 
 
  // The application waits for the tasks submitted to StarPU 
  starpu_task_wait_for_all() 
  . . . 
} 

Such cases require arbitration on several aspects: 

 GPU device(s) allocation to each participating code part: A mechanism is needed 

to arbitrate which device is used by which code part, and whether this use is 
exclusive or shared between multiple parts. 

 GPU mode selection, when applicable: A given GPU may offer multiple run modes, 

such as the CUDA mode or the OpenCL mode for nVidia GPUs, in which case a 
mechanism is necessary to arbitrate which mode is selected on a per-device 
basis. 

 GPU memory allocation: A mechanism is needed to arbitrate memory allocation 

on GPU devices, for the situation where a device is shared by several code parts. 
The mechanism would preventively arbitrate the maximal amount of GPU 
memory usable by each part, in order to avoid one part preventing other parts to 
use the GPU as well. 

 DMA-capable host memory allocation and/or pinning management: Fast, 

computation-overlapped memory transfers require host memory pages to be 
pinned, either at allocation time or a posteriori, so as to allow DMA (direct memory 
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access) transfer requests. A mechanism is necessary to manage the 
allocation/pinning of such memory. 

 nVidia CUDA hardware-specific topics: nVIDIA GPUDirect can be leveraged, 

possibly between multiple code parts, to enable GPU to GPU direct memory 
transfers. Multiple, distinct CUDA streams should be used to avoid unwanted 
serialization between several code parts sharing the same device. 

4.5.2 GPU tasks and networking 

This class of use cases complements the GPU tasks and direct GPU calls class (see 
Section 4.5.1). It contains codes where the runtime managed part also makes calls to 
execute kernels onto the GPUs (as in the previous section, using the API service 
starpu_insert_task); while some other code parts make networking calls to APIs such 

as MPI or GPI2. 

{ 
  . . . 
  // The application submits an asynchronous tasks to StarPU 
  starpu_insert_task(my_gpu_task, …) 
 
  // Direct application/lib network requests 
  MPI_call( … )  or  GPI_call 
  . . . 
} 

Such cases require arbitration on several additional aspects: 

 Coordinated host DMA-capable memory allocation: Both host to GPU transfers and 

networking transfers require host memory pages to be pinned, either at allocation 
time or a posteriori, so as to allow DMA (direct memory access) transfer requests. 
A common mechanism is necessary to manage the allocation/pinning of such 
memory. 

 nVidia CUDA hardware-specific topics: nVIDIA GPUDirect can be leveraged, 

possibly between multiple code parts, to enable GPU – NIC (Network Interface 
Card) direct memory transfers. 

4.5.3 GPU tasks and OpenGL display services 

This class of use cases complements the GPU tasks and direct GPU calls class (see 
Section 4.5.1). It contains codes where the runtime managed part makes calls to run 
kernels onto some GPU devices, while some other code parts use one or more of such 
GPU devices for OpenGL display purpose.   

{ 
  . . . 
  // The application submits an asynchronous tasks to StarPU 
  starpu_insert_task(my_gpu_task, …) 
 
  // Interactive display loop handled by GLUT 
  glutMainLoop( … ) 
  . . . 
} 

Such cases require arbitration on several additional aspects: 

 GPU device(s) allocation to each participating code part: A mechanism is needed 

to arbitrate which device is used by which code part, for computation and/or 
display, and whether this use is exclusive or shared between multiple parts. 

 GPU display buffer allocation and sharing: A mechanism is needed to arbitrate the 

allocation of buffers shared for display and computation purpose, on GPU 
devices, when applicable. The mechanism would also preventively arbitrate the 
maximal amount of GPU memory usable exclusively for computation or display. 
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 Arbitration of the master control loop management: The master event control loop 

involved in display-oriented application may either be driven by an OpenGL 
library such as GLUT calling the runtime on idle conditions, or instead be called 
by the runtime on a regular basis. A mechanism or best-practice recommendation 
could therefore be needed to arbitrate which mode is to be used in a given 
application. 
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5 Resource manager requirements and conclusions 
In this section we will extract the conclusions derived from the previous sections of this 
document. First, we will summarize the questionnaire answers with respect to the use of 
the resources (CPUs and memory). These questionnaires were circulated to the project’s 
partners and other external collaborators with the aim of obtaining a complete picture of 
parallel programming model behavior. 

This summary will give us a general idea on how different runtimes manage the use of 
such resources. Then, having in mind the different use cases presented in Section 4, we 
will develop a short discussion about how these resources should be managed by the 
Resource Manager and we will conclude with several concepts (requirements) that this 
component should consider when designing the correspondent services. 

The list of requirements derived from this section does not aim, in any case, to limit or to 
restrict the design of the future Resource Manager component. The main goal of this 
deliverable is to present a list of features that developers should have in mind when 
designing the Resource Manager’s services, to consider the use cases presented in the 
previous section and to define the expectations that programmers would like to 
accomplish when using different runtime systems which efficiently interoperate between 
each other. 

5.1 Use of resources by runtimes 

A comprehensive understanding of the management of resources within different 
runtime systems is needed for appropriate design of the common resource manager. To 
this end, a survey has been conducted among runtime developers focusing in particular 
on (i) the use of CPU cores and (ii) the use of memory. The survey involved not only the 
runtime systems and numerical libraries directly involved in the INTERTWinE project 
(OpenMP, StarPU, OmpSs, PLASMA/QUARK, PaRSEC, GASPI, and MPI) but also 
other runtimes and numerical libraries (Argobots [19], OCR [20], MKL). A summary of 
the survey is presented in this section, while the complete responses for the individual 
runtime systems are attached in the Appendix.   

5.1.1 CPUs as the resources 

Although all the task-based runtime libraries support defining the initial set of threads, 
not all of them allow one to change this number dynamically. In some cases developers 
reported that these changes can be easily applied to their runtime implementation, in 
other cases runtimes offer an alternative and allow one to change the CPU mask (freeing 
cores of the execution for this particular runtime’s threads). 

An additional consideration with respect change the number of threads dynamically is 
related with so-called tied tasks. The tied attribute restricts the task to be executed by 
different threads. That is, if a tied task is stopped, it can be resumed only by the same 
thread that suspended it. This characteristic becomes a problem if we would want to stop 
the execution of a thread whose set of bound tasks is not empty. 

In most of the surveyed cases, task-based runtimes (OmpSs, StarPU and Argobots) as 
well as other supporting libraries (PaRSEC, PLASMA and MPI) use the Portable 
Hardware Locality library (hwloc) to automatically detect platform topology. This library 
provides a logical view of the processing elements and its relation with the system 
memory hierarchy, therefore this may be considered when designing the resource 
manager interface. Additionally in some cases the hwloc terminology is used as the 
interface between user/runtime to determine the available resources. 

One important conclusion with respect to the use of CPUs by the task-based runtime 
systems is that it can be done following two different approaches: 

 The first is based on the CPU mask of existing threads. In this case the runtime 
keeps the number of threads constant but changes its CPU binding. This 
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approach is useful when the runtime is not able to dynamically modify the number 
of threads of a given region (e.g. the parallel region in OpenMP). The main 
handicap of this approach is that these runtimes will end up with local 
oversubscription (in case of reducing the number of cores) or will not use all the 
available resources (when increasing the number of cores). In any case at the 
next safe point (i.e. parallel region in OpenMP) the runtime will be able to adapt 
its logical threads to the number of available CPUs. 

 The second approach is based on starting/stopping logical threads of a given 
CPU. This approach is much more responsive than the previous one due to the 
runtime’s capability of increasing/reducing the number of logical threads 
depending on the CPU availability. In some cases this mechanism can rely on 
changing the waiting policy of the thread: busy waiting versus blocking threads 
(when no work is assigned to them). In these cases a sequence of 
start/stop/resume… can be used to control the use of underlying CPUs. 

Regarding the execution of the runtime services by external threads there are various 
responses. In general they support executing their API services by an external thread 
but in some cases it can lead to: 

 The initialization of the runtime due in some cases the runtime itself is 
initialized when the first service is used. 

 Exhibit undefined behaviour due some of its services relies on internal 
structures that should be initialized prior to this call. 

Finally with respect to call a parallel numerical library service, all the task-based runtimes 
(participating in the survey questionnaire) may benefit by calling such kernels but none 
of them can yield threads of its own execution in order to balance the use of resources. 

5.1.2 Memory as the resource 

The use of memory by the task-based runtime systems is barely exposed to the user but 
in some cases the interface offers mechanisms to configure the use of a special region 
of memory (usually pinned) in order to manage communications among different address 
spaces (host/device or distributed computing sessions). In some situations some regions 
of memory are handled by a third component, as is the case of GASNet [18] in 
OmpSs@Cluster [7]. 

In addition most of the runtimes also expose the allocation/deallocation services to be 
used by application programmers. These services allow handling the user memory space 
and changing the allocation policy according with the execution environment. In some of 
these cases the runtimes also allow the users to specify additional restrictions (e.g. 
alignment). 

With respect to the internal memory used by the runtimes, some of them provide the user 
the option to override the internal allocation/deallocation services, others agree that this 
feature should not be difficult to implements and others do not consider the idea of doing 
this. 

5.2 Resource Manager Requirements 

Once described and evaluated the different use cases presented in the document it is 
time to discuss the list of formal requirements that a Resource Manager should consider 
to allow to improve runtime interoperability problems. We can divide these requirements 
according with the nature of the service it needs to face. We found two main categories: 

 Coexistence of multiple runtimes/APIs, the execution of one runtime must not 
disturb the execution of others (e.g. avoid resource oversubscription). 

 Cooperation between multiple runtimes/APIs, additional runtime services in 
one runtime allow improving the other runtime performance (e.g. message 
passing runtime may change task state in a task-based runtime). 
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5.2.1 Coexistence of multiple runtimes/APIs 

Multiple runtime coexistence should utilize the assigned resources in such a way that 
improves the overall execution time, throughput or any other performance metric of 
interest. An example of the multiple runtime coexistence is shown in Section 4.1. In that 
use case we study the effect of oversubscription when using two different parallel 
runtimes within the same application. 

A first approach will consist of determining which runtime is allowed to run on which 
resources. In this situation, and depending on how the application uses the combination 
of APIs, the Resource Manager may not be able to guarantee the correct partition of the 
resources. In the use case about OpenMP + MKL (Section 4.1) we have seen already 
this situation where the job scheduler assigns the process any number of resources 
when starting the host application (OpenMP). When calling the parallel numerical library 
(MKL) the host application needs to determine the number of computational resources 
that need to be transferred to execute this call. Parallel runtimes must implement (with 
the help of the Resource Manager) a hierarchical assignment of resources (i.e. to 
transfer a subset of the already owned resources). The decision on how this transfer 
occurs is determined by the runtime itself. 

A different aspect, also discussed in the use case presented in Section 4.1.5, is not 
related to the amount of assigned resources but with the actual placement of these 
resources (i.e. how the resources are placed or bound with the rest of the hardware). As 
the memory hierarchy is closely related to the processing elements found in the system, 
the Resource Manager has not only to guarantee the number of CPU’s each runtime will 
use but also where are they are located in this particular system (how near or how far 
with respect to the memory hierarchy these resources are from each other). 

We also need to consider cases in which two different runtimes may create work for the 
same device (e.g. GPU). As in these situations it is more difficult to control the amount 
of hardware assigned to a particular runtime the Resource Manager should also provide 
some “occupancy notification” service. This service will potentially assist a hypothetical 
runtime’s throttling policy. This mechanism will deeply impact the current behavior of 
task-based runtimes as they will need to implement mechanisms in order to restrict the 
amount of offloaded work submitted for a given device. This requirement is documented 
but it is also left at the discretion of designers. 

Runtime libraries working within the same shared memory may also compete for access 
to this memory. Considering the situation in which some system provide a limited amount 
of special memory (e.g. High Memory Bandwidth) they will both require mechanisms to 
control the initial assignment of this resource and also a mechanism that allows yielding 
part of this memory to our counterpart runtime or reclaiming it once we need to use it. 

5.2.2 Cooperation between multiple runtimes/APIs 

In this section we do not discuss how these resources are shared among the different 
runtimes instances but instead how the communication between these instances could 
assist a runtime in using its assigned resources more efficiently. 

Although the hierarchical assignment of resources (described in the previous section) 
solves the problem of oversubscription it will create a new one: undersubscription. 
Undersubscription occurs when, in a given phase, one of the runtimes is active while the 
other is not and its assigned resources are idle. In order to mitigate this undersubscription 
problem the Resource Manager needs to dynamically accommodate the resource 
assignment. The Resource Manager should also offer mechanisms to dynamically yield 
(or share) the initially assigned resources according to the amount of parallelism each 
runtime has already produced. The original owner of these yielded resources could 
reclaim (at any time) them. Lending is a decision that also belongs to the owner runtime 
itself. 
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In order to face all the aforementioned problems the Resource Manager should provide 
these different services: 

 Assign/Re-assign CPU ownership when a [new] runtime is initialized within the 
process (solving the coexistence problem). 

 Lend / borrow these resources while executing the application. These services 
will allow to accommodate the use of these resources according to the amount 
of parallelism that a given runtime instance has produced (facing the cooperative 
aspect of undersubscription). 

In the use case presented in Section 4 we have presented a problem between the 
communication library and the task-based runtime system that could produce a deadlock 
situation. The problem could be avoided if the OmpSs runtime switches its context and 
proceeds with the remaining list of ready tasks (including other communication tasks). 
This change will imply the inclusion of a task switching point inside MPI send/receive 
services. However, this task will still be ready to execute, meaning that it would return to 
execution whether or not the communication has been completed, and-so this is not an 
optimal approach. 

A potential improvement for this problem would consist of performing an interaction 
(collaboration) between the message passing library and the task-based programming 
model. The latter would be able to switch tasks when encountering a blocking transfer 
service and the communication library will inform the runtime system when a transfer has 
been completed, so that the task is ready to continue its execution. 

5.2.3 A brief summary of the Resource Manager Requirements 

Hierarchical assignment of resources: This resource assignment could refer to CPUs, 
devices and memory. The assignment phase also determines which parallel runtime is 
the owner of a given specific resource. 

Dynamic resource accommodation: Although a parallel runtime must have assigned 
a list of resources it can also decide to lend part of these owned resources in order to 
improve the application overall execution time. Yielded resources could be reclaimed at 
any time by the original owner with the guarantee of being recovered without any 
restriction. 

Placement-aware resource assignment: Resource ownership (or yield/share) has not 
to be only quantifiable but also must guarantee locality. The resource manager should 
work with resources maps (e.g. cpu_set_t). 

Support throttling-friendly runtimes (designer discretion): This feature will allow to 
control (throttle) the number of working units of a given type a system can run 
simultaneously without incurring a performance penalty (e.g. how many GPU’s kernels 
should be offload simultaneously in a single GPU device). 

Support for synchronize condition (optional): These mechanisms will help to 
synchronize events produced internally in two different runtimes (e.g. receiving a buffer 
in a communication library may trigger the execution of a task in a task-based runtime 
library). 
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Annex A. CPU Resource Manager Questionnaire 

A.1 Does the runtime/API rely on internal mechanism or on an 
external library to detect the platform topology, the set of 
available CPUs, GPUs, and to name computing resources? 

OmpSs usually relies in OS services in order to detect the amount of cores available to 
execute threads. It also uses hwloc [1] library in order to have a more accurate 
description of the platform topology but this is not a mandatory requirement. This 
information is used by some runtime task schedulers to distinguish in between different 
NUMA nodes (sockets) and other affinity issues. 

OpenMP: As there are different OpenMP implementations they can be other 
mechanisms to detect the platform topology. In any case the programming model offers 
the user the opportunity to specify the places where threads will be finally bound. The 
environment variable OMP_PLACES serves for this purpose, it specifies an abstraction 
of the number of places. Some default options are proposed from the programming 
model point of view: threads, cores and sockets, although vendors may implement their 
own ones. 

StarPU uses the Portable Hardware Locality (hwloc) library from OpenMPI project. 

Argobots currently relies on macros (e.g., CPU_ISSET, CPU_SET, etc.) to manipulate 
CPU sets, but we plan to utilize the hwloc library if it is available in the system or given 
by the user. 

OCR has not yet settled on a standard mechanism for this and instead relies on a 
combination of user input and platform specific knowledge. We are considering both how 
to detect the platform we are running on as well as what to expose to the user. 

PaRSEC uses the Portable Hardware Locality (hwloc) library from the OpenMPI project. 

PLASMA/QUARK uses hwloc to detect the number of threads and to set the binding of 
threads to hwloc-ordered cores.  There is no detection of GPUs.  In the absence of hwloc, 
PLASMA/QUARK locks threads to their default locations. PLASMA/OpenMP is not 
expected to do much to thread-to-core binding. This will be handled by the OpenMP 
environment settings. 

No. Intel MKL detects the CPU configuration in order to use optimized microkernels, but 
not the topology. The decision of how many CPUs has to use is left to the user. 

GPI: Yes, relying on internal mechanisms. 

MPI: OpenMPI commonly uses hwloc other implementations (mpich) may use it as well. 

A.2 Can the user specify the initial set of CPUs to be used by the 
runtime/API? If so, can this initial set change dynamically? 

OmpSs relies on the taskset utility (or job scheduler mechanism) in order to stablish the 
initial set of available CPUs which potentially may be used by the runtime. To change 
the CPU mask during the execution we provide the runtime with the mechanism 
described as the answer for the following question. 

OpenMP: yes; a combination of OMP_PLACES (see previous answer) with parallel 
directive proc_bind clause. The threads may change from one parallel region to the next, 
but never inside the parallel region. In other words, once the parallel region has been 
created there is no way to change the number of threads until their threads have to join. 

StarPU uses environment variables to define set of CPUs: 

 STARPU_NCPU controls the number of cores used by StarPU's worker threads. 

 STARPU_WORKERS_CPUID controls the actual core id used by each worker. 
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Parameters may also be passed to starpu_init, instead of using environment variables. 
There is currently no API function to dynamically change the set of cores. However, the 
estimated amount of coding and changes to the existing code is low, to implement the 
functionality. Moreover, the scheduling engine already has support for constraining the 
set of workers allowed to receive a given task. 

Argobots does not maintain a set of CPUs internally. The set of CPUs to be used is 
determined by the user at run time. In Argobots, each CPU (here, a core or a hardware 
thread if the CPU supports more than one hardware thread) is mapped to an execution 
stream (ES), and ESs are created on demand. When an ES is created, if the user does 
not specify its rank, the ES is bound to a CPU that is determined by the runtime. 
However, if the user specifies a rank for the new ES, the ES is bound to the CPU whose 
ID is the same as the rank specified by the user. The mapping can be changed 
dynamically if the user requests to change the rank of ES. 

OCR: The user can typically specify the number of resources that OCR will use (number 
of threads to spawn on x86 for example) but there is currently no set way to define the 
set of CPUs to use; this is defined by policy inside the runtime. It would be possible to 
expose in the configuration file that OCR uses to determine how and what to run but this 
is not currently done. 

The PaRSEC component that takes care of physical resources is called a domain, or 
execution context (an object of type dague_context_t). The user creates these execution 
domains, by providing a set of resources (using the HWLOC notation) over which each 
domain span. There resources are either provided as MCA parameters, or can be 
manually inserted into an argv-style of array and passed to dague_init. The resources 
associated with a domain are immutable, but the user can create multiple, potentially 
overlapping domains. 

Parameters may be used to pass to dague_init the number of cores to be used. PaRSEC 
uses Modular Component Architecture (MCA) parameters from OpenMPI project to 
provide a way to tune the runtime environment, and especially to define the worker 
binding to the architecture. 

The actual functions used to bond the workers to the architecture can actually be reused 
to change the binding dynamically. 

PLASMA/QUARK: The user can set the number of threads and thread affinity using 
PLASMA_Init_Affinity(). PLASMA/OpenMP will use the OpenMP defaults. That is 
OpenMP environment settings and OMP_PLACES, OMP_PROC_BIND etc. 

MKL: Yes, via KMP_AFFINITY. Unless the user specifies it, the OS runtime can migrate 
threads, but the user cannot enforce thread migration once a kernel has been launched. 

GPI: Yes but currently only at the NUMA granularity. 

MPI: Yes, but different methods for each MPI library implementation – environment 
variables or command-line parameters are the common methods. MPI specifies dynamic 
process creation functions and functions to connect to other running processes that were 
started at the same time or with the same command. 

A.3 Can the runtime/API threads be statically/dynamically bound 
to a specific set of CPUs? If so, can this initial bound change 
dynamically? 

OmpSs uses the initial mask provided by the OS as the set of CPU candidates to bind 
threads (all CPUs, taskset CPUs or any job scheduler mechanism to restrict CPU usage). 
In addition two environment variables can be used in order to bind logical thread 
identifiers with the available CPU set: NX_BINDING_START and 
NX_BINDING_STRIDE. The first one set the initial CPU in which the first thread will be 
bound. The second one stablish a stride factor to assign the rest of the threads following 
a circular order (once we reach the last CPU we start with the zero). 
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Internally the API provides with a mechanism to change dynamically the CPU mask at 
runtime. This mask is used to start/stop threads in the corresponding CPUs. 

Thread binding may also be deactivated for a particular execution. 

OpenMP: yes; using OMP_PLACES and proc_bind clause. Programming model allow 
to decide binding when opening the parallel region but seems there are no options when 
inside the parallel region. 

StarPU's worker threads are statically bound. The set of workers eligible for receiving 
tasks may change dynamically. 

Argobots: Yes. See the answer in (2). 

OCR: On some platforms, the runtime can use thread binding to bind the threads it 
creates to specific cores specified by the user. On x86, for example, sched_setaffinity is 
used to bind the threads to specific cores. At this time, the mappings cannot be changed 
once created. 

PaRSEC: The threads of each domain are statically bound to the resources, taking in 
account the hardware hierarchy. Due to the fact that internally a domain created highly 
optimized structures that are mapped on the different memory hierarchies (different 
levels of caches, NUMA nodes…) they cannot be migrated during execution. However, 
as mentioned in the previous answer, multiple domains can coexist, in which case the 
user is responsible for their correct use. 

PLASMA/QUARK: Yes, using PLASMA_Init_Affinity(). PLASMA/OpenMP will use the 
OpenMP defaults. That is OpenMP evironment settings and OMP_PLACES, 
OMP_PROC_BIND etc. 

MKL: Threads can be mapped to CPUs via KMP_AFFINITY. Once a kernel is launched, 
the bound cannot be changed during its execution. 

GPI: Yes. A rank can be bound to a NUMA node at the initialization (via gaspi_run) or 
during execution time through API calls. 

MPI: MPI does not specify a method to move threads but does provide functions that can 
re-order them, i.e. re-label them with different identifiers so they appear to have moved. 

A.4 Does runtime/API threads busy-waiting or blocking calls? May 
it change during the execution of the program? 

By default OmpSs wait policy is a hybrid between busy-wait and block. It can be changed 
through the general configuration environment variable NX_ARGS. The option “—no-
enable-block” will disable the blocking phase transforming the policy into a pure busy-
wait approach. 

OpenMP has an internal control variable which allows changing the thread waiting policy. 
This variable can be changed using the Operating System’s environment variable 
OMP_WAIT_POLICY but it cannot be changed during the execution. Currently there are 
ideas in the OpenMP interoperability subcommittee proposing to create API services 
(getter and setter) to allow change this variable in between parallel regions. 

By default, StarPU worker threads block when no tasks are ready. Some workers may 
use busy-waiting instead if there are responsible for handling progressing hooks as well. 
Moreover, StarPU can be configured to use only busy waiting workers when 
responsiveness is to be emphasized over other busy waiting side effects. 

There is currently no API function to dynamically change waiting mode of workers. 
However, the estimated amount of coding and changes to the existing code is low, to 
implement the functionality. 

Argobots: First of all, there are no separate runtime/API threads in Argobots. As 
mentioned before, ESs are created dynamically, and user-level threads (ULTs) and 
tasklets are explicitly created by the user to carry out real work (e.g., computation or 
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communication) and run on a specific ES. The answer for this question depends on the 
implementation of ES’s scheduler. Each ES in Argobots is associated with its own 
scheduler (note that ULTs and tasklets are executed on ES and ES is not an execution 
unit in Argobots), and the scheduler can be written by the user. If the scheduler does 
busy-waiting, its associated ES does not block. However, if a ULT, a tasklet, or a 
scheduler, which runs on ES, invokes a blocking call that is not handled by Argobots and 
does not switch the work unit, the ES is blocked until the blocking call is completed. 

OCR: This is platform dependent. On x86 platforms, our current implementation busy 
waits when it has no user task to execute. 

By default, PaRSEC worker threads sleep when no objects have been submitted to the 
engine. When an object (the description of an algorithm) has been submitted and no 
tasks are available, threads interleave busy waiting with an exponential back-off sleep to 
be more reactive. 

There is currently no API function to dynamically change waiting mode of workers. 
However, the estimated amount of coding and changes to the existing code should be 
low to implement the functionality. 

Mechanisms to provide different, application-specific support are under consideration. In 
some cases, as an example when energy constraints are placed on the execution, 
PaRSEC threads can be turned on/off dynamically to adapt to the detected load. Also, 
PaRSEC threads can be forced to remain active, using simple tricks. 

PLASMA/QUARK: Yes, right now PLASMA threads use busy waiting in some 
circumstances. This will go away when PLASMA is moved to OpenMP. 

MKL: The user can configure the behaviour of idle threads via OMP_WAIT_POLICY. 
The behaviour can be changed (e.g., by re-loading the library), but the cost may be far 
from negligible. 

GPI: yes, internal thread blocks. This behaviour cannot be changed during the execution 
of the program. 

MPI: Yes, MPI specifies blocking and non-blocking versions of many of its functions. The 
progress rule in MPI forces some degree of polling or busy-waiting during blocking calls. 

A.5 How many threads create the runtime/API? Can the number of 
threads dynamically change? 

OmpSs will create as many helper threads as additional accelerator devices have the 
computer on which we are executing the program. These helper threads will manage 
data copies (host to device, device to host and device to device) and kernel offload 
operations. 

The runtime will also create by default as many threads as available CPUs. User can 
modify this behaviour using the general configuration environment variable NX_ARGS. 
The option “—smp-workers” will create as many worker threads as the value used as a 
parameter. 

Changing the CPU set during the execution of a program will also change the number of 
thread executing it (see answer to question 3). 

OpenMP allow several mechanisms to determine the number of threads which will be 
used when opening the following parallel region. A environment variable 
OMP_NUM_THREADS offers a list of number-of-threads that will be used in nested 
parallel regions. It also offers a API service omp_set_num_threads(value). And the 
parallel directive have a clause to specify the number of threads: num_threads(value). 
The number of threads may be change in between two different parallel regions, but 
once the parallel region has been opened they will remain in the team until completion. 

By default, StarPU creates 1 worker per core. Answer #2 describe the means offered to 
control the number of cores (thus the number of worker threads) used by StarPU. 
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Moreover, the concept of context provided by StarPU enables fine-tuning the set of 
resources allocated to a subset of the application tasks. A single StarPU instance may 
schedule multiple contexts concurrently, with overlapping or disjoint set of resources. 
The set of resources allocated to a context may change dynamically. 

Argobots: There are no separate runtime/API threads in Argobots. ESs are created 
explicitly, and the number of ESs create is determined by the user. 

OCR: The runtime will create as many threads as requested by the user. It cannot 
currently change but this is something we are looking at doing as part of our resiliency 
framework. 

By default, PaRSEC creates 1 worker thread per core, and an additional thread to handle 
communications if distributed mode is enabled. A number of threads created at start-up 
by means described in answer #2 do not change dynamically. However, a dynamic 
change could be implemented with minor modifications to the code. 

In each execution context PaRSEC can create a static number (up to the number of 
hardware threads) of execution flows (a notion similar to threads). The communications 
(MPI or UCX at this moment) are handled in a slightly different way, either by one of the 
execution threads on a regular basis, or by a dedicated thread that is floating around 
over a well-defined set of resources (another MCA parameter). This communication 
thread is then shared between all existing execution contexts in the application. 

PLASMA uses the master thread and launches N-1 worker threads. This number does 
not change between PLASMA_Init() and PLASMA_Finalize(). PLASMA/OpenMP is not 
expected to make changes to the number of threads during a run. 

MKL: With MKL_DYNAMIC=FALSE, the runtime creates exactly the number of threads 
requested by the user, except for some kernels which are not parallelized and will use 
only 1 thread.  With MKL_DYNAMIC=TRUE, the runtime creates at most the number of 
threads specified by the user. All these threads are workers. Once a kernel is launched, 
this number will not change. 

GPI: A single helper thread per rank. In case of Ethernet, a second thread (device) is 
also created. Assuming that the question (about the possibility of changing the number 
of threads) refers to the internal usage of these threads: the answer is no. 

MPI: Initial creation of MPI is implementation dependent – it may be one process creates 
all the others or some of the others or none of the others. 

A.6 Can the runtime/API services be executed by an external 
thread? 

In OmpSs most of the services depend of TLS information, so the initial answer is no, 
but the runtime provides two experimental services that will allow to admit/expel 
additional threads from the global thread team. 

OpenMP: In general (due it depends on the implementation) calling an OpenMP service 
will initialize the runtime (if not initialized yet). Theoretically you can run different 
instances of the programming model (using different contention groups), but there is no 
guarantees of the behaviour. 

StarPU: yes. 

Most Argobots routines can be called by an external thread, but the scheduler cannot 
run on the external thread. It means that runtime services, such as execution and 
scheduling of work units, can be executed only by ESs, not external threads. 

OCR: Yes. In some instances of OCR, the runtime services are executed by a completely 
distinct core (that does not even share the same ISA) from the compute cores. 

PaRSEC: Yes. The API can be called concurrently from any thread; it is also possible 
that one PaRSEC thread behaves as a coordinator of another execution context (in 
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which case special attention should be payed to avoid deadlocks). It is also possible, but 
not necessarily expected, to allow external threads to join the low-level engine, by calling 
a special internal function. In this case they become executors of tasks, and will remain 
blocked in the engine until the associated execution context completes all the registered 
tasks. 

PLASMA/QUARK: does not allow an external thread to insert tasks because the 
sequential task insertion is used to determine data dependencies. PLASMA/OpenMP 
allows whatever OpenMP allows. 

MKL: Yes. 

GPI: Not sure what is meant here. 

MPI: What is an “external thread”? If MPI is initialised with the correct level of thread 
support then any thread can access MPI functionality. 

A.7 Can the runtime/API block a calling thread? 

OmpSs: yes. 

OpenMP: not directly, but users have mechanism to set the waiting policy in between 
parallel regions. 

Task submission and most StarPU API calls do not block the calling thread by default. 
The API functions for waiting for task completion (starpu_task_wait_*) and for acquiring 
access to data handles are blocking. 

Argobots: If the calling thread refers to ES, the answer is No. ESs are not blocked by 
any Argobots function. However, ULTs can be blocked. 

OCR: yes. 

PaRSEC: The dague_enqueue function that submits the algorithm object to the engine 
is a non-blocking call that will return just after the submission. The dague_wait function 
will return only when all the submitted objects are completed and no more tasks are 
present in the engine, blocking the calling thread. 

PLASMA/QUARK: not clear about this question. 

Actually, the kernels in MKL are synchronous and/or blocking. 

GPI: Yes. However it is up to the calling thread to control this as all possibly blocking 
calls have a timeout parameter. 

MPI: Yes 

A.8 Can the runtime call parallel kernels and tasks spanning 
multiple CPU cores, such as a parallel BLAS kernel or a task 
function written in OpenMP? If so, can the runtime supply 
multiple threads to the parallel task or kernel? Can the 
runtime run parallel tasks or kernels providing their own 
threads? 

OmpSs: Yes, the runtime may call parallel numerical libraries but it cannot offer multiple 
threads from its own execution. This means that the runtime threads and the numerical 
library threads are a complete different set of threads (except for the calling thread). 

OpenMP: yes, they can be called but there is no guarantee of performance in arbitrary 
versions. For OpenMP runtime and BLAS implementation from the same vendor there 
are mechanism in order to coordinate threads (e.g. Intel icc and MKL parallel library). 

StarPU: Yes. Both modes are supported. 
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Argobots: Yes. There is no restriction to call parallel kernels or tasks. However, 
Argobots does not provide any threads to the parallel kernels or tasks except the calling 
thread (ES). 

OCR: Our current model is “one task per thread” but we have plans to expand this to 
allow a task to specify a set of resources it needs both in terms of number and kind. 

PaRSEC: Yes, tasks or kernels can run parallel, which provide their own threads. The 
runtime will provide only the main thread to those kernels. Thanks to the flexible 
execution context definition, PaRSEC can be deployed in many different ways to satisfy 
all types of needs or requirements. These user threads can control their own locality 
using KMP affinity or similar mechanisms. 

PLASMA/QUARK: supports multithreaded-tasks (call a single function from multiple 
threads). PLASMA/OpenMP can have a task that generates other tasks, but 
dependencies are scoped differently.  Other workarounds may need to be found. 

MKL does not invoke other parallel kernels. 

GPI: Not sure if this applies to us. 

MPI: The only time that MPI calls non-MPI functions, i.e. user-code, is for attribute 
callbacks and user-defined reduction operations. There are very few restrictions on what 
user code can be contained in such functions, although MPI will only supply a single 
thread to the call. 
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Annex B. Memory Resource Manager Questionnaire 

B.1 Does the runtime/API allocate memory for its own use? If so, 
can it change dynamically? 

OmpSs: In some cases the runtime may use pinned memory to handle host/device 
copies or cluster message passing buffers. It cannot change during the execution. 

OpenMP: Memory allocation is not exposed to the user. Different implementation may 
offer their specific mechanisms. The accelerator model offers the possibility to map 
memory from one device (host) to other devices. This is the only use that allows users 
to allocate, free, copy to/back memory in the programming model. 

StarPU: Yes, StarPU allocates memory for its own internal structures and for receiving 
data replicates in distributed computing sessions. StarPU provides optional 
starpu_malloc/starpu_free routines for the application use; to ensure that memory 
allocated by the application resides in suitably pinned memory. Application pieces of data 
allocated by the application using the regular malloc() or other means are supported as 
well, but may suffer from additional data transfer overhead. 

Argobots: Yes. Argobots allocates memory to handle creation of ULTs and tasklets. The 
amount of memory kept by the runtime can be changed dynamically. 

OCR: In some cases the runtime may use pinned memory to handle host/device copies 
or cluster message passing buffers. The runtime also uses queues internally which are 
allocated and may be dynamically sized. 

PaRSEC: Yes, PaRSEC allocates memory for its own internal structures and for 
receiving data replicates in distributed computing sessions. Yes, the amount of memory 
might change dynamically according to the different algorithms encountered or the data 
receptions in distributed mode. 

PLASMA/QUARK: Of course. 

MKL: Yes to both questions, but the amount of memory that is allocated is in general 
small. 

GPI: Yes, internally memory is allocated. 

MPI: Yes and yes. 

B.2 Can the user override the runtime/API allocation functions by 
providing their own? (e.g. MKL, i_malloc, i_free, etc). 

OmpSs: The runtime provides a set of memory allocation/free services to use special 
allocators or to fulfil special memory restrictions (e.g. alignment). In addition some Library 
distributions have check the possibility of overriding (some) internal allocation services 
by the ones provided by the user (e.g. jemalloc). 

OpenMP: not as the programming model interface. Different implementation may offer 
their specific mechanisms. A special case is produced when working with accelerators 
(see previous answer). 

StarPU: Not at this time for StarPU, since StarPU is also a memory allocation function 
provider. However this can be implemented if needed. 

Argobots: No 

OCR: Yes, the user can override the allocator that the runtime will use and supply his 
own. On x86 for example, OCR provides an allocator module that immediately defers to 
malloc() instead of using a runtime managed chunk of memory. 

PaRSEC: Yes, the user should be able to provide its own allocation and free functions 
to the runtime. 
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PLASMA/QUARK: No. The runtime calls malloc() when it needs memory. 

MKL: Yes 

GPI: In principle yes but I may be failing to see all the implications. 

MPI: No, unless the source code for the MPI library is modified and re-compiled. 

B.3 Does the runtime require any "special" memory? (e.g. pinned 
memory, huge-pages, etc). 

OmpSs: Does not require by itself, but some components used by the runtime may 
require it (e.g. GASNet). 

OpenMP: No. 

StarPU: This is not a requirement for StarPU, but may improve application performance. 

Argobots: No 

OCR: The runtime does not have any such special requirement. It does require the ability 
to be able to allocate memory both for its own use and when requested by the user. 

PaRSEC: This is not a requirement for PaRSEC, but may improve application 
performance, especially for the use of GPUs. 

PLASMA/QUARK: No. There are no special memory requirements. 

MKL: No 

GPI: Yes, pinned memory in case of interconnects that require it. 

MPI: Require, no. Create, allocate and use, yes. 

B.4 Does the runtime provide its own malloc/free wrappers for 
the application use, to ensure user buffers are in "special" 
memory? 

OmpSs: The runtime provide a mechanism to wrap new and delete operations but it is 
not enabled by default. We have never considered the idea of wrapping malloc or free 
routines. 

OpenMP: The only use that allow users to allocate, free, copy to/back memory is the 
map clause from target directive. 

StarPU: starpu_malloc/free API calls take care of this. 

Argobots: No 

OCR: A well written program in OCR should not use malloc/free directly instead 
allocating memory using data-blocks. Memory for data-blocks is managed directly by the 
runtime. In most cases, the runtime will have chunks of memories to use and allocate 
from directly. OCR is also capable of working with very little OS support as it only 
assumes that it has chunks of memory to manage (ie: it does not need an underlying 
allocator for example). 

PaRSEC: No 

PLASMA/QUARK: No, there is currently no local memory manager within the PLASMA 
code. This can often be managed by linking to specialized malloc libraries. 

MKL: No 

GPI: No 

MPI: Yes, MPI specifies several functions that allocate (and free) special memory. 


