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Executive Summary 
This document describes the design, implementation and usage of the Resource 
Manager (RM) initially presented in D4.3 “Definition of resource manager API and 
report on reference implementation” [1]. The RM is composed of four different APIs 

aimed to dynamically share CPU resources between different runtime systems running 
inside the same application, avoiding both over-subscription and under-subscription 
issues.  These four APIs are designed mainly as a low-level mechanism used by 
runtime systems and parallel library developers. Application developers are only 

expected to define high-level requirements and policies that will be enforced by the 
runtime systems.  The four APIs presented not only improve the resource utilization of 
the system but can also facilitate the coordinated use of multiple parallel libraries from 
the same application, improving application developer productivity. Moreover, some of 
the RM APIs can also be leveraged to improve the productivity and efficiency of 
popular hybrid programming techniques that combine message passing and task-
based programming models such as MPI+OpenMP. 

The rest of the document is structured in the following way: Section 1 describes the 
context, motivation and scope of the work presented in this document. Section 2 
introduces the RM high-level design and main goals. Section 3 details the four different 
APIs that conform the RM, which are illustrated with specific examples on how to use 
them. Section 4 describes several use-cases that illustrate the potential of the different 

RM APIs and how they can be combined together to avoid over-subscription and 
under-subscription issues. Finally, Section 5 summarizes the work presented in this 
deliverable.   
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1 Introduction 
Current near-term and mid-term High Performance Computer (HPC) architecture 
trends all suggest that the first generation of Exascale computing systems will consist 
of distributed memory nodes, where each node is powerful, and contains a large 
number of (possibly heterogeneous) compute cores.  The number of parallel threads of 
execution will likely be on the order of 108 or 109, split between multiple layers of 
hardware, and therefore offering multiple levels of parallelism. 

With the first Exascale hardware likely to appear in the next 5-7 years, the emergence 

of a single parallel programming model addressing all these levels of parallelism seems 
to be unachievable (at least considering this period of time). We must expect, 
therefore, that the majority of Exascale applications will make use of combinations of 
existing programming APIs, where each API is well standardized, and is specific to one 
or two levels of parallelism.  This is already a well-established practice in the HPC 
community, with many applications making use of combinations such as MPI and 
OpenMP, MPI and CUDA, or MPI and OpenACC. 

Moreover, complex applications usually rely on a set of third-party libraries that provide 
highly-optimized versions of popular operations such as BLAS [2] or FFTW [3]. These 
libraries are the basic building blocks of many applications and both sequential and 
parallel versions are usually available. Counter-intuitively, the parallel versions of these 
libraries are usually used in sequential applications while the sequential versions are 

used in parallel applications. This is to avoid the over-subscription problems that arise 
when a parallel application uses a parallel library. This problem is exacerbated if 
several parallel libraries are used at the same time, as depicted in Figure 1, where a 
parallel application is using the parallel version of PLASMA [4] and MKL [5] 
concurrently.  

 

Figure 1: A parallel application that is concurrently using two different parallel 
libraries can lead to CPU over-subscription issues. 

The concurrent accesses to the CPU cores by several uncoordinated threads from 
different libraries and the main application increase the number of context-switches, 
favor the pollution of the cache and degrade the overall performance of the application. 
To avoid this situation, most parallel applications are restricted to use only the 
sequential version of these libraries. However, this will become a severe limitation to 
exploit the huge hardware concurrency that will be available on Exascale systems, 

Application PLASMA MKL

dgemm()

0 1 2 3 4 5

CPU	USAGE

dpotrf()
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where we have to leverage all the potential levels of parallelism available to the 
application.   

In the following Sections, we describe the overall RM and each of the four APIs. The 
RM can be used not only to coordinate the access to CPU cores from different 
runtimes inside the same application, but it can also be leveraged by library developers 
to build parallel libraries that can be concurrently used with other parallel libraries and 
applications efficiently.  

 

1.1 Glossary of Acronyms 

API Application Programming Interface 

BLAS Basic Linear Algebra Subprograms 

CPU Central Processing Unit 

DAG Directed Acyclic Graph 

DPLASMA Distributed Parallel Linear Algebra for Scalable Multi-core 
Architectures 

DSM Distributed Shared-Memory 

DRS Dynamic Resource Sharing 

EC European Commission 

EU European Union 

GASNet Global Address Space Network 

GASPI Global Address Space Programming Interface 

GPU Graphics Processing Unit 

HPC High Performance Computing 

MKL Math Kernel Library 

MPI Message Passing Interface 

NUMA Non Uniform Memory Access 

OmpSs OpenMP Super Scalar 

PGAS Partitioned Global Address Space 

PLASMA Parallel Linear Algebra for Scalable Multi-core Architectures 

RE Resource Enforcement 

RM Resource Manager 

SMP Symmetric Multi-Processors 

STF Sequential Task Flow 
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2 Resource Manager Overview 
The original goal of the Resource Manager (RM) was to coordinate the access to CPUs 
by different runtime systems running inside the same application and node. This 
situation naturally arises when a parallel application uses a parallel library that is 
parallelized using a different programming model and/or runtime. To coordinate the 
access to the CPU resources, we have designed and implemented four different APIs 
that implements the RM concept. These APIs are divided into two groups, as shown in 
Figure 2. On the one hand, the Native Offload and Resource Enforcement (RE) API 

and the augmented OpenCL [6] offloading API are designed to be directly used by 
application and library developers. On the other hand, the Task Pause/Resume API 
and the Dynamic Resource Sharing (DRS) API are designed to be used directly by 
parallel runtimes and communication libraries. The two former APIs have the same 
goal —avoid over-subscription issues— and are designed to be used by application 
and library developers to define high-level policies on how resources are used by the 
different parallel kernels used by the application. The two latter APIs are designed to 
be used by runtime and message-passing APIs to improve integration of hybrid 
programming models and avoid under-subscription issues 

 

 

Figure 2: An OmpSs application (CPUs 8-9) that is using concurrently MKL 
(CPUs 0-2), PLASMA (CPUs 3-4) and Chameleon (CPUs 5-7). 

 

Figure 2 depicts a specific example of a parallel OmpSs application that invokes 
kernels from three different parallel libraries. Each of the parallel libraries employs 
either the OpenCL or native offload and RE API to specify the CPUs where the kernels 

can be executed to avoid over-subscription issues, while the Task Pause/Resume API 
and the DRS APIs are used by the different runtimes to minimize under-subscription 
scenarios. Section 3 provides a detailed description of each API.   

Over-subscription and under-subscription problems 

A frequent scenario in HPC programs consists in a sequential application that relies on 
a specific library such as the BLAS to execute a number of operations. These 
subprograms are usually aggregated in a highly-optimized supporting library (e.g. 
ATLAS [7] or Intel MKL). Also, it is very common that the specialized library implements 
(among other optimizations) a parallelized version of the subprograms. 
 
A well-known example implementing an application using a BLAS library is the High 
Performance Linpack (HPL) [8], used to measure the performance results on a wide 

variety of machines and report these results to the Top 500 list (the list of the top 500 

Parallel	Application

TBB	RTL

CPU CPU CPU CPU CPU CPU CPU CPU CPU CPU

StarPU	RTL OmpSs	RTLOpenMP
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RTL	APIs

MKL
OpenCL	Offload

Native		Offload	&	RE

Pause/Resume

PLASMA
OpenCL		Off.

Nat.		Off.	&	RE

Pause/Resume
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Native	Offload	&	RE
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most powerful HPC systems in the world). The benchmark solves a dense system of 
linear equations using mostly the BLAS routines as well as a few routines from 

LAPACK. The Linpack benchmark exploits the inter-node parallelism through a 
Message Passing Interface (MPI) library and relies on the BLAS implementation in 
order to exploit the intra-node parallelism. 
 
A sequential application calling a parallelized implementation of linear algebra 
subprograms may incur under-subscription problems as the sequential part may also 
need to compute significant portions of code that are not parallelized. These sequential 
phases may cause considerable periods of time where most CPUs are unused, as 
depicted in Figure 3. 
 

 
Figure 3: A sequential application calling two different parallel libraries can lead 
to under-subscription problems. 

 
To overcome this under-subscription problem, the application developer can parallelize 
the main code of the application. However, in this new scenario, a parallelized 
application may incur the over-subscription problem described above, where threads 

from the main code run on the same CPUs as threads from the specialized library (see 
Figure 1). As explained in Deliverable D4.1 Resource Manager Interoperability 
Requirements [9], this over-subscription problem dramatically degrades the 

performance of the application, so most HPC applications restrict themselves to either 
the former model of a sequential application plus a parallel library or a parallel 
application using only sequential libraries.  
 
The goal of the RM is twofold: first it should allow the development of parallel libraries 
that can be efficiently combined with other parallel libraries or parallel applications, 
facilitating the development of applications that minimize over-subscription and under-
subscription issues, as that depicted in Figure 4. The second goal is to improve the 
integration of task-based programming models and message-passing APIs, such as 

combining MPI and OpenMP, as described in Section 4.  

Sequential	
Application PLASMA MKL

dgemm()

0 1 2 3 4 5

CPU	USAGE

dpotrf()
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Figure 4: A task-based parallel application that uses two parallel libraries. The 
RM is used by the parallel application and the two libraries to coordinate the 
access to the CPUs. 

 

Task-based	
Application PLASMA MKL

dgemm()

0 1 2 3 4 5

CPU	USAGE

doptrf()()
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3 Resource Manager APIs 

3.1 Native offloading and resource enforcement API 

The Native Offload and Resource Enforcement (RE) API is a runtime-specific low-
level API that can be leveraged to asynchronously launch a parallel kernel on a 
specified set of CPUs. Its main goal is to confine the execution of a parallel kernel to a 
CPU set specified by the user in order to avoid oversubscription problems. In Figure 5, 
we show a sequential application that calls the dgemm function from the PLASMA 
library. The functionality of the dgemm function is implemented with an OmpSs parallel 

kernel, which is invoked by the PLASMA library using the native offloading API. The 
offloaded kernel is only allowed to run on the specified CPUs. The call to dgemm is 

synchronous, so the thread as well as the underlying CPU running it, are blocked until 
the execution of the parallel kernel is completed. This problem is solved when the 
native offloading and RE API is used together with the Task Pause/Resume API 
described in Section 3.4.   

 

 

Figure 5: Sequential application running on the CPU 1 calls the dgemm function. 
This function is launched on CPUs 4 and 5 using the native offloading and 
resource enforcement API. 

 

The native offloading and RE API provides the mechanism to specify the CPUs where 
a parallel kernel has to be executed, but it is the responsibility of the end-user to 
specify the concrete policy which defines where the kernels will be executed. Thus, the 
user selects the CPUs where the kernels will be executed. Figure 6 depicts how a 

parallel application can offload two parallel kernels and avoid over-subscription 
problems by specifying a disjoint set of CPUs for the main application (CPUs 0 and 1), 
the PLASMA library (CPUS 2 and 3) and the MKL library (CPUs 4 and 5). Nothing 
prevents the end-user from offloading two kernels to the same set or overlapping sets 
of CPUs, although, in general, this will degrade the overall performance of the system. 
The native offloading and RE API has been implemented by both the OmpSs [10] and 
StarPU [11] runtimes. 

Application PLASMA OmpSs

dgemm()

0 1 2 3 4 5

CPU	USAGE
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Figure 6: Parallel application running on the CPU 0 and 1 calls the dgemm and 
dpotrf functions. These functions are launched on CPUs 2-3 and 4-5 respectively, 
using the native offloading and resource enforcement API. 

 

Table 1 shows the definition of the native offloading and RE API for the OmpSs runtime 
system. The nanos_spawn_function is an asynchronous function that takes as input 

parameters a pointer to the OmpSs kernel to be executed, a pointer to the parameters 
of the kernel, a callback function that will be executed once the kernel is completed, 
and finally the set of CPUs that has to be used to execute the kernel. The OmpSs 
kernel, as well as all the sub-tasks created inside it, will be executed only on the CPUs 
specified in the cpu_mask parameter [12]. 

 

 
The example in Table 3 leverages a naïve implementation of the Fibonacci algorithm to 
illustrate how the native offloading API works on OmpSs. In this specific example half 
of the CPUs are used to calculate the n-1 Fibonacci number, while the second half of 
CPUs is used to calculate the n-2 Fibonacci number using the OmpSs kernel depicted 
in Table 2. This code is an OmpSs kernel, compiled and linked with the Mercurium 

compiler and Nanos6 runtime library respectively. This kernel will be used below to 
calculate the n-th Fibonacci number in parallel. 
 
 
 
 
 
 

Application PLASMA MKL

dgemm()

0 1 2 3 4 5

CPU	USAGE

dpotrf()

Table 1 Definition of the OmpSs native offloading and RE API 

void nanos_spawn_function( 
        void (*function)(void *), 
        void *args, 
        void (*completion_callback)(void *), 
        void *completion_args, 
        char const *label, 
        cpu_set_t *cpu_mask 
); 
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As previously mentioned, the nanos_spawn_function function is asynchronous but it 

can be easily converted to a synchronous call using a POSIX conditional variable and 
the available support for completion callbacks. Lines 1-5 define the type of conditional 
variable that will be used by the calling thread to wait until the offloaded kernel is 
completed. Lines 7-13 define the callback function that will be passed to the 
nanos_spawn_function function and will signal the conditional variable once the 

execution of the kernel is completed. Lines 15-66 define the wrapping function that will 
offload the computation of the Fibonacci number using two instances of one OmpSs 
kernel. Lines 19-21 and 34-36 define the parameters that will be passed to the two 
offloaded kernels. Lines 23-29 and 38-44 define the CPUs that will be used by the first 
and second kernels offloaded respectively, using the Linux standard CPU_ZERO and 
CPU_CLR macros to modify the CPU masks. Lines 48-51 show the offloading of both 
kernels and lines 53-63 contain the code necessary to wait until both kernels are 
completed. Finally, line 65 calculates the nth Fibonacci number using the two partials 

results computed by the two offloaded OmpSs kernels.  

Table 2 OmpSs parallel kernel that calculates the nth Fibonacci number  

  1 struct fib_args { 
  2         int n; 
  3         int res; 
  4 }; 
  5  
  6 #pragma oss task label(fibonacci) 
  7 void fibonacci_ompss(int index, int *result) { 
  8         if (index <= 1) { 
  9                 *result = index; 
 10                 return; 
 11         } 
 12  
 13         int result1, result2; 
 14         fibonacci_ompss(index - 1, &result1); 
 15         fibonacci_ompss(index - 2, &result2); 
 16  
 17         #pragma oss taskwait 
 18         *result = result1 + result2; 
 19 } 
 20  
 21 void fibonacci_kernel(void *args) { 
 22         struct fib_args *fib = (struct fib_args *)args; 
 23  
 24         fibonacci_ompss(fib->n, &fib->res); 
 25         #pragma oss taskwait 
 26 } 
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Table 3 Example that illustrates the use of the OmpSs native offloading and Enforcement 
API 

  1 struct nanos6_cond_var { 
  2         pthread_mutex_t mutex; 
  3         pthread_cond_t cond; 
  4         int signaled; 
  5 }; 
  6  
  7 void nanos6_wait_callback(void *args) { 
  8         struct nanos6_cond_var *cond_var = (struct nanos6_cond_var *)args; 
  9         pthread_mutex_lock(&cond_var->mutex); 
 10         cond_var->signaled = 1; 
 11         pthread_cond_signal(&cond_var->cond); 
 12         pthread_mutex_unlock(&cond_var->mutex); 
 13 } 
 14  
 15 int fibonacci_offload(int n) { 
 16         struct nanos6_cond_var cond_var1 = {PTHREAD_MUTEX_INITIALIZER, 
 17                                             PTHREAD_COND_INITIALIZER, 0}; 
 18  
 19         struct fib_args args1; 
 20         args1.n = n - 1; 
 21         args1.res = -1; 
 22  
 23         cpu_set_t cpu_mask1; 
 24         CPU_ZERO(&cpu_mask1); 
 25         sched_getaffinity(0, sizeof(cpu_mask1), &cpu_mask1); 
 26         CPU_CLR(0, &cpu_mask1); 
 27         CPU_CLR(1, &cpu_mask1); 
 28         CPU_CLR(2, &cpu_mask1); 
 29         CPU_CLR(3, &cpu_mask1); 
 30  
 31         struct nanos6_cond_var cond_var2 = {PTHREAD_MUTEX_INITIALIZER, 
 32                                             PTHREAD_COND_INITIALIZER, 0}; 
 33  
 34         struct fib_args args2; 
 35         args2.n = n - 2; 
 36         args2.res = -1; 
 37  
 38         cpu_set_t cpu_mask2; 
 39         CPU_ZERO(&cpu_mask2); 
 40         sched_getaffinity(0, sizeof(cpu_mask2), &cpu_mask2); 
 41         CPU_CLR(4, &cpu_mask2); 
 42         CPU_CLR(5, &cpu_mask2); 
 43         CPU_CLR(6, &cpu_mask2); 
 44         CPU_CLR(7, &cpu_mask2); 
 45  
 46         // fibonacci_kernel is a function parallelized with OmpSs 
 47         // that calculates the nth Fibonacci number 
 48         nanos_spawn_function(&fibonacci_kernel, &args1, &nanos6_wait_callback, 
 49                              &cond_var1, "offload", &cpu_mask1); 
 50         nanos_spawn_function(&fibonacci_kernel, &args2, &nanos6_wait_callback, 
 51                              &cond_var2, "offload", &cpu_mask2); 
 52          
 53         pthread_mutex_lock(&cond_var1.mutex); 
 54         while (cond_var1.signaled == 0) { 
 55                 pthread_cond_wait(&cond_var1.cond, &cond_var1.mutex); 
 56         } 
 57         pthread_mutex_unlock(&cond_var1.mutex); 
 58          
 59         pthread_mutex_lock(&cond_var2.mutex); 
 60         while (cond_var2.signaled == 0) { 
 61                 pthread_cond_wait(&cond_var2.cond, &cond_var2.mutex); 
 62         } 
 63         pthread_mutex_unlock(&cond_var2.mutex); 
 64          
 65         return args1.res + args2.res; 
 66 } 
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3.2 OpenCL offloading API 

We have extended OpenCL on top of the Native offloading and Resource Enforcement 
API in order to provide a standard interface to offload parallel kernels to different 
runtimes using a common interface. For instance, the Fibonacci example in the 
previous Section relied on the specific native offloading API implemented in Nanos6, 
which is different from the one provided by StarPU, although both are functionally 
equivalent. 

Moreover, the OpenCL API has also been extended to provide a generic interface to 
manage and enforce the execution of parallel kernels on specific CPUs. The OpenCL 
library is convenient but optional, as application or library developers can always 

directly use the Native Offload and RE API of its target parallel runtime.  

The example in Table 4 shows an equivalent implementation of the previous Fibonacci 
example using our extended implementation of OpenCL. The offloading and resource 
enforcements extensions have been developed on top of the Portable Computing 
Language (POCL) [13] open-source implementation of OpenCL (available at:  
http://portablecl.org/). This OpenCL library has also been extended to execute not only 
native functions and OpenCL kernels but also OmpSs and StarPU kernels. In fact, the 
previous OmpSs kernel (see Table 2) used to calculate the n-th Fibonacci number is 
reused without any change in this example. This example also uses a StarPU kernel 
that calculates the n-th Fibonacci number. This example follows the usual steps 
required to offload an OpenCL kernel: select the execution device; split it into two sub-
devices; run one instance of the Fibonacci OmpSs kernel in one sub-device and one 
instance of the Fibonacci StarPU kernel on the other sub-device; and finally wait for the 
result. Internally, the OpenCL driver calls the nanos_spawn_function described in the 

previous section to execute the OmpSs kernel and an equivalent function provided by 
the StarPU runtime to execute the StarPU kernel.   

Our extensions to OpenCL unify the native interfaces provided by the different 
runtimes. This makes the OpenCL layer more attractive to library developers because 
they can easily target different runtimes with very few modifications or even mix these 
runtimes as shown in the previous example, easily supporting heterogeneous 
environments. 

The blocking commands of the OpenCL API such as clFinish() that blocks the 

execution of the calling thread have also been modified to call the Task Pause/Resume 
API in order to avoid under-subscription issues; see Section 3.4 for more details.  
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Table 4 Example that illustrates the use of the OpenCL offloading and Enforcement API 

  1 int fibonacci_offload(int n) { 
  2         cl_platform_id platform_id; 
  3         clGetPlatformIDs(1, &platform_id, NULL); 
  4         cl_device_id device_id; 
  5         clGetDeviceIDs(platform_id, CL_DEVICE_TYPE_ALL, 1, &device_id, NULL); 
  6  
  7         cl_device_partition_property props[3]; 
  8         props[0] = CL_DEVICE_PARTITION_EQUALLY; 
  9         props[1] = 4; 
 10         props[2] = 0; 
 11  
 12         cl_device_id subdevice_id[2]; 
 13         cl_uint num_entries = 2; 
 14  
 15         clCreateSubDevices(global_dev, props, num_entries, subdevice_id, NULL); 
 16  
 17         cl_context ctx1 = clCreateContext(0, 1, &subdevice_id[0], 
 18                                           NULL, NULL, NULL); 
 19         cl_command_queue queue1 = clCreateCommandQueueWithProperties(ctx1, 
 20                                                 subdevice_id[0], 0, NULL); 
 21         cl_context ctx2 = clCreateContext(0, 1, &subdevice_id[1], 
 22                                           NULL, NULL, NULL); 
 23         cl_command_queue queue2 = clCreateCommandQueueWithProperties(ctx2, 
 24                                                 subdevice_id[1], 0, NULL); 
 25          
 26         int mem_res1; 
 27         struct fib_args args1; 
 28         args1.n = n - 1; 
 29         args1.res = &mem_res1; 
 30          
 31         int mem_res2; 
 32         struct fib_args args2; 
 33         args2.n = n - 2; 
 34         args2.res = &mem_res2; 
 35          
 36         clEnqueueNativeKernelWithType(queue1, &fibonacci_kernel_ompss, &args1, 
 37                         sizeof(args1), 0, NULL, NULL, 
 38                         CL_NATIVE_KERNEL_OMPSS, 0, NULL, NULL); 
 39         clEnqueueNativeKernelWithType(queue2, &fibonacci_kernel_starpu, &args2, 
 40                         sizeof(args2), 0, NULL, NULL, 
 41                         CL_NATIVE_KERNEL_STARPU, 0, NULL, NULL); 
 42         clFinish(queue1); 
 43         clFinish(queue2); 
 44          
 45         clReleaseCommandQueue(queue1); 
 46         clReleaseCommandQueue(queue2); 
 47         clReleaseContext(ctx1); 
 48         clReleaseContext(ctx2); 
 49          
 50         return mem_res1 + mem_res2; 
 51 } 
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3.3 Dynamic Resource Sharing API 

The Dynamic Resource Sharing (DRS) API is used to exchange idle CPUs between 
parallel runtimes/libraries running on the same process. When a runtime is not 
executing a parallel kernel (or the kernel that is executing cannot use all the available 
CPUs), it can decide to lend idle CPUs to another parallel runtime, which can then 
borrow and use these CPUs until the original runtime reclaims them. In addition to 
sharing general purpose CPU cores, the DRS API also supports sharing specialized 
devices such as accelerators or graphical processing units (GPUs) between multiple 

runtime systems. The device part of the DRS API supplies routines to query the 
number of available computing resources by type (OpenCL-capable device, NVIDIA 

CUDA GPU, multi-core accelerator such as an Intel Xeon Phi KNC discrete board), and 
to manage and alter the ownership of such devices between multiple runtime systems, 
to match the evolving requirements of software elements (application core part, 
libraries’ kernels) over the application lifetime. Devices can therefore be lent by a 
runtime to another runtime, and subsequently reclaimed again dynamically, just like 
CPUs. This API is orthogonal to the other APIs presented in this section, and it is 
specifically conceived to avoid resource underutilization. A detailed description of the 
complete API is available at DLB internal documentation [14]. 

This API is totally transparent to the end-user and application developer, and it is 
implemented in an external library linked by the runtime that uses it. In the context of 
the project we have enhanced the OmpSs and StarPU runtimes to leverage this API 
under-the-hood. Figure 7 illustrates the benefits of using this API in combination with 
the offloading and RE API previously discussed. This made-up example shows a 
OmpSs parallel application that calls the dgemm kernel of the PLASMA library 
(implemented on top of an OpenMP runtime) and the dpotrf kernel of the MKL library 

(implemented on top of the Intel TBB runtime). Initially, to avoid over-subscription 
problems, the end-user has decided to run the OmpSs parallel application on CPUs 0 
and 1, the kernels of the PLASMA library on CPUs 2 and 3, and the kernels of the MKL 
library on CPUs 4 and 5. With the help of the DRS library, both the PLASMA and MKL 
libraries can use more CPUs than those initially assigned. The dgemm kernel is 

originally spawned on CPUs 2 and 3, but right after the start of the execution, the 
OpenMP runtime asks the DRS library for more resources, and the latter temporarily 
lends CPUs 4 and 5 to speed up the execution of the dgemm kernel. While dgemm is 
executing, the main application starts the execution of the dpotrf kernel on CPUs 4 

and 5. At this point, the TBB runtime reclaims CPUs 4 and 5, and the DRS library 
quickly returns them back, so the execution of the dpotrf kernel can start. After a while, 
the dgemm kernel finishes so that CPUs 2 and 3 become idle, and they are lent to the 
TBB runtime that uses them to speed-up the execution of the dpotrf kernel. In 

summary, the DRS library dynamically balances the CPUs that are assigned to each 
library/runtime in order to accommodate the changes on the load, while respecting the 
original distribution specified by the end-user. The DRS library can be dynamically 
enabled and disabled on per runtime basis. It is worth noting, that the reclaim operation 

might be acknowledged by the runtime that is using the CPU after a short period of 
time if it is currently running a task on that CPU. This does not prevent the runtime 
owner of the reclaimed CPU to use it immediately, although for a short period of time 
an over-subscription situation may occur on that CPU. 
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Figure 7 A parallel application using two parallel libraries that dynamically share 
CPUs through the Dynamic Resource Sharing API. 

 

3.4 Task Pause/resume API 

For convenience and usability reasons, most libraries provide a synchronous interface. 
Using a library with a synchronous interface from inside a task is perfectly fine for 
sequential libraries, but for parallel libraries, communication libraries or, in general, any 
library that can block the execution of the calling thread, this can lead to CPU under-
utilization scenarios. To cope with this situation, we have designed a Task 
Pause/Resume API, and we have implemented it in the OmpSs runtime. 

The Task Pause/Resume API is a simple, generic and low-level API that is designed to 

inform task-based runtime systems that a task is going to be paused due to an external 
event, and later on, once the external event has been completed, the paused task can 
be resumed. This situation usually occurs when a task calls a synchronous function 
that blocks until that operation has completed. For instance, if a task calls MPI_Recv 

and the data is not ready yet, the thread that is executing the task, as well as, the CPU 
that is running that thread will block until the data is received by the MPI library. 
Another example is the execution of a parallel kernel using the native offloading and 
RE API described in the previous section. So far, when a task calls a parallel kernel 
that is executed on another set of CPUs, the task is blocked until the execution of the 
parallel kernel completes. Not only the task is blocked but also the thread/CPU that is 
running it. The information provided by the Task Pause/Resume API can be used by 
the task-based runtime system to pause the execution of the current task and execute 
another task instead, avoiding the waste of the CPU that is executing that task. 
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Table 5 OmpSs definition of the Task Pause/Resume API 

void *nanos_get_current_blocking_context(); 
void nanos_block_current_task(void *blocking_context); 
void nanos_unblock_task(void *blocking_context); 
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Table 5 describes the three functions provided by the Task Pause/Resume API. The 
first one is the nanos_get_current_blocking_context(). This function returns a void 

pointer that is an opaque identifier of the current task. The result is NULLif we call the 
function from a code that is not running on the context of any task. The second function 
is nanos_block_current_task(void *blocking_context). This function is used to inform 
the runtime that the task identified by the blocking_context parameter (previously 

obtained by the first call) is going to be paused. This function will block the execution 
flow of the current task and will pass the control of the CPU to the runtime system, 
which will be able to execute another task on that CPU. The paused task will not be 
resumed until another thread calls the third function: nanos_unblock_task(void 
*blocking_context). At this point, the task that was paused will be put on the runtime 

ready queue and will be executed as soon as there is a CPU available to run it.    

Figure 8 shows how the Task Pause/resume API can be combined with both the native 

or OpenCL offloading and RE API to avoid oversubscription scenarios. If we only use 
the offloading APIs, we have a situation like that described in Figure 6,  where the 

tasks performing the offloading are blocked (as well as the underlying CPU) until the 
execution of the parallel kernels is completed. In contrast, using the Task 
Pause/Resume API, we can pause the task just after performing the offload operation, 
so the runtime system can execute other tasks in the meantime. To resume the task 
after the kernel is completed, we only need to pass the nanos_unblock_task function 

as the callback parameter of the native offload function (see Table 1). Then, when the 
execution of the parallel kernel is completed, the callback function will be executed, 
and the task will be put on the ready queue and resumed as soon as a CPU becomes 
available. The very same approach has been adapted to be used with the blocking 
calls of OpenCL API such as ClFinish() operation.    

 

 

Figure 8 Example of an OmpSs Application that offload the execution of a 
parallel kernel from inside a task. The task is paused with the pause/resume API, 
so the runtime can schedule other tasks on that CPU while the parallel kernel is 
executed. 
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4 Use cases of RM APIs 
In this Section, we describe and analyze the two main use cases that illustrate the use 
of the RM APIs presented in Section 3. In Section 4.1, a parallel matrix multiplication is 
used to study how a parallel application can be effectively combined with a parallel 
library to exploit multiple levels of parallelism. Section 4.2 shows how the Task 
Pause/Resume API can be used to improve the interoperability of MPI and task-based 
programming models such as OmpSs.  

4.1 Parallel matrix multiplication 

In this section, we use a tiled version of the parallel matrix multiplication algorithm [15]. 
The usual task-based implementation of the naïve matrix multiplication algorithm 
subdivides the original matrix into smaller tiles, which are then computed in parallel by 
calling, once per task, the sequential version of the dgemm kernel [16] provided by an 

instance of the BLAS library. In this scenario, if the number of tiles is too small we 
might not expose enough parallelism to exploit all the available processors. The 
obvious solution to address this problem is to divide each one of the tiles into sub-tiles 
and compute them also in parallel. Unfortunately, mixing current libraries with runtimes 

leads to over-subscription problems which severely degrades the performance, as 
explained in Deliverable D4.1 [17]. We solve this issue by combining our 
native/OpenCL Offloading and Resource Enforcement API, the Task Pause/Resume 
API, and the Dynamic Resource Sharing API. 

To illustrate how these APIs are combined we have implemented a tiled matrix 
multiplication algorithm with StarPU and a parallel dgemm kernel with OmpSs. Thus, 
the coarse-grained tiles are processed by StarPU tasks (see cpu_mult in Table 6) while 
the calls to the parallel dgemm kernel are parallelized using OmpSs. In Table 6 we 

show the difference between directly calling the sequential version of dgemm kernel 
provided by the BLAS library (lines 93-94) or the parallel version of dgemm kernel 
provided by BLASs (lines 95-96). The main difference is that the latter has an 
additional parameter cpu_mask which specifies the CPUs that can be used to execute 
the parallel kernel. This parameter cpu_mask is set by the end-user. The parallel 

implementation of the dgemm kernel is provided by the BLASs library that uses the 

native Offloading and RE API to call the parallel implementation of the matrix 
multiplication implemented in OmpSs, as shown in Table 8. In this example, the calling 
StarPU task is blocked using a conditional variable that is signaled once the OmpSs 
kernel completes; however we could also use the Task Pause/Resume API to pause 
the calling task so that the StarPU runtime can execute other tasks in the meantime. In 
this way, the CPU that was running the paused task can be used to execute other 
StarPU tasks or, if there are no more StarPU tasks ready to be executed, it can be lent 
(using the Dynamic Resource Sharing API) to the OmpSs runtime in order to 
accelerate the computation of the sub-tile matrix multiplications. The function 
ompss_dgemm in Table 8 can be easily modified to use the OpenCL offloading API 

instead of the native one. The key changes are specification of the resources where 

the parallel kernel has to be executed (the user has to provide an OpenCL device 
instead of a cpu_mask), the function used to invoke the parallel kernel 
(clEnqueueNativeKernelWithType instead of nanos_spawn_function), and the way the 
task wait for the completion of the kernel (a call to clFinish instead of the pthread 

conditional variable). 

The parallel implementation of the dgemm kernel in OmpSs is shown in Table 7. This 
implementation first divides the tile into sub-tiles (line 136), and each sub-tile is then 
processed by an OmpSs task (lines 138-150), which finally calls the sequential version 
of the dgemm kernel provided by the BLAS library (line 143-148). 
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Table 7 Parallel implementation of dgemm using OmpSs from the BLASs library 

Table 6 StarPU task to compute one tile using the sequential dgemm 
implementation provided by the BLAS library (lines 93-94) or the parallel dgemm 

implementation provided by BLASs (lines 95-96) 

 74 void cpu_mult(void *descr[], void *arg) 
 75 { 
 76    struct starpu_dgemm_args *params = (struct starpu_dgemm_args *)arg; 
 77  
 78    double alpha = params->alpha; 
 79    double beta = params->beta; 
 80  
 81    double *subA = (double *)STARPU_MATRIX_GET_PTR(descr[0]); 
 82    double *subB = (double *)STARPU_MATRIX_GET_PTR(descr[1]); 
 83    double *subC = (double *)STARPU_MATRIX_GET_PTR(descr[2]); 
 84  
 85    unsigned nxC = STARPU_MATRIX_GET_NX(descr[2]); 
 86    unsigned nyC = STARPU_MATRIX_GET_NY(descr[2]); 
 87    unsigned nyA = STARPU_MATRIX_GET_NY(descr[0]); 
 88  
 89    unsigned ldA = STARPU_MATRIX_GET_LD(descr[0]); 
 90    unsigned ldB = STARPU_MATRIX_GET_LD(descr[1]); 
 91    unsigned ldC = STARPU_MATRIX_GET_LD(descr[2]); 
 92  
 93    /*cblas_dgemm(CblasColMajor, CblasNoTrans, CblasNoTrans, 
 94        nxC, nyC, nyA, alpha, subA, ldA, subB, ldB, beta, subC, ldC);*/ 
 95    ompss_dgemm(&params->cpu_mask, CblasTrans, CblasTrans, 
 96        nxC, nyC, nyA, alpha, subA, ldA, subB, ldB, beta, subC, ldC); 
 97 } 

129 enum DDSS_RETURN ddss_dgemm( enum DDSS_TRANS TRANS_A,  
130         enum DDSS_TRANS TRANS_B, int M, int N, int K, 
131         const double ALPHA, double *A, int LDA, 
132                             double *B, int LDB, 
133         const double BETA,  double *C, int LDC ) 
134 { 
135   /* ... */ 
136   ddss_dflat2tiled( M, N, C, LDC, mt, nt, TILE_C ); 
137   /* ... */ 
138   for ( mi = 0; mi < mt; mi++ ) 
139   { 
140     for ( ni = 0; ni < nt; ni++ ) 
141     { 
142         #pragma oss task inout(TILE_C[mi][ni]) 
143         cblas_dgemm( CblasRowMajor, ( CBLAS_TRANSPOSE ) TRANS_A, 
144                    ( CBLAS_TRANSPOSE ) TRANS_B, 
145                      tile_size_m, tile_size_n, 0, 
146                      ALPHA, TILE_A[0][0], 1, 
147                      TILE_B[0][0], 1, 
148                      BETA, TILE_C[mi][ni], tile_size_n ); 
149     }  
150   }   
151   /* ... */ 
152 } 
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 39 static void offload_ompss_dgemm(void *void_args) 
 40 { 
 41   struct args_dgemm *args = (struct args_dgemm *)void_args; 
 42  
 43   args->res = ddss_dgemm(args->TRANS_A, args->TRANS_B, args->M, 
 44             args->N, args->K, args->ALPHA, args->A, args->LDA, 
 45             args->B, args->LDB, args->BETA, args->C, args->LDC); 
 46 } 
 
 /* ... */ 
 
 64 int ompss_dgemm(cpu_set_t *cpu_mask, 
 65     int TRANS_A, int TRANS_B, 
 66     int M, int N, int K, 
 67     double ALPHA, double *A, int LDA, 
 68                   double *B, int LDB, 
 69     double BETA,  double *C, int LDC) 
 70 { 
 71   struct ompss_cond_var cond_var = {PTHREAD_MUTEX_INITIALIZER, 
 72                                     PTHREAD_COND_INITIALIZER, 0}; 
 73   struct args_dgemm args; 
 74   args.TRANS_A = TRANS_A; 
 75   args.TRANS_B = TRANS_B; 
 76   args.M = M; 
 77   args.N = N; 
 78   args.K = K; 
 79   args.ALPHA = ALPHA; 
 80   args.A = A; 
 81   args.LDA = LDA; 
 82   args.B = B; 
 83   args.LDB = LDB; 
 84   args.BETA = BETA; 
 85   args.C = C;  
 86   args.LDC = LDC; 
 87   args.res = -1; 
 88    
 89   nanos_spawn_function(&offload_ompss_dgemm, &args, &nanos6_wait_callback, 
 90                        &cond_var, "offload", cpu_mask); 
 91    
 92   pthread_mutex_lock(&cond_var.mutex); 
 93   while (cond_var.signaled == 0) { 
 94     pthread_cond_wait(&cond_var.cond, &cond_var.mutex); 
 95   } 
 96   pthread_mutex_unlock(&cond_var.mutex); 
 97  
 98   return args.res; 
 99 } 
 

Table 8 OmpSs dgemm kernel invocation using the Native Offloading and Resource 
Enforcement API 
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Figure 9 shows the time spent to multiply three matrices of 16Kx16K elements using 
tiles of 8Kx8K elements. With the StarPU version that directly calls the sequential 
implementation of dgemm provided by the BLAS library only four CPUs are used, as 

there is not enough task parallelism to feed all the cores. However, the StarPU version 
that calls the parallel dgemm provided by the BLASs library can expose a higher 

degree of parallelism, as the 8Kx8K tiles are further divided into sub-tiles of 512x512 
elements. While the first version that only exploits one level of parallelism achieve 89,7 
GFLOPs (billions of floating-point operations per second), the second version that 
exploits two levels of parallelism achieves 298,3 GFLOPs. 

 

 

Figure 9 Multiplication of three matrices of 16Kx16K elements. The tile size used 
by StarPU is 8Kx8K. On the parallel version (bottom), the 8Kx8K tiles are further 

divided in sub-tiles of 512x512 elements. 
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4.2 Hybrid MPI+OmpSs applications 

Traditional hybrid applications using MPI and OpenMP perform parallel computations 
using the fork-join approach of OpenMP while communications occur in a sequential 
part of the code. This common computing pattern can be improved using tasks to break 
this rigid sequence of fork-join computation, sequential communication, fork-join 
computation and so on by using tasks to also perform the communications. The 
problem of this approach is that programmers may experience deadlocks when 
invoking MPI synchronous primitives (e.g. MPI_Send or MPI_Recv) inside an OpenMP 

task (see D4.1 [9] for more details). An MPI call inside a task will block the thread (and 
the associated CPU) until the corresponding resource is completely released. Thus, 
when the number of operations is higher than the number of available threads, the 
application may hang due to a dead-lock situation. This issue can be easily avoided by 
serializing the communication tasks with a sentinel (an artificial dependency only used 
to ensure that communication tasks are serialized). However, a side effect of this 

serialization is that the application parallelism is artificially limited. To provide a general 
solution to this problem, we have used the Task Pause/Resume API presented in 
Section 3.4 to implement an interoperability library between the OmpSs tasking model 
and the MPI communication library. This interoperability layer, described in the 
following section, intercepts all the blocking MPI calls and transforms them into their 
asynchronous counterparts, using the Task Pause/Resume API to manage the 
communication tasks. 

4.2.1 MPI Interception library 

The MPI interoperability library uses the standard MPI interception techniques that 
allow to transparently intercept all the MPI calls done by an application. Table 8 shows 
the code that is executed when the application executes an MPI_recv operation from 

inside a task. The first thing done at line 4 is to check if the interception library is 
enabled. If this is not the case the original blocking MPI_recv operation is executed 

(line 21). Otherwise, the blocking call is transformed into the non-blocking counterpart, 
in this case an MPI_Irecv (line 6). The code then checks if the operation is immediately 

completed. In such case, the function returns without blocking the task, as the MPI 
operation has been completed. Otherwise, a ticket object is created and filled with the 

information about the ongoing MPI operation and the current task (line 15). The ticket is 
next registered inside the OmpSs runtime and the task is paused (line 18). The MPI 
asynchronous operations do not have a callback to wake up the thread once the 
operation is completed. To handle this, the runtime system implements a polling 
service (line 27) that periodically checks if an MPI operation has completed (line 30). 
When an MPI operation completes, the task waiting for that MPI operation is resumed 
(line 34) and put back to the runtime system ready queue. All other blocking MPI 
primitives are intercepted and managed in a similar way to the MPI_recv described 

above. 
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To be able to use this library in a portable way, such that applications can reliably work 
with or without it, we have introduced a new level of thread-level support called 
MPI_TASK_MULTIPLE to the MPI_Init_thread() call. In this way, applications can 

check if the underlying MPI library supports the pause and resume of tasks (using 
either our MPI interoperability library or a native MPI libraries extended with this 
feature). Table 10 New level of parallelism support added to MPI_init_thread() shows 
an example of how a hybrid MPI+OmpSs can use this new thread-level support to write 
portable applications. First, the application checks if the MPI_TASK_MULTIPLE 
threading-level is supported by the underlying MPI library. If this is the case, it defines a 
sentinel variable to NULL, which will be ignored by the runtime system. Otherwise, it 

set the sentinel variable to one, so that communication tasks will be serialized. This is 
shown in Lines 16-19, where the communication tasks are created with a normal 
dependency over the block they will work on as well as an artificial inout annotation of 
the sentinel variable to serialize the execution of these tasks and avoid dead-locks. 

 

 

 

1 int MPI_Recv(void *buf, int count, MPI_Datatype datatype, int source, int tag, 
  2              MPI_Comm comm, MPI_Status *status) { 
  3     int err; 
  4     if (Interop::isEnabled()) { 
  5         MPI_Request request; 
  6         err = MPI_Irecv(buf, count, datatype, source, tag, comm, &request); 
  7  
  8         int completed = 0; 
  9         MPI_Test(&request, &completed, status); 
 10  
 11         if (!completed) { 
 12             Ticket ticket; 
 13             ticket._request = &request; 
 14             ticket._status = status; 
 15             ticket._waiter = nanos_get_current_blocking_context(); 
 16             _pendingTickets.add(ticket); 
 17  
 18             nanos_block_current_task(ticket._waiter); 
 19         }    
 20     } else { 
 21         err = PMPI_Recv(buf, count, datatype, source, tag, comm, status); 
 22     } 
 23  
 24     return err; 
 25 } 
 26  
 27 void Interop::poll() { 
 28     for (Ticket &ticket : _pendingTickets) { 
 29         int completed = 0; 
 30         MPI_Test(ticket._request, &completed, ticket._status); 
 31  
 32         if (completed) { 
 33             _pendingTickets.remove(ticket); 
 34             nanos_unblock_task(ticket._waiter); 
 35         }    
 36     } 
 37 } 

Table 9 MPI Interoperability library. Implementation of the MPI_recv and the polling 
function executed periodically by the runtime system. 
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4.2.2 Solving the Heat equation with the Gauss-Seidel iterative method 

In this section we use the iterative Gauss-Seidel method [18] to solve the Heat 
equation [19], which is a parabolic partial differential equation that describes the 
distribution of heat (or variation in temperature) in a given region over time. The Guass-
Seidel method has been implemented using three different variants of MPI + OpenMP. 

We have used Marenostrum4 to run the experimental validation. This system is a 
supercomputer based on Intel Xeon Platinum processors from the Skylake generation. 
It consists of 48 racks housing 3,456 nodes with a grand total of 165,888 processor 

cores and 390 Terabytes of main memory. The compute nodes are equipped with 2 
sockets Intel Xeon Platinum 8160 CPU, with 24 cores each, for a total of 48 cores per 
node, and 96 GB of main memory. 

We have implemented a tiled version of the iterative Guass-Seidel algorithm with 
OmpSs. For each iteration, one task is created to update each block using the top and 
left block of the current iteration, and the current, left and bottom block of the previous 
iteration as shown in the right side of Figure 10. Thus, the parallelism available at each 
iteration resembles a wave-front. Moreover, multiple time iterations can also be 
executed concurrently exploiting then both spatial and temporal wave-front parallelism. 

 

Table 10 New level of parallelism support added to MPI_init_thread() 

  1 int MPI_TASK_MULTIPLE = MPI_THREAD_MULTIPLE + 1; 
  2   
  3 int *sentinel; // Sentinel used to serialize communication tasks 
  4   
  5 int main(int argc, char * argv[]) { 
  6       int provided; 
  7       MPI_Init_thread(&argc, &argv, MPI_TASK_MULTIPLE, &provided); 
  8       if(provided == MPI_TASK_MULTIPLE) { 
  9             sentinel = 0; // If sentinel == 0 => the dependency is ignored 
 10       } else  sentinel = (int *) 1; 
 11         
 12       assert(provided >=  MPI_THREAD_MULTIPLE); 
 13         
 14       /* ... */ 
 15  
 16       for(int i=0; i<NT; i++){ 
 17         #pragma oss task inout(tile[i]) inout(*sentinel) 
 18         communication_task(tile[i]); 
 19       } 
 20  
 21       return 0; 
 22 } 

https://en.wikipedia.org/wiki/Parabolic_partial_differential_equation
https://en.wikipedia.org/wiki/Heat
https://en.wikipedia.org/wiki/Temperature
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Figure 10 Input matrix of 3 x 12 blocks split in four MPI ranks. For each iteration 
one task is created to update each block using values of both current (top and 

left blocks) and previous (current, right and bottom blocks) iterations.  

 

 

Figure 11 Optimal block size for the iterative Gauss-Seidel method implemented 
in OmpSs. Each execution performs 100 iterations on a 64K x 64K matrix. 
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Using a pure OmpSs version (without using MPI) we have identified the optimal block 
size for a problem size of a 64K x 64K matrix on one node, for block sizes ranging from 

128x128 to 16Kx16K elements. As shown in Figure 11 the best performance is 
obtained with blocks of 1Kx1K elements. The configurations with a smaller block size 
offer worse performance due to the overhead of task creation and management. The 
configurations with a larger block size constrain the number of tasks, and thus the 
parallelism that is exposed is not high enough to make the most of all the 48 cores.  

We have extended the pure OmpSs version to run on distributed environments using 
MPI. The left-hand side of Figure 10 shows how a domain of 3 x 12 blocks has been 
split across four MPI ranks to illustrate how the domain is split across MPI processes. 
The MPI+OmpSs version introduces additional dependences due to the 
communications needed between the neighbour MPI ranks. We have developed three 
different variants of the hybrid MPI + OmpSs version. 

MPI + OmpSs fork-join: This version extends the pure OmpSs version by adding a 
taskwait at the end of each iteration, which introduces a wait until all the tasks of the 

current iteration have completed. This version is still able to exploit the spatial wave-
front parallelism, but it cannot exploit the temporal wave-front parallelism anymore. 
After each taskwait, the exchange of rows between neighbour MPI ranks is performed 

on the sequential part of the code. Once the block exchanges are completed, the next 
iteration can start.    

MPI + OmpSs task: This version extends the previous one by removing the taskwait at 

the end of each iteration and doing instead the exchange of rows inside tasks. 
However, the execution of the communication tasks has to be serialized to avoid the 
dead-lock problems commented above.  

MPI + OmpSs task + interop: This version extends the previous one by removing the 
serialization of the communication tasks and relaying on the MPI interoperability library 

we have presented above to avoid dead-lock situations. 

Figure 12 compares the dependency graph of the MPI fork-join version (left) and both 
MPI + tasks versions (right). For the sake of clarity, both graphs have been simplified 
by showing only the first four iterations, eliminating the explicit communication tasks 
and also most redundant dependencies (such as anti-dependences). In the MPI+fork-
join version, the execution of each iteration inside an MPI rank depends on the 
completion of the previous iteration of their neighbors MPI ranks, which results in the  
serialization of the execution of the whole program. In the MPI+tasks versions, the 
complete serialization of the iterations is avoided. However the version that does not 
use the interoperability still has to serialize the communication tasks, and this 
introduces the red dependences that also impact significantly the availability of 
parallelism inside each iteration and across iterations. Finally, the MPI+tasks version 

that uses the interoperability removes the red dependences and thus can fully exploit 
both inter- and intra-iteration parallelism (i.e. the spatial and temporal wave-front 
parallelism). Moreover, in this last version tasks blocked on MPI calls never block the 
underlying CPU, so that resource undersubscription is also avoided. In summary, the 
interoperability library allows the programmer to parallelize applications in a natural 
way, without introducing additional dependencies that hinder the available parallelism. 
In consequence, their efficiency is very similar to that of the pure OmpSs version 
running on one node. 
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Figure 12 Left: simplified dependency diagram for the MPI+fork-join version. 
Right: simplified dependency diagram of the MPI+task version without the 
interoperability library and with the interoperability library (no red dependencies) 
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Figure 13 Strong scaling study (64K x 64K  elements).  100 iterations 48 cores 
per node. The performance of the pure OmpSs version is used as the baseline. 

Figure 13 shows a strong-scaling study of the three versions using as a baseline the 
performance of the pure OmpSs version running on one node. With a single node, the 
two versions based on tasks offer the same performance as the pure OmpSs 

implementation, but the fork-join version already presents lower performance because 
the taskwait at the end of each temporal iteration constrains the available parallelism. 

As we increase the number of nodes, the performance of both the fork-join and the task 
version without interoperability perform badly, while the task version using the 
interoperability scales almost perfectly up to eight nodes. With 32 nodes, the 
performance does not increase anymore, as the problem size per node becomes too 
small to get the most of the 48 available cores.  

Figure 14Figure 15 andFigure 16 shows a execution traces of the fork-join, task and 
task+interoperability versions running on four nodes with the same time-scale. The X 
axis shows the time and the Y axis the four MPI processes with 48 cores each. The red 
lines correspond to the execution of the Gauss-Seidel tasks and the green line 
encompasses the first ten temporal iterations of Rank 0.   Figure 14 clearly exposes 
that the taskwait, at the end of each temporal iteration, limits the available parallelism 

that is not enough to feed the 48 cores. Moreover, the boundary exchange performed 
on the sequential code after the taskwait serializes the execution of the iterations 

across MPI ranks, which also reduces the performance of this version. Figure 15 
shows that the task version improves a bit over the previous version because now the 
computations done on the different ranks are not so strictly synchronized. However, the 
serialization of the communication tasks introduces additional dependences that still 
limit the available parallelism and thus the observed performance. Finally, Figure 16 
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shows that the task version enhanced with the MPI interoperability library can fully 
exploit the 48 cores. No artificial dependences are added, so both spatial and temporal 

wavefront parallelism can be fully exploited, and the computations done by different 
ranks can start as soon as the necessary data has been received. 

 

 

Figure 14 Gauss-Seidel MPI + Fork-join version: 4 node (1 MPI rank per node, 48 
cores per node). The green arrow encompasses the first ten iterations of Rank 0. 

 

Figure 15 Gauss-Seidel MPI + task version (no interoperability): 4 node (1 MPI 
rank per node, 48 cores per node). The green arrow encompasses the first ten 
iterations of Rank 0. 

 

Figure 16 Gauss-Seidel MPI + task version (interoperability): 4 node (1 MPI rank 
per node, 48 cores per node). The green arrow encompasses the first ten 
iterations of Rank 0. 
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5 Conclusions 
We have presented the implementation of the four RM APIs and how they can be used 
to avoid both under-subscription and over-subscription issues. Although the RM APIs 
can be directly used by application developers, they have been designed to be mostly 
used by library and runtime developers. This way, runtime and library developers can 
provide libraries and runtimes that can be easily composed by the applications 
developers to build complex applications that can exploit all the levels of parallelism 
available in their algorithms. The end user is only responsible for defining the initial 

assignment of resources for each library or runtime system.  

The Task Pause/Resume API can also be used to integrate task-based models with 
external libraries, such as the MPI communication library, improving not only the 
programmability and productivity (avoiding dead-locks) but also the application 
performance.       

The next step is to bring these developments to the appropriate forums to commence 
the standardization process. Both the native offloading and RE API and the Task 
Pause/Resume API will be presented to the OpenMP committee, while the new 
threading level (MPI_TASK_MULTIPLE) will be presented to the MPI Forum. Although 
none of the project partners is a member of the OpenCL consortium, we also plan to 
present the extensions to OpenCL either directly to the OpenCL Forum or through a 
research paper, so we can get feedback and explore the viability of standardizing these 

APIs.  

Until the end of the project we will closely work with WP5 to identify applications and 
scenarios where we can apply the APIs presented in this deliverable. Moreover, we will 
also plan to explore the use of the task Pause/Resume API with the one-sided 
communication primitives of GASPI.  
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