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Ludwig	(GASPI+MPI)	
Introduction	
Ludwig	 is	 a	 general	 purpose	 parallel	 Lattice-Boltzmann	 code	 capable	 of	 simulating	 the	
hydrodynamics	of	complex	fluids	in	3D.	The	underlying	hydrodynamic	model	is	based	on	the	lattice	
Boltzmann	(LB)	equation.	This	itself	may	be	used	to	study	simple	(Newtonian)	fluids	in	a	number	of	
different	scenarios,	including	porous	media	and	particle	suspensions.	 

Broadly,	 the	code	 is	 intended	for	complex	 fluid	problems	at	 low	Reynolds	numbers,	so	 there	 is	no	
consideration	of	turbulence,	high	Mach	number	flows,	high	density	ratio	flows,	and	so	on.	

Ludwig	is	a	robust	and	portable	code	written	in	ANSI	C.	It	can	be	used	to	perform	serial	and	scalable	
parallel	simulations	of	complex	fluid	systems	based	around	hydrodynamics	via	the	lattice	Boltzmann	
method.	 Time	evolution	of	modeled	quantities	 takes	 place	 on	 a	 fixed	 regular	 discrete	 lattice.	 The	
preferred	method	 of	 dealing	with	 the	 corresponding	 order	 parameter	 equations	 is	 by	 using	 finite	
difference.	

	
Figure	 1	 -	 Left:	 the	 lattice	 decomposed	 between	 Message	 Passing	 Interface	 (MPI)	 tasks.	 For	 clarity	 we	 show	 2D	
decomposition	of	a	3D	lattice	but	un	practice	we	decompose	in	all	three	dimensions.	Halo	cells	are	added	to	each	sub-
domain	(as	shown	on	the	upper	right	 for	a	single	slice)	which	store	data	retrieved	from	remote	neighbors	 in	the	halo	
exchange.	Lower	right:	the	D3Q19	velocity	

To	 allow	 utilization	 of	 multi-node	 computing	 architectures,	 Ludwig	 is	 parallelized	 using	 domain	
decomposition	 and	 message-passing	 communications	 (MPI).	 The	 regular	 3D	 decomposition	 is	
illustrated	in	Figure	1.	Each	local	sub-domain	is	surrounded	by	a	halo	(or	ghost)	region.	Elements	of	
the	 distribution	must	 be	 exchanged	 at	 the	 edges	 of	 the	domains	 to	 facilitate	 the	propagation.	 To	
achieve	the	 full	3D	halo	exchange,	 the	standard	approach	of	shifting	 the	relevant	data	 in	each	co-
ordinate	direction	in	turn	is	adopted.	This	requires	appropriate	synchronization,	that	is,	a	receive	in	
the	 first	 co-ordinate	 direction	must	 be	 complete	 before	 a	 send	 in	 the	 second	 direction	 involving	
relevant	data	can	take	place,	and	so	on.	Note	that	only	“outgoing”	elements	of	the	distribution	need	
to	be	sent	at	each	edge.	

Motivation	
GASPI	 introduces	 the	 PGAS	model	 which	 will	 allow	 us	 an	 efficient	 asynchronous	 communication.	
PGAS	models	 and	 in	 particular,	 GASPI	 are	 well	 suited	 for	 small	messages	 communications	 where	
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outperform	 MPI.	 GASPI	 promotes	 the	 use	 of	 one-sided	 communication,	 where	 one	 side,	 the	
initiator,	 has	 all	 the	 relevant	 information	 for	 performing	 the	data	movement.	 This	 idea	decouples	
the	 data	 movement	 from	 the	 synchronization	 between	 processes	 and	 it	 is	 especially	 relevant	 in	
applications	 that	 rely	 on	 continuous	 halo	 communications	 between	 neighbors.	 Therefore,	 the	
inclusion	of	GASPI	to	the	halo	exchange	sections	of	Ludwig	could	simply	the	communication	process	
and	therefore	optimize	the	whole	application.	

Implementation	details	and	performance	results	
The	main	 halo	 exchange	 routines	 responsible	 for	 exchanging	 data	 between	 neighbor	 subdomains	
use	non-blocking	MPI	 and	MPI	derived	datatypes.	MPI	derived	datatypes	 allow	us	 to	 specify	non-
contiguous	data	in	a	convenient	manner	and	yet	treat	it	as	if	it	was	contiguous.	

GASPI	 requires	 the	 creation	 and	 later	 use	 of	 the	 so-called	 GASPI	 segments.	 In	 our	 case,	we	 have	
created	a	GASPI	segment	per	plane	and	direction.	Therefore,	since	we	have	3	planes	and	2	directions	
per	plane,	we	will	require	6	different	GASPI	segments.	The	size	of	the	segments	is	defined	as	twice	
the	 size	 of	 buffer	 to	 be	 sent	 since	we	will	 use	 the	 same	 segment	 to	 send	 and	 receive	 data	 from	
neighbor	subdomains.		

Since	Ludwig	uses	MPI	datatypes,	complicated	layouts	of	the	data,	it	is	necessary	to	unpack	the	MPI	
datatypes	and	copy	the	data	contiguously	 into	a	GASPI	segment.	Once	the	data	has	been	sent	and	
notified	we	need	to	put	the	data	back	from	the	GASPI	segment	to	the	original	buffer	to	be	able	to	
continue	with	normal	execution	of	Ludwig.	

Strong	 scaling	 results	 of	 the	 Ludwig	 runtime	 demonstrate	 little	 difference	 between	 the	 pure	MPI	
implementation	 compared	 to	 the	 GASPI+MPI	 implementation.	 Given	 the	 performance	 benefits	 of	
one-sided	 communication	 in	 GASPI1	 we	 attribute	 this	 performance	 penalty	 to	 tedious	 process	 of	
unpacking	and	packing	back	and	forth	between	the	MPI	datatypes	and	the	GASPI	segments.	

	
Figure	2	–	Total	time	comparison	in	Ludwig	with	a	1923	lattice	size	simulation.	

These	results	indicate	that	the	performance	of	the	GASPI+MPI	version	of	Ludwig	is	closer	to	the	MPI	
version	 when	 the	 message	 size	 used	 in	 the	 halo	 communication	 is	 large,	 i.e.	 when	 smaller	 core	

																																																													
1	Fraunhofer,	“GPI2	Benchmarks,”	[Online].	Available:	http://www.gpi-site.com/gpi2/benchmarks.	
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counts	 are	 used	 for	 a	 given	 lattice	 size.	 Other	 experiments	 in	 halo	 exchange	 operations	 have	
demonstrated	that	GASPI	performance	improves	with	small	messages	sizes	rather	than	large	as	it	is	
seen	here.	However,	 the	 interoperability	approach	used	 in	this	 implementation	seems	to	withhold	
some	of	the	advantages	attributed	to	GASPI.	A	new	approach	is	under	investigation.	This	approach	
will	 use	 a	 novel	 allocation	 policy	 for	 segments	where	 data	 and	GASPI	 notifications	 can	 be	 shared	
across	 multiple	 processes	 on	 a	 single	 node.	 The	 shared	 notifications	 should	 be	 used	 with	 GASPI	
segments	 that	 are	 using	 shared	 memory	 provided	 by	 the	 applications,	 such	 as	 MPI	 windows,	 in	
interoperability	mode.	


