
Copyright INTERTWinE Consortium 2018 1 

TAU-kernel	linsolv	(MPI+OpenMP	threads)	
Introduction	
TAU-kernel linsolv implements several (iterative) methods to find an approximate solution of 
the linear system 𝐴𝑥 = 𝑏, where 𝐴 is a sparse block matrix of dimension 𝑁 (number of grid 
points), with square blocks 𝐴!" of dimension 𝑉 (usually 𝑉 = 6). 

Available solution methods are: 

• (PNT) Point implicit: 
𝑥!
! = 𝐴!!!!𝑏! , 𝑖 = 1,… ,𝑁 

 
• (JAC) Jacobi: 

𝑥!
(!!!) = 𝐴!!!! 𝑏! − 𝐴!"𝑥!

(!)!
!!!,!!! , 𝑖 = 1,… ,𝑁  

 
• (GS) Gauss-Seidel: 

𝑥!
(!!!) = 𝐴!!!! 𝑏! − 𝐴!"𝑥!

(!!!)!!!
!!! − 𝐴!"𝑥!

(!)!
!!!!! , 𝑖 = 1,… ,𝑁  

 
• (SGS) Symmetric Gauss-Seidel: 

𝑥!
(!!!) = 𝐴!!!! 𝑏! − 𝐴!"𝑥!

(!!!)!!!
!!! − 𝐴!"𝑥!

(!)!
!!!!! , 𝑖 = 1,… ,𝑁,𝑁,… ,1  

As a preliminary step for all methods, the LU decomposition of the diagonal blocks of A is 
calculated (LU), and used for the solution of the small systems 𝐴!!𝑥!. 

In TAU these methods are used to construct a preconditioner for the Runge-Kutta scheme 
which does not require exact solution of the linear system, usually only a few 𝑘 iterations are 
performed. 

Motivation	
By using a hybrid parallelization approach we hope to achieve better scalability due to 
minimized communication needs as well as better load balancing capabilities. 

Implementation	details	and	performance	results	
MPI parallelization The parallelization is based on a domain decomposition of the 
computational grid. Matrix A is decomposed row-wise according to the mapping of grid 
points to subdomains. Each subdomain is assigned to one MPI process and is first solved as 
an individual problem. For JAC and GS, the halo part of the approximate solution is then 
communicated after each completed sweep; for SGS, after each forward and backward 
sweep; for LU and PNT, only local data is involved, so no MPI communication is needed. 

OpenMP parallelization For LU, JAC and PNT, all iterations 𝑖 = 1…𝑁 are completely 
independent and are, thus, parallelized using #pragma omp for directives. For GS and 
SGS, iterations over rows 𝑖 have been manually split into nthread consecutive chunks (i.e. 
local subdomains). During a sweep each thread then calculates and updates only its own 
part of 𝑥, using other parts of 𝑥 from the previous sweep. Depending on the initialization of 
MPI, communication is done either by a single thread (MPI_THREAD_SERIALIZED mode) 
or by all available threads (MPI_THREAD_MULTIPLE mode). Packing and unpacking of 
MPI communication buffers is always done by all threads. 
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Figure	1 and Figure	2 show performance results for the DLR-F6half test case (~15.8 ∙ 10! 
grid points) conducted on the DLR SCART HPC-cluster, equipped with Ivy-Bridge 
processors (Intel Xeon Processor E5-2680 v2, dual-socket, 10 cores per socket, 2.8GHz) 
connected with InfiniBand QDR (Intel True Scale Fabric). Intel Parallel Studio XE 2017 
(compiler, MPI Library and OpenMP runtime) was used for the tests. 

 

 
a) pure MPI (20 processes per node) 

 
b) MPI + OpenMP (5 threads per process, 4 processes 

per node) 

Figure 1: Parallel speedup compared to 5 nodes. 

 

 
Figure 2: Relative performance of MPI + OpenMP (5 threads per process, 4 processes per node) 

compared to pure MPI (20 processes per node). 

 

For the methods involving no communication (LU and PNT) the hybrid version generally 
performs slightly better than the original pure MPI version. For the Gauss-Seidel methods, 
the hybrid version is slower than the original version. For method JAC, the hybrid version 
shows similar performance as the original version only at larger number of nodes. 


