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iPIC3D (MPI+OpenMP threads) 

Introduction 
iPIC3D is a Particle-in-Cell (PIC) code for the simulation of space plasmas in space weather 
applications during the interaction between the solar wind and the Earth’s magnetic field. 
The iPIC3D code was initially written entirely in C++ with MPI C bindings and consists of 
approximately 10,000 lines of code, but now makes use of hybrid MPI + OpenMP. 

The magnetosphere is a large system with many complex physical processes, requiring 
realistic domain sizes and billions of computational particles. Hence, the iPIC3D code is 
based on the implicit moment algorithm, using the numerical discretization of Maxwell’s 
equations and particle equations of motion that allows simulations with large time steps and 
grid spacing when compared to common PIC codes, but still retaining the numerical stability. 
Plasma particles from the solar wind are mimicked by computational particles. At each 
computational cycle, the velocity and location of each particle is updated, the current and 
charge density are interpolated to the mesh grid, and Maxwell’s equations are solved. Figure 
1 depicts these computational steps. The communication kernel comprises several files for 
the communication of the particles’ values and quantities defined on the computational mesh. 

 

Figure 1: Computational steps in iPIC3D. 

iPIC3D is parallelized using domain decomposition and message-passing communications: 
an iPIC3D simulation is being run on a number of processors and on a network of cells, so 
each processor handles a number of cells. However, at certain intervals, each processor 
must find out the values of the cells adjacent to those in its own domain. The process of 
each processor finding these values out is called halo exchange. To achieve the full 3D halo 
exchange, the standard approach of shifting the relevant data in each co-ordinate direction 
in turn is adopted. This requires appropriate synchronization, that is, a receive in the first co-
ordinate direction must be complete before a send in the second direction involving relevant 
data can take place, and so on. Note that only “outgoing” elements of the distribution need to 
be sent at each edge. 

Motivation 
The addition of OpenMP threads to the multithreaded MPI library allows multiple threads 
running in parallel and making calls to the MPI. This allows the possibility of having multiple 
communications (during the halo exchange and particle mover) happening at the same time 
instead of a single threaded approach where only one thread could make calls to the MPI 
library for communication. 

Implementation details and performance results 
We focus here on enabling multiple threads in the iPIC3D code to call MPI functions 
simultaneously. In the original code, only a master thread carries communication. Figure 2 
illustrates two cases of the MPI and OpenMP programming models interoperability: 
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 Only OpenMP master thread calls MPI functions (on the left side of the figure); 

 Multiple OpenMP threads call MPI functions (on the right side of the figure). 

 
Figure 2: OpenMP threading in an MPI code. 

In iPIC3D, the halo exchange consists of three communication phases - between faces, 
edges, and corners. The first phase includes six sequential calls to MPI_Irecv() and six 
sequential calls to MPI_Isend(). With the usage of MPI_THREAD_MULTIPLE, it is possible 
to parallelize each set of these calls. As there are only six independent serial calls to the 
non-blocking MPI receive functions and six to the non-blocking MPI send functions, the 
maximal possible level of parallelism here is six. And therefore, by taking into account that 
the number of CPUs in a node of a supercomputer is a power of two, there are several 
possible strategies for the parallelization of the region (with two, four and eight threads). 

Figure 3 illustrates the phase of communication between faces in the halo exchange in 
iPIC3D with enabled OpenMP thread support in MPI with four OpenMP threads, so with 
MPI_THREAD_MULTIPLE four threads call MPI functions in parallel. As there are six 
possible parallel calls to the MPI_Irecv() functions and another six to the MPI_Isend() 
functions, four calls to MPI_Irecv() are executed by the threads in parallel and then the 
remain two calls to MPI_Irecv() are done in parallel. Same strategy is applied to MPI_Isend(). 

#pragma omp parallel default(shared) private(id_thread,nthreads){ 
  id_thread = omp_get_thread_num(); 
  nthreads = omp_get_num_threads(); 
  … 
  if (nthreads==4){ 
    if(id_thread==0) 
      if(left_neighborX != MPI_PROC_NULL && left_neighborX != myrank ){ 
        #pragma omp critical{ 
          MPI_Irecv(&vectorMPI_Isend(&vector[1][1][[0][1][1], 1, 
          yzFacetype, left_neighborX,tag_XR, comm, &reqList[recvcnt]); 
          recvcnt++; 
          communicationCnt[0] = 1;}} 
    if(id_thread==1) 
      if(right_neighborX != MPI_PROC_NULL && right_neighborX != myrank ){ 
        #pragma omp critical{ 
          MPI_Irecv(&vector[nx-1][1][1], 1, yzFacetype, 
          right_neighborX,tag_XL, comm, &reqList[recvcnt]); 
          recvcnt++; 
          communicationCnt[1] = 1;}} 
    … 
    #pragma omp barrier 
    if(id_thread==0){ 
      sendcnt = recvcnt; 
      offset = (isCenterFlag ?0:1);} 
    #pragma omp barrier 
    if(id_thread==0) 
      if(communicationCnt[0] == 1){ 
        #pragma omp critical{ 
          MPI_Isend(&vector[1+offset][1][1],1, yzFacetype, 
          left_neighborX, tag_XL, comm, &reqList[sendcnt]); 
          sendcnt++;}} 
    if(id_thread==1) 
      if(communicationCnt[1] == 1){ 
        #pragma omp critical{ 
          MPI_Isend(&vector[nx-2-offset][1][1], 1, yzFacetype, 
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          right_neighborX,tag_XR, comm, &reqList[sendcnt]); 
          sendcnt++;}} 
    …} 
} 

Figure 3: Code snippet of communication between faces in Halo exchange in iPIC3D with 
MPI_THREAD_MULTIPLE using four OpenMP threads per MPI process 

The phase of communication between edges consists of six calls to MPI_Irecv() and six - to 
MPI_Isend(), the phase of communication between corners - two calls to MPI_Irecv() and 
two calls to MPI_Isend(). The same approach has been used in these two cases as well. 

Tests were performed on the Beskow supercomputer (Cray XC40) at KTH. To compare the 
original version of the iPIC3D code with the new version, based on MPI threading support, 
we used two standard simulation cases called GEM 3D and Magnetosphere 3D. In addition, 
we used two different data sizes/regimes for both simulation cases, namely field- and 
particle-dominated. In order to ensure a fair comparison, the number of iterations in the 
linear solver was fixed to 20. Figure 4 shows the results of the weak scaling tests for one of 
the iPIC3D simulations. Three-dimensional decomposition of MPI processes on X-, Y- and 
Z-axes was used, resulting in different topologies of MPI processes, each having two, four, 
and then eight threads in addition. For this particle dominated Magnetosphere 3D simulation 
on 32 cores (2x2x2 MPI processes x 4 OpenMP threads), 27x106 particles and 30x30x30 
cells were used, and the simulation size increased proportionally to the number of processes. 

 
Figure 4: Weak scaling tests for one of the simulations of the original and new versions of iPIC3D. 

Among all test runs using the new version of iPIC3D with a various number of threads, the 
fastest runs were with eight threads per one MPI process. On 256 cores it shows 16-31% of 
speedup compared to iPIC3D based on the pure MPI and 9-14% compared to the new 
version with two threads per one MPI process. 


