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Executive	  Summary	  
The deliverable contains the current state of API recommendations concerning 
interoperability, extension proposals to the standardization bodies and their 
implementations. The INTERTWinE collaboration is represented in most of the 
standardisation bodies relevant to the INTERTWinE programming models and 
maintains implementations for most APIs.  

Concerning the interoperability efforts within the programming APIs it is a common 
thread that the ubiquitous programming models, namely MPI and OpenMP minimally 
define interoperability, whereas other programming models and runtimes like StarPU, 
GASPI and OmpSs pay a lot of attention to interoperability especially towards the 
ubiquitous programming models. For instance, StarPU, GASPI and OmpSs take care 
of a well-defined interface towards MPI. The main interoperability discussion in MPI 
evolves around interoperability towards threads (and implicitly OpenMP).  

Future interoperability targets for the programming models are:  

• GASPI plus MPI: improved interoperability beyond memory management 
• OpenMP plus threads: sophisticated ways to handle threads in OpenMP 
• OmpSs plus MPI: improved interoperability concerning asynchronous and non-

blocking routines 
• StarPU plus INTERTWinE Resource Manager: integration of the Resource 

Manager 

First recommendations from the API developers themselves, the resource 
management and runtime operability in WP4, as well as from the applications in WP5 
have been collected. These recommendations are in line with the INTERTWinE plans 
on interoperability.   
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1 Introduction	  
1.1 Purpose	  
The first report on API recommendations, extension proposals and their 
implementation will report on the effect our work on interoperability has on the API of 
the programming models studied.  

We will summarize the interoperability discussions of the standard bodies and the 
effects of the implementations. Special care will be taken to summarize requirements 
and solutions for the prioritized API combinations. 

Partners of the INTERTWinE consortium are represented in the following 
standardisation bodies: 

Table 1: Representation in the Standard Bodies 

Programming 
Model  

Standard 
Body  Partner Acronym URL of Standard Body 

GASPI 
GASPI 
Forum 

TS-SRF, DLR, 
Fraunhofer, KTH http://gaspi-forum.org/ 

MPI MPI Forum UEDIN, INRIA, KTH http://meetings.mpi-forum.org/ 

OpenMP 
OpenMP 
ARB UEDIN, BSC, INRIA http://openmp.org/ 

OmpSs n/a BSC n/a 

ParSEC n/a 
University of 
Manchester n/a 

StarPU n/a INRIA n/a 

 

In addition partners of the INTERTWinE consortium implement the following reference 
implementations: 

• GPI (reference implementation of the GASPI standard): Fraunhofer 
• EMPiRE (reference implementation of the MPI standard): UEDIN 
• OmpSs (without standard body): BSC 
• ParSEC (without standard body): partly by University of Manchester 
• StarPU (without standard body): INRIA 

This allows us to address any API recommendations coming from the INTERTWinE 
applications in a timely manner. 

 

1.2 Glossary	  of	  Acronyms	  
API Application Programming Interface 

CPU Central Processing Unit 

DPLASMA Distributed Parallel Linear Algebra for Scalable Multi-core 
Architectures 

GASPI Global Address Space Programming Interface 

GPU Graphics Processing Unit 

HPC High Performance Computing 
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MKL Math Kernel Library 

MPI Message Passing Interface 

NUMA Non Uniform Memory Access 

OmpSs OpenMP Super Scalar 

PGAS Partitioned Global Address Space 

PLASMA Parallel Linear Algebra for Scalable Multi-core Architectures 

RDMA Remote Direct Memory Access 
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2 Prioritized	   API	   combinations	   and	   co-‐design	  
approach	  
 

2.1 Rationale	   behind	   the	   choice	   of	   the	   prioritized	   API	  
combinations	  	  

Most codes which run on today’s supercomputers rely on just a few programming 
models. 90% of the programs running on ARCHER, the UK national supercomputing 
service, are based on either MPI or MPI+OpenMP. In industry the most common 
programming models are:  

• MPI+OpenMP is usually used in master-only style, where MPI calls occur outside of 
OpenMP parallel regions.  

• Combinations of threading APIs inside a node, typically occurring where the 
application code uses a different API (e.g. OpenMP) from that used inside 
numerical libraries (e.g. Posix threads, Intel TBB, StarPU, PaRSEC) 

Due to the exascale challenge and new developments in hardware other programming 
models may gain importance in the future. Programming models specialized for certain 
hardware1 or leveraging certain hardware features2 allows developers to program more 
performant and scalable code. Interoperability between programming models tackles 
modern heterogeneous systems with reliance on specialized APIs and allows the 
programmers to change only performance-critical parts of legacy codes to increase the 
performance and scalability of the code.  A complete rewrite of legacy code (and a 
possible rethink of the communication strategies) will most likely result in a higher 
performance increase than the proposed interoperability between programming 
models. It is clear though that for most applications a balance needs to be kept 
between the productivity of the programmer and a performance increase of the code. 
This often means that a complete rewrite is out of question. Thus interoperability 
between programming models put into effect performance gains by using adequate 
combinations of programming models. 

We think that the following combinations should be exploited by industry for high 
performing parallel code: 

• MPI+OpenMP in multiple style, when multiple OpenMP threads make concurrent 
calls to the MPI library.  

• MPI+GASPI, which allows effective and efficient asynchronous one-sided 
communication in key kernels, which cannot be achieved with MPI one-sided 
routines.  

• MPI or GASPI + OpenMP tasks, which can reduce synchronization both inside and 
between nodes to the minimum actually required by the application’s data 
dependencies, and be tolerant of performance unpredictability in future hardware 
due to complex memory systems and power-saving features. 

We recognise that industrial applications will be unlikely to explicitly use programming 
APIs that are not explicitly standardised and widely supported. 

 
1 e.g. CUDA for GPUs, OpenCL for FPGAs, threading for multicore machines or task-
based programming models for multicore machine with deep memory hierarchies 
2 e.g. partitioned global address space (PGAS) utilizing RDMA features 
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2.1.1 Interoperability	  for	  performance-‐critical	  parts	  of	  the	  code	  
Most massively parallel codes are based on only two distributed programming models: 
message passing and partitioned global address space. In INTERTWinE these models 
are represented by MPI and GASPI. MPI is one of the oldest and most ubiquitous 
distributed programming API. For message passing the sender and the receiver are 
present throughout the whole communication, i.e. it relies on two-sided and 
synchronized communication. The PGAS concept is newer and naturally supports 
RDMA capabilities of HPC hardware.  PGAS runs one-sided, asynchronous 
communication instructions on an address space partitioned into segments that can be 
either local or remote. The asynchronous approach allows overlap of computation and 
communication. GASPI is based on the PGAS model, MPI has started as a message 
passing model, but recent versions also support one-sided and asynchronous 
communication patterns. At the time of writing the asynchronous versions of MPI suffer 
from both programmability and poor performance compared to GASPI. This is in part 
due to the lack of notification semantics and the consequent need to rely on more 
complex and less scalable weak synchronization mechanisms. 

For performance critical parts of the code it is helpful to rely on asynchronous and one-
sided approaches to improve the scalability and performance of the code by hiding the 
communication times. PGAS approaches can show their strength if the execution time 
is dominated by communication and the program can progress (i.e. compute) while the 
communication is ongoing. In the best case all communication can be hidden behind 
computation. Typically this means a big change in the communication strategy of the 
code, but it might be possible to limit this change to performance critical parts of the 
code. In order not to change the whole code basis (which can be hundreds of 
thousands of lines of code) the programming models used need to be interoperable. In 
other words: the performance gain realized by porting the performance-critical parts of 
the code should not be lost due to interoperability issues. 

Prioritized programming models to tackle performance critical parts of the code: 

• GASPI+MPI 

2.1.2 Interoperability	  for	  heterogeneous	  architectures	  
Following the emergence of the multicore era by the middle of the last decade 
threading models have been used to exploit multi-core architectures. It is anticipated 
that flat threading models will not be suitable for the upcoming next generation systems 
with deep and fragmented memory hierarchies, and power saving features. Many 
current HPC applications are designed with an assumption of performance 
heterogeneity, i.e. that the same computation running on different computing units will 
take almost exactly the same amount of time to execute. In the future load imbalances 
will become prevalent and need to be addressed by scheduling tasks to the right 
components. Task-based shared memory programming models are therefore currently 
gaining importance. 

To parallelize programs beyond the node level these task-based runtimes and 
threading models are used in combination with distributed memory models. The main 
representative in the INTERTWinE project concerning threading models is OpenMP 
which in its more recent versions also features task-based programming functionalities. 
The task-based programming models in INTERTWinE are OmpSs, StarPU, and 
PaRSEC, while MPI and GASPI represent distributed memory models.  

Prioritized programming models to tackle heterogeneous systems: 

• MPI+OpenMP: MPI+OpenMP is the most widely used programming model 
combination on large HPC clusters tackling the multicore architectures. In the latest 
versions of OpenMP task-based extensions allowing the user to specify data 
dependencies have been implemented, which are not yet widely tested. The 
programming model combination allows us to tackle a programming model 
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combination which is already today relevant to many commercial and scientific 
codes.  

• GASPI+OpenMP: GASPI is a European distributed programming model, specifying 
asynchronous and one-sided communication allowing an overlay of computation 
and communication. It has a broad user base (both in scientific and commercial 
codes)3. GASPI is inherently thread-safe, thus the combination GASPI+OpenMP 
can easily leverage the multi-core processor architectures seen today. Using 
dependent task within a node and one-sided asynchronous communication 
between nodes has the potential for minimizing synchronization and maximizing 
communication overlap. 

• MPI+OmpSs and GASPI+OmpSs: OmpSs is a European implementation of the 
OpenMP specification (with extensions) with relevance to European scientific 
codes. INTERTWinE does not otherwise have access to an OpenMP 
implementation, so using OmpSs instead allows us to experiment with extensions 
as well as testing existing versions.  

In the scope of the INTERTWinE project there will be partly a direct coupling between 
the programming model pairs, some of them will however also be coupled with the help 
of  the directory/cache service (developed in WP4) and will use the resource manager 
(developed in WP4) – as described in more detail in the following paragraphs. 

2.1.3 Interoperability	  facilitated	  by	  the	  directory/cache	  service	  
The directory/cache service allows the task-based runtime systems to efficiently run 
distributed applications on top, while being able to consistently manage data stored in 
distributed memory or in local caches. The task-based models are completely 
independent from the physical representation of data and from the type of storage 
used. The directory/cache service provides access of data through the same interface 
to an extendable list of memory segment implementations based on different 
communication libraries. For applications based on runtimes a switch to a fully 
distributed version is almost transparent with the help of the directory/cache service. 

Implementing a distributed task-based runtime removes any interoperability concerns 
from the application developer’s point of view, since the application uses just a single 
API, but places this burden on the runtime implementers instead.  

It will be very interesting to compare and contrast this approach to the tasks + explicit 
communication approach described in the previous section. While some applications 
may perform and scale well with distributed tasks, others may require explicit 
communication. The directory/cache allows a transparent exchange of the underlying 
programming model – and a fair comparison between the different approaches.  

The directory/cache service manages data in distributed memory. It allows the task-
based models OmpS, StarPU and PaRSEC to run on distributed memory hardware 
with either MPI or GASPI as the underlying communication layer.  

In terms of applications, the numerical library DPLASMA uses the PaRSEC 
programming model. So the same arguments as for StarPU apply. Currently a directly 
coupled version of MPI+ParSEC exists, however with the help of the directory/cache 
service a MPI+PaRSEC version will automatically be created. StarPU is one of the 
underlying task-based programming model for the mathematical library Chameleon4. 
Mathematical libraries are strong candidates to be linked in applications operating on 
large execution systems. Chameleon is at the heart of applications in collaboration with 
Airbus and CEA which plan to reach Exascale in the coming years. Thus a performant 
and scalable cluster-wide version of StarPU is an important research topic. 

 
3  GASPI user base to be found at: http://www.gpi-site.com/gpi2/docs/ 
4  https://project.inria.fr/chameleon/ 
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2.1.4 Interoperability	  facilitated	  by	  the	  resource	  manager	  
The main goal of the INTERTWinE Resource Manager is to coordinate access to CPU 
and GPU resources between different runtime systems and APIs to avoid both 
oversubscription and undersubscription situations.  

This is especially interesting for numerical libraries. These libraries are linked into 
applications operating on large execution systems. Even if a complete isolation of 
libraries from the programming-model point of view is guaranteed, interoperability, in 
terms of resource negotiation, will become an important topic. Thus far, this concern 
has been the responsibility of the application developers. However a more generic 
approach will become important or even necessary as the size of the execution system 
grows. INTERTWinE, with its work on a resource manager, addresses this challenge.  
 
Heterogeneous architectures with accelerators (such as GPUs) can be tackled most 
efficiently by using hardware-specific programming models (such as CUDA/OpenCL). 
To steer programs with a task-based program (based e.g. on OmpSs and StarPU) 
resource negotiation becomes important, as multiple tasks executing concurrently on 
the CPU may be competing for the GPU resources to offload computations. 
 

Targeted API combinations are: 

• PLASMA + OmpSs/StarPU: motivation is the resource negotiation of the 
mathematical library 

• OmpSs/StarPU + OpenMP (MKL): motivation is the resource negotiation of the 
mathematical library 

• OmpSs/StarPU + CUDA/OpenCL: motivation is the resource negotiation of the 
hardware-specific programming model with the task-based program 

 

2.2 INTERTWinE	  applications	  using	  prioritized	  API	  combinations	  
Several INTERTWinE applications have already gained experience with several API 
combinations. Here the main outcome for each programming model pair is 
summarized. A detailed description of the application performance for the API 
combination can be found in Deliverable D5.2.  

MPI+OpenMP: 

• iPIC3D (OpenMP threads and tasks): Depending on the problem to be solved 
iPIC3D can either run in a field solver dominated regime or a particle solver 
dominated regime. For the OpenMP threads the speedup is dominant in the 
field solver domain. Adding OpenMP tasking is important in order to mitigate 
load imbalances which could be addressed by a task-based model. However 
OpenMP tasking introduces a runtime overhead which limits the performance in 
case of low numbers of cores. For a high number of cores the tasking model 
pays off. OpenMP tasking performs better in case of iPIC3D on 256 cores in the 
field solver dominated regime where load imbalance starts to become 
important. 

• Ludwig: Performance and scaling results on ARCHER varying the number of 
threads for each MPI process suggest that the MPI_THREAD_MULTIPLE 
mode with a sweet spot at 4 OpenMP threads per MPI process is considerably 
faster than the MPI_THREAD_SINGLE mode where only 1 thread will execute. 
The halo exchange with multiple threads compared to halo exchange with 
single thread shows a speed-up up to a factor 2 for multiple threads.  

• GraphBLAS ILU0: MPI+OpenMP typically outperforms the MPI only 
implementation for both strong and weak scaling tests by 5-10%. The tests 
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were performed on MareNostrum. A sweet spot has been found at 2 MPI 
processes and 8 OpenMP threads per node.  

• TAU linsolv kernel: Regarding the different settings used for the TAU 
performance tests, the best performance was achieved with 4 processes per 
node and 5 threads per process. The performance has been tested for Point 
Implicit, Jacobi and Gauss-Seidel methods (which are solutions for a linear 
system). In all cases the MPI+OpenMP has been slightly faster than the pure 
MPI version (in the range of 1-9%) for more than 8 nodes.  

It needs to be mentioned that although there has been a speedup seen for most 
applications for MPI+OpenMP compared to MPI only, this speedup is quite small 
compared to the MPI only version of the code. There are clear limitations in the 
specification of MPI which are discussed in Section 4.2. A solution to the limitations 
(such as MPI endpoints) in the specification and implementation could lead to a higher 
performance.  

MPI+OmpSs: 
• BAR N-Body: The N-Body simulation of MPI+OmpSs+threads shows a 

significant decrease of speed-up compared to the intranode version. This is 
understood from the implementation details of the coupling between 
MPI+OmpSs which does not allow the overlap between communication and 
computation. The integration of MPI with the help of the dynamic load library 
(DLL) sketched in Section 4.5 will lead to a better performance of MPI+OmpSs. 
DLL will also be used in order to couple GASPI+OmpSs. 

• GraphBLAS ILU0: MPI+OmpSs typically outperforms the MPI only 
implementation for both strong and weak scaling tests. The GraphBLAS 
developers recommend that OmpSs eliminates the restrictions on overlapping 
programming objects (POs). The recommendation arises from an issue in the 
HLU application where H-Matrices are stored using a block data layout (BDL), 
which basically implies that the elements of each leaf node of the H-Matrix are 
stored using the column-major order (CMO). The problem we have identified for 
this storage structure is that, in OmpSs of version 16.06, the regions that are 
used in order to define dependencies are associated to a single program-object 
(PO). Each PO is identified by its base address in memory and regions covering 
more than one PO are not supported. This restriction does not allow us to 
exploit nested parallelism in HLU using the aforementioned version of OmpSs. 
The recommendation is known to the OmpSs developers and will be tackled in 
one of the next releases. 
 

GASPI+MPI: 

• Ludwig: For a better performance (computation and communication overlap) the 
halo exchange has been ported to GASPI, while the rest of the code relies on 
MPI. Experience with other applications (coded with GASPI only) has shown 
that pure GASPI outperforms the pure MPI version. However in Ludwig a slight 
performance loss with GASPI+MPI was observed. This is due to the fact that 
currently the focus has been put on interoperability and not the performance. 
Thus the necessary changes to the Ludwig code which would allow an overlap 
of communication and computation have to be implemented.  
 
The additional small loss in performance between MPI only and MPI+GASPI 
can be explained by the additional packing and unpacking of derived MPI data 
types (which are not supported directly in GASPI)  and/or the higher number of 
messages sent. A possible solution could be an extension of the GPI 
implementation (done in WP3) which allows using only one GASPI segment for 
several GASPI processes, thus reducing the number of messages sent, 
mitigating the network contention. The GPI extension still has to be tested.  
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The work on the interoperability of the applications has been described in more detail in 
Deliverable D5.2. 

The following API combinations have not yet been studied in the INTERTWinE 
collaboration.  

GASPI+OpenMP: 

GASPI is inherently thread-safe. Several examples of code using GASPI with OpenMP 
exist outside the INTERTWinE project e.g. for Nekbone (Ivanov, et al., 2015) and 
iPIC3D5. TAU linsolv_kernel & memory_kernel and iPIC3D plan to combine 
GASPI+OpenMP within the scope of INTERTWinE. 

 

GASPI+OmpSs & GASPI+StarPU: 

The GASPI+OmpSs and GASPI+StarPU programming model pairs are not ready yet. 
A direct coupling between GASPI+OmpSs is foreseen using the dynamic load library 
(DLL, described later in this deliverable). In addition the programming model 
combinations can be realized with the directory/cache service (described in Deliverable 
D4.2). Currently the extension of StarPU and OmpSs to the directory/cache API are 
missing.  

 

The following applications will test the directory/cache service: 

• BAR: testing the combinations GASPI+OmpSs, MPI+OmpSs 
• Chameleon, a mathematical library outside the INTERTWinE project interested 

in our work: testing the combinations GASPI+StarPU, MPI+StarPU 
• DPLASMA: testing GASPI+PaRSEC, MPI+PaRSEC 

 

2.3 Expected	   improvements	   of	   API	   combinations	   in	   terms	   of	  
scalability,	  programmability	  and	  performance	  

2.3.1 Scalability	  and	  Performance	  
The motivation for interoperability is two-fold: 

• Modern HPC architectures feature multiple levels of parallelism: a node level 
level, a core level, a hardware thread level and a SIMD (Single Instruction 
Multiple Data) level. For an efficient code all levels of parallelisms need to be 
exploited. Different programming models are required to exploit the full potential 
of the different levels.  

• Many HPC codes have a longer lifetime than the hardware cycles. These so-
called legacy codes are often running in a bulk-synchronous mode. They could 
nowadays be programmed with asynchronous paradigms to run more 
efficiently. However a complete rewrite of the code is often out of question Thus 
in order to gain scalability and performance a working and well-defined 
interoperability between APIs is the answer to reach a good performance while 
keeping major code parts of the legacy applications.  

 
5 For both NEKBone and iPIC3D the work has been done in the scope of the EC-
funded EPiGRAM project, project ID: 610598 
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Possible strategies to win performance and scalability by interoperability are:  

• to gain performance by rewriting only performance-critical parts of legacy code 
with new programming paradigms which improve the performance and 
scalability  

• to allow the codes to address heterogeneous systems (both in memory in view 
of the rise of deep memory hierarchies but also in view of more heterogeneous 
compute elements) 

• to allow a better load balancing which becomes more important the more CPU 
cores are used by the program 

It is difficult to give absolute numbers on performance or scalability improvements 
which holds for all kinds of applications. To add to the difficulty many applications have 
not performed a sophisticated analysis which compares between different 
programming model approaches. So application examples coming from the 
INTERTWinE partner applications are given here: 

• threading approach (motivating the scalability and performance benefits of the 
prioritized programming model combinations MPI+OpenMP threads and 
GASPI+OpenMP threads): For the threading approach and the motivation of 
the use of asynchronous programming we are using the results of the DLR 
project Digital-X as presented in (Leicht, et al., 2016).  The CFD code Flucs 
uses several levels of parallelisation, the first level is the domain decomposition 
which corresponds to inter-node parallelisation, second-level the domain sub-
decomposition which corresponds to shared memory. For the second-level 
Flucs makes use of threads to compute a domain in parallel on the same 
multicore CPU with a one-to-one mapping of software threads to processing 
elements. The advantage of such an approach is that there is only one domain 
per multicore CPU, which results in less communication over the network and 
reduced process-synchronization overhead. The speed-up obtained by Flucs on 
a cluster with 1 CPU per 16 cores, running 4 threads on each core is 14. Thus 
making almost perfect use of the CPU cores with shared-memory parallel 
processing.  As 4 threads are running on the CPU core share some of the CPU 
resources one cannot expect a perfect speedup of 16.  

• asynchronous communication approach (motivating the performance and 
scalability benefits of the prioritized programming model combination 
MPI+GASPI): For the motivation of this programming model combination we 
use again the DLR paper (Leicht, et al., 2016). Flucs allows overlapping 
domain-decomposition communication with computation. To demonstrate the 
effect of this feature, simulation was run with no overlap. The effect of 
overlapping communication and communication is always there. It becomes 
important when the inter-node communication grows (e.g. in strong scaling 
scenarios).  

Figure 1 gives a quantitative example for both the effects of threading and 
overlapping communication and computation effects.  

• task-based programming model approach (motivating the performance and 
scalability benefits of the prioritized programming model combinations 
MPI+OmpSs, MPI+OpenMP tasks, GASPI+OmpSs, GASPI+StarPU): The 
threading approach described in the Flucs application only works as long as 
load imbalances on the second level (subdomain) as well as thread-
synchronisation overheads are small. To 
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optimize the performance in case of difficult task-dependencies and in case of 
load imbalances task-based programming model are required. The scheduler of 
the task-based models improves the load balancing of the tasks on as sketched 
in Figure 2 on novel compute elements. Task-based programming models also 
ease the use of heterogeneous compute elements with specialized 
programming models (e.g. CUDA for GPUs) as pointed out in (Lacoste, 
Faverge, M., Ramet, & Bosilca, 2014) . 

Figure 1: Parallel scalability of Flucs: parallel efficiency over number of HPC cluster 
nodes used ("No” means no communication overlap, , “ST” single threaded, “MT” multi-
threaded) (Leicht, et al., 2016) 
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2.3.2 Programmability	  
The current state of the art concerning the programmability of API combinations has 
been sketched in D5.2. Currently the programmability of the interoperability pairs is 
quite diverse: 

• MPI+OpenMP: The actual modifications to the code require reasonable effort. 
Learning how run hybrid MPI and OpenMP jobs on an HPC cluster, how to use 
process and thread pinning, finding the best thread scheduling strategy and 
figuring out which combinations of threads per process and process per node 
are most efficient, again takes some considerable amount of time.  

• GASPI+OpenMP: GASPI proposes threads to program multicore architecture. 
In GASPI each thread can communicate. GASPI is inherently thread-safe. 
Because of this GASPI+OpenMP threads are a natural way to program GASPI. 
OpenMP tasks have not been tested yet.  

• MPI+OmpSs: The combination has been tested for GraphBLAS. The 
parallelization that only relied on MPI required a re-formulation of the algorithm 
in order to explicitly expose task-parallelism. This required a substantial rewrite 
of certain parts of the parallel code. With the directory/cache implementation the 
switch from OmpSs to MPII+OmpSs will be almost transparent. 

• GASPI+OmpSs: this API combination is still under development, one 
implementation will be done with the directory/cache service. With the 

Figure 2: OmpSs sketch for different compute elements (GPU and MIC) 
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directory/cache implementation the switch from OmpSs to GASPI+OmpSs will 
be almost transparent.  

• GASPI+StarPU: this API combination is still under development, one 
implementation will be done with the directory/cache service. With the 
directory/cache implementation the switch from StarPU to GASPI+StarPU will 
be almost transparent. 

• GASPI+MPI: As can be seen in the co-design example, it is important to rethink 
communication strategies to take advantage of the performance and scalability 
benefits of this programming combination. Even though a Best Practise Guide 
exists and several additions towards a better interoperability have been made 
(e.g. the reuse of memory allocated by MPI in GASPI), the communication 
structure has to be asynchronous and one-sided to overlap communication and 
computation. This requires some thought from the application developers.  

An area, for which interoperability (with an easy-to-understand programmability) 
is important, is MPI underlying the main application plus GASPI-based libraries. 
E.g. for the currently evolving GaspiLS library6 which is already in use in 
industrial applications7. 

The task-based runtime systems OmpSs and StarPU allow a transparent switch to 
cluster-wide versions supporting MPI and in future GASPI. Here the work in the scope 
of INTERTWinE needs to be focused on a smoother integration of MPI (e.g. in 
OmpSs+MPI), the support of GASPI and requirements arising from the applications 
(e.g. the request from GraphBLAS on an extension of OmpSs+MPI described in 
Section 6.5). 

GASPI+OpenMP is designed in such a way that the programmability of this API pair is 
natural. Here we are waiting for requirements from the applications. 

Other programming model pairs are not as easy to use. Additional work needs to be 
done, namely on: 

• MPI+OpenMP: the endpoints proposal offers a way to improve programmability, 
by removing the need to use MPI tags (or communicators) to distinguish 
between messages sent from, and to be received by different threads. 
INTERTWinE is well positioned to test endpoints implementations as soon as 
they become available.  

• GASPI+MPI: It has been tested that user-provided MPI memory can be used as 
the memory space of a GASPI segment. This is described in the Best Practise 
Guide on MPI+GASPI interoperability. Further work on usage of one GASPI 
segments for several GASPI processes has been proposed and is – as of July 
2017 – implemented in GPI (but not yet released). This feature will allow a 
smoother interoperability between flat MPI code with shared windows and 
GASPI 

 

2.4 Co-‐design	  in	  the	  project	  
Co-design is a mutual influence of the applications, the runtime tools and the API 
extensions/implementations on each other. In the case of INTERTWinE our goal is to 
push only relevant developments which are necessary for a better interoperability and 
stand a chance to be accepted by a wider community. Part of the co-design cycle is a 

 
6 GASPILS (GASPI Linear Solver): http://www.gpi-site.com/gpi2/gaspils/ 
7 C. Thiele and co-authors from Shell. „Improving Scalability and Performance of Linear 
System solves in pore-scale simulations“, presentation at 2017 Rice Oil and Gas HPC 
Conference 
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better understanding of interoperability. We foster a constant flow of information 
between the application developers and the runtime/programming model developers. 

 
Figure 3: sketch of the cyclic co-design methodology 

The cross-cutting co-design task has a cyclic methodology where WP3, WP4 and WP5 
feed into each other (see Figure 3).  

• WP3:  
o gets input from WP5 on extensions necessary for the specifications of 

the programming models or their implementation. 
o gives input to WP5 on extensions WP3 finds necessary, implements 

useful extensions coming any of the WPs and hands them to WP4 and 
WP5 to test. 

o gets feedback from WP5 applications if extensions and implementations 
were useful or have to be changed. 

• WP4: 
o works with WP5 on possible applications to test the developed tools. 
o gets feedback from WP5 applications and might need to adapt their 

tools according to the feedback. 
• WP5:  

o runs interoperability tests with their applications (performance, 
correctness, portability, usability, suitability for exascale) and feeds 
results back to WP3 and WP4. 

o tests extensions to programming models and new implementations 
provided by WP3. 

o tests new tools provided by WP4.  

Best Practise Guides (which are living documents for the lifetime of the INTERTWinE 
project) summarise the knowledge concerning interoperability of specific programming 
models. At the moment the following Best Practise Guides exist: 

• OpenMP/OmpSs/StarPU + Multi-threaded Libraries Interoperable Programs 
• MPI+OmpSs Interoperable Programs 
• MPI+OpenMP Programming 
• GASPI+MPI Interoperable Programs 
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2.5 WP3	  part	  of	  the	  co-‐design	  cycle	  
WP3 currently receives input from WP5 and gives input to WP5. Concerning WP4 
there is a communication channel open, however currently no recommendations are 
arising from the work in WP3 and WP4 which would lead to recommendations. The 
tools developed in WP4 have been carefully engineered not to have an impact on the 
programming models.  

2.5.1 Programming	  model	  extensions	  proposed	  by	  WP3	  
Table 2: API extensions of the prioritized API combinations 

API combinations Comments Implementation / API extension 
recommended 

MPI+OpenMP  End points proposal 

MPI+OmpSs  To be implemented with the 
directory cache of WP4, 
direct interoperability 

API of directory cache 
designed to work with MPI and 
OmpSs 

Direct connection Will improve existing direct 
coupling with DLL 

GASPI+OpenMP  Analyze requirements of 
applications 

GASPI+OmpSs  To be implemented with the 
directory cache of WP4 

API of directory cache 
designed to work with GASPI 
and OmpSs 

Direct connection will use DLL for direct 
connection 

GASPI+MPI  • Extension to the memory 
allocation accepted and the 
communication methods 
studied 

• Shared notification 
implemented in GPI 

GASPI+StarPU To be implemented with the 
directory cache of WP4 

API of directory cache 
designed to work with GASPI 
and StarPU 

Resource 
Manager for 
shared memory  

API combinations to validate 
this functionality: 

• PLASMA + 
OmpSs/StarPU 

• OmpSs/StarPU + 
OpenMP (MKL) 

• OmpSs/StarPU + 
CUDA/OpenCL 

Resource Manager designed to 
work with APIs in question 
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2.5.2 Programming	  model	  extensions	  proposed	  by	  WP5	  
API combinations Comments API extension recommended / issue raised 

MPI+OpenMP  Endopoints foreseen as being able to 
improve programmability and performance 

MPI+OmpSs  Direct 
connection 
tested 

• Current coupling not performant, 
supposed improve with new 
implementation with DLL 

• Recommendation on Programming 
Objects (see Section 6.5) 

GASPI+OpenMP Not yet tested 
within 
INTERTWinE 

 

GASPI+OmpSs  Not yet tested 
within 
INTERTWinE 

 

GASPI+MPI  Issue raised on packing/unpacking of derived 
MPI datatypes, investigation of GPI extension 
to help message contention ongoing, 
consulting on Ludwig code ongoing 

GASPI+StarPU Not yet tested 
within 
INTERTWinE 

 

Resource 
Manager for 
shared memory  

Not yet tested 
within 
INTERTWinE 

 

 

2.6 Demonstration	  on	  a	  co-‐design	  approach:	  Example	  
As an example for the co-design approach the halo exchange in the Ludwig application 
has been chosen. Halo exchange is a wide-spread type of problem in high 
performance applications occurring in stencil codes, e.g. to solve PDEs. There are 
several examples (outside of the INTERTWinE project) which show that this type of 
problem scales very well when using GASPI8 (Leicht, et al., 2016)9. So it is obvious it is 
important to see if the performance benefits of GASPI-only code can be put into 
practise in legacy code using MPI+GASPI.  

The halo exchange has been studied within the Ludwig application, which is based on 
MPI only.  

 
8  See e.g. deliverable D3.3 of the EPiGRAM project: It has been shown that the 
GPI-based seismic method RTM (Reverse Time Migration)  scales strongly over three 
orders of magnitude and that the application reaches over 90% parallel efficiency on up 
to 65000 compute cores. Published „Extreme Scale-Out SuperMUC Phase2, lessons 
learnt“ N. Hammer, et. al., ParCo2015, Advances in Parallel Computing, Vol. 27 
9 In this paper a comparison with a MPI only implementation is made coming to the 
conclusion: “All in all, running Flucs on a coarse mesh consisting of less than 2 million 
elements with fully enabled parallelization (black circles) allows using 200 cluster 
nodes (4800 cores running 9600 threads, i. e. merely 200 elements per thread) with 
80% parallel efficiency. With MPI , only 80 nodes can be used at the same efficiency. 
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2.6.1 The	  Ludwig	  application	  
Ludwig is a versatile code for the simulation of Lattice-Boltzmann models in 3D on 
cubic lattices. Ludwig uses an efficient domain decomposition algorithm, which 
employs the Lattice-Boltzmann method to iterate the solution on each subdomain. The 
domain decomposition is carried out by splitting a three dimensional lattice into smaller 
lattices on subdomains and exchanging information with adjacent subdomains. For 
each iteration Ludwig uses MPI for communications with adjacent subdomains, using a 
technique commonly referred to as halo exchange. In the original implementation of the 
Ludwig halo exchange, the number of messages sent and received by each MPI 
process is reduced as much as possible. Each subdomain needs to exchange data 
with its 26 neighbours in 3 directions (X, Y, Z) to continue with the solution of the 
problem. This means that synchronization between the different planes is required.  

 

 
Figure 4: Lattice subdomain where the internal section represents the real lattice and 

the external region the halo sites.  

 

The current code is structured like this: To coordinate the solution, communication 
between adjacent subdomains is required after each iteration. This is done by creating 
halos around the dimensions of the subdomain, i.e. extending the dimension of the 
subdomain by one lattice point in each direction as depicted in Figure 4.  After each 
time step, MPI processes will have to communicate a 2D plane of m velocities to their 
adjacent MPI processes. Since each plane shares some sites with the other planes, 
the exchange of information in each direction should be synchronized before continuing 
with the execution. We aim at reducing the synchronization between subdomains by 
porting Ludwig's main halo exchange routines from MPI to GASPI. 

2.6.2 Implementation	  Highlights	  
The halo exchange routine responsible for exchanging data between neighbour 
subdomains uses non-blocking MPI and MPI derived datatypes. MPI derived datatypes 
allow to specify non-contiguous data in a convenient manner and yet treat it as if it was 
contiguous. 

GASPI requires the creation and later on use of the so-called GASPI segments. In our 
case we have created a GASPI segment per plane and direction. Therefore, since we 
have 3 planes and 2 directions per plane, we will require 6 different GASPI segments. 
The size of the segments is defined as twice the size of buffer to be sent since we will 
use the same segment to send and receive data from neighbour subdomains. 
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For instance, in the YZ plane, each created segment is assigned with an independent 
ID number. Hence, the data is already contiguous in memory and therefore a simple 
copy directly from the buffer that contains the data to a GASPI segment is 
straightforward. However, since Ludwig uses MPI datatypes, more complicated layouts 
of the data exist for other planes and it is necessary to unpack the MPI datatypes and 
copy the data contiguously into a GASPI segment. Once the data has been sent and 
notified we need to recover the data back from the GASPI segment to the original 
buffer to be able to continue with the normal execution of Ludwig. To differentiate the 
data sent and received in a GASPI segment, we use an offset variable.  

A code snippet is shown in Figure 5. 

 
Figure 5: GASPI Write and Notify in the YZ plane. 

2.6.3 Performance	  Results	  
We carried out a set of performance tests on ARCHER, which is a Cray XC30 system 
equipped with two 12-core @ 2.7 GHz Intel Ivy Bridge processors. All simulations were 
executed five times on fully populated nodes, i.e. using 24 MPI/GASPI processes per 
node.  
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Figure 6: Total time in halo exchange 

 

Figure 6 shows the strong scaling results of running Ludwig on up to 3,072 processes 
on ARCHER. The total time that Ludwig spends on the main stepping loop shows only 
a small difference in performance between the pure MPI version and the MPI+GASPI 
version of Ludwig; but the time spent in the halo exchange is bigger for the 
MPI+GASPI version. Given the performance benefits of one-sided communication in 
GASPI, we attribute this performance penalty to the process of unpacking and packing 
back and forth between the MPI datatypes and the GASPI segments.  

2.6.4 Discussion	  
When analysing the performance results of Ludwig it is important to keep in mind that 
there are two issues: 

• the overall performance of the code could be improved by overlapping 
computation and communication with a more asynchronous approach. A way to 
achieve a better overall performance will be described for a mixed MPI+GASPI 
version of the code.  

• the performance loss observed with the current synchronous approach which 
highlights an interoperability issue between flat MPI code and GASPI code at 
the example of derived MPI datatypes. This issue has been analysed and has 
leads to an extension of the GPI code as described below.  

ANALYSIS OF THE OVERALL PERFORMANCE 
The Ludwig application has changed the communication calls from MPI to GASPI, 
handling the memory copies which were necessary to assemble the data to be sent 
within the derived MPI data type. If the data were assembled contiguously, the MPI 
data could have been reused in GASPI.  

Currently the Ludwig application still designed in a quite synchronous manner, e.g.  
even though the communication calls are asynchronous, the program waits for the 
communication to be finished before computing the next steps and thus cannot take 
advantage of a computation and communication overlap. So even if it is possible to test 
interoperability between GASPI+MPI, it would take a rethink of Ludwig in order to see 
the performance improvements that can be reached with GASPI. The necessary 
changes are outlined: 
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To take advantage of the overlap of communication and computation it is important to 
restructure the communication in the Ludwig halo exchange. With GASPI one can take 
advantage of using one-side communication and weak synchronization. This means 
that one could immediately start a new time step without waiting for the sending 
operation to complete –as Ludwig is currently designed. As one of the first steps one 
should create two GASPI segments that will be used for communication between the 
processes. The reason for using two segments is to be able to implement a weak-
synchronization mechanism, in order to avoid overwriting data or notifications. Indeed, 
it may happen that one GASPI rank is faster than another and, while the last one is 
waiting to get all the expected notifications, the first one overwrites its data. In order to 
prevent such situations, we switch the segments between the iterations. This way, no 
explicit synchronization is required. The writer process cannot advance more than one 
iteration, because it must wait for the notifications triggered by the write operations of 
its peers. This implicit synchronization scheme coupled with the double buffering 
technique is what we refer to as weak synchronization. This is a common pattern to be 
used in similar GASPI iterative codes.  

In GASPI the remote rank should check for locally posted notifications in order to find 
out relevant information about the modifications which occurred with respect to a 
segment.  

To reach a better scalability in legacy code, such changes need to be made. Currently 
the code looks like the advantage of the asynchronous communication to overlap 
computation and communication is not utilized yet. Thus the performance benefit of 
GASPI+MPI can only be minimal in the best case. 

INTEROPERABILITY ISSUE STUDIED  

In case of Ludwig’s scaling tests, the GASPI+MPI version scaled less than the MPI 
only version. We believe that there is a slight performance decrease due to the usage 
of derived MPI datatypes which are non-contiguous in memory within a flat MPI model. 
GASPI can typically send within one command only contiguous data. This means that 
the Ludwig developers had to unpack the data used by MPI datatypes, copy the data 
required to a GASPI segment, send and then unpack the data.  

In order to improve the interoperability with a flat MPI programming model, the GPI 
implementation of GASPI will introduce a novel allocation policy for segments where 
data and GASPI notifications can be shared across multiple processes on a single 
node. Any incoming one-sided GASPI notification will be visible node-locally across all 
node-local ranks. The shared notifications should be used with GASPI segments that 
are using shared memory provided by the applications, such as MPI windows, in 
interoperability mode.  

Instead of node locally packing/unpacking datatypes, the implementation then will 
publish its respective rank-local datatype layout and will subsequently merely notify the 
availability of rank-local data for node-local reading. Data for remote nodes can be 
aggregated across multiple node-local ranks. As the GASPI notifications will be globally 
visible on the remote target node all the corresponding remote processes running on 
that node will be able to see and extract their communication parts. All these features 
are planned to be releases in the new version of GASPI by mid-July 2017 and, 
therefore, will be tested in Ludwig to close the co-design cycle. 
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3 Discussion	   in	   the	   Standard	   Bodies	   and	   effects	   on	   the	  
implementations	  

3.1 GASPI	  /	  GPI	  (Fraunhofer)	  
3.1.1 Introduction	  into	  the	  GASPI	  Forum	  
The GASPI project has been funded up to mid of 2014 by the German Ministry of 
Science (BmBF). Shortly after the project finished the GASPI Forum has been founded 
and is now an open group with representatives from many organizations that define 
and maintain the GASPI standard (http://gaspi.de).  At the moment the forum is open to 
international partners, but is de-facto a pure European forum. The founding members 
are from the following institutions: Fraunhofer ITWM (Germany), KTH (Sweden), DLR 
(German Aerospace Center), T-Systems SFR, ECMWF (European Center for Medium-
Range Weather Forecasts, UK), RRZE (Regional Computer Center Erlangen, 
Germany), university TU Dresden (Germany), Fraunhofer SCAI (Germany), IMEC 
(Belgium). The statutes of the forum can be found on the forum web page.  

3.1.2 Current	  status	  of	  Interoperability	  in	  the	  standard	  
The GASPI Standard explicitly describes the interoperability with MPI. GASPI aims at 
providing interoperability with MPI in order to allow for incremental porting of such 
applications. The startup of mixed MPI and GASPI code is achieved by invoking 
gaspi_proc_init in an existing MPI program. This way, MPI takes care of 
distributing and starting the binary and GASPI just takes care of setting up its internal 
infrastructure. GASPI and MPI communication should not occur at the same time. 

The interoperability with threads is mentioned at several points of the GASPI standard 
when describing the effect of barriers and several procedures like the gaspi_wait, 
the gaspi_notify_waitsome, the gaspi_notify_reset and the 
gaspi_passive_receive procedure on threads. In general the GASPI API is 
thread-safe and allows each thread to post requests and wait for notifications.  GASPI 
provides the concept of communication Queues. All operations placed on a certain 
Queue q by one or several threads are finished after a single wait call on the Queue q 
has returned successfully. 

3.1.3 Proposals	  concerning	  Interoperability	  
At the GASPI Forum Meeting in January 2016 two proposals were accepted and are 
now part of the GPI implementation: 

• Queue creation and deletion 
• Memory provided by applications 

Both proposals were submitted by Fraunhofer ITWM and the ideas were developed in 
the scope of the EPiGRAM project. The first proposal aims at the isolation of libraries 
and thus is not directly important concerning interoperability, however as a 
consequence GASPI libraries can be easily called a main program which is based on 
another programming model. The second proposal is directly important for 
interoperability.  
 
It allows the user to provide an already existing memory buffer as the memory space of 
a GASPI segment is an important extension to the GASPI standard. Currently the 
creation of segments requires the user to provide an identifier and a size while the GPI-
2 implementation allocates that space. This proposal would allow the user to provide 
an already allocated buffer and register it as a GASPI segment to be globally 
accessible for communication. Such functionality not only is generally more flexible but 
it also allows a better support of different kinds of memory (e.g. NVRAM, accelerators). 
It is also possible to register memory spaces, which are allocated by MPI. This 
functionality has been tested in the scope of the Best Practise Guide for writing GASPI-
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MPI interoperable programs. (Rotaru, 2016). Consequently, the implementation has 
been tested (for the first time) in the INTERTWinE project when preparing the Best 
Practise Guide. 
 
The GASPI extension on the Queue creation and deletion is only indirectly linked to 
interoperability. The extension allows the developers to run GPI libraries independently 
of the main program. Apart from the functions related to GPI-2 initialization and 
termination, the rest of the GPI-2 code can be encapsulated into a library function 
facilitating a mix between code of another programming language (like MPI or UPC in 
the main code) and GASPI in the library. Further information about GASPI plus MPI 
interoperability can be found in Section 4.5 and in INTERTWinE’s Best Practise Guide 
for writing GASPI-MPI interoperable programs. 
 
At the following GASPI Forum Meetings in June and December 2016 a proposal for a 
notified read has been accepted. This proposal does not have any impact on 
interoperability.  

3.1.4 GPI	  Implementation	  	  
Memory provided by applications 
The above mentioned interoperability proposal which was implemented in the scope of 
the EPiGRAM project has the following effect on the GASPI standard functions and 
therefore their implementation: 

 

gaspi	  memory	  description	  t	  
 

The GASPI memory description type used to describe properties of user provided 
memory.  Implementor advice: The intention of gaspi memory description is to describe 
properties of memory that is provided by the application, e.g. MEMORY GPU or 
MEMORY HOST might be relevant to an implementation.  

The synchronous local blocking procedure gaspi_segment_bind binds a segment id 
to user provided memory. 

 

GASPI_SEGMENT_BIND	  (	  segment_id	  
,	  memory_description	  
,	  pointer	  
,	  size	  
)	  
Parameter: 

(in) segment_id: Unique segment ID to bind. 

(in) memory_description: The description of the memory provided. 

(in) pointer: The begin of the memory provided by the user. 

(in) size: The size of the memory provided by pointer in bytes. 

gaspi_return_t	  
gaspi_segment_bind	  
(	  gaspi_segment_id_t	  const	  segment_id	  
,	  gaspi_memory_description_t	  const	  memory_description	  
,	  gaspi_pointer_t	  const	  pointer	  
,	  gaspi_size_t	  const	  size	  
)	  
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gaspi_segment_bind binds the segment identified by the identifier segment_id to 
the user provided memory of size size located at the address pointer. Providing 
memory with less than size bytes results in undefined behaviour. The identifier 
segment_id must be unique in the local GASPI process. Bind to a segment with an 
existing segment ID (regardless of bind or allocated) results in undefined behavior. 
Note that the total number of segments is restricted by the underlying hardware 
capabilities. The maximum number of supported segments can be retrieved by 
invoking gaspi_segment_max. 

To bind successfully the user provided memory must satisfy implementation specific 
constraints, e.g. alignment constraints. After the successful completion of the 
procedure, i. e. return value GASPI_SUCCESS, the segment can be accessed locally 
and has the same capabilities like a segment that was allocated by a successful call to 
gaspi_segment_alloc. If the procedure returns with GASPI_ERROR, the bind has 
failed and the segment cannot be used. 

User advice: A GASPI implementation may allocate additional memory for internal 
management. Depending on the implementation it might be required that the 
management memory must reside on the same device as the provided memory.  

The synchronous collective time-based blocking procedure gaspi_segment_use is 
semantically equivalent to a collective aggregation of gaspi_segment_bind, 
gaspi_segment_register and gaspi_gaspi_barrier involving all members of 
a given group. If the communication infrastructure was not established for all group 
members beforehand, gaspi_segment_use will accomplish this as well. 

 

GASPI_SEGMENT_USE	  (	  segment_id	  
,	  memory_description	  
,	  pointer	  
,	  size	  
,	  group	  
,	  timeout	  
)	  
 

Parameter: 

(in) segment_id: Unique segment ID to bind. 

(in) memory description: The description of the memory provided. 

(in) pointer: The begin of the memory provided by the user. 

(in) size: The size of the memory provided by pointer in bytes. 

(in) group: The group which should create the segment. 

(in) timeout: The timeout for the operation. 

gaspi_return_t	  
gaspi_segment_use	  
(	  gaspi_segment_id_t	  const	  segment_id	  
,	  gaspi_memory_description_t	  const	  memory_description	  
,	  gaspi_pointer_t	  const	  pointer	  
,	  gaspi_size_t	  const	  size	  
,	  gaspi_group_t	  const	  group	  
,	  gaspi_timeout_t	  const	  timeout	  
)	  
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gaspi_segment_use can be formulated in pseudo code as 

 

GASPI_SEGMENT_USE	   (id,	   memory,	   pointer,	   size,	   group,	  
timeout)	  
{	  
GASPI_SEGMENT_BIND	  (id,	  memory,	  pointer,	  size);	  
foreach	  (rank	  :	  group)	  
{	  
timeout	  -‐=	  GASPI_CONNECT	  (id,	  rank,	  timeout);	  
timeout	  -‐=	  GASPI_SEGMENT_REGISTER	  (id,	  rank,	  timeout);	  
}	  
GASPI_BARRIER	  (group,	  timeout);	  
}	  
 

where the call gets executed by all members of group.  

 

Queue creation and deletion 
The above mentioned interoperability proposal which was implemented in the scope of 
the EPiGRAM project has the following effect on the GASPI standard functions and 
therefore their implementation: 
 
The gaspi_queue_create procedure is a synchronous non-local time-based 
blocking procedure, which creates a new Queue for communication. 

 

GASPI_QUEUE_CREATE	  (	  Queue	  
,	  timeout	  
)	  
 

Parameter: 

(out) Queue: the created Queue  

(in) timeout: the timeout 

gaspi_return_t	  
gaspi_Queue_create	  (	  gaspi_Queue_id_t	  Queue	  
,	  gaspi_timeout_t	  timeout	  
)	  
 

function	  gaspi_queue_create	  (queue,	  timeout)	  &	  
&	  result(res)	  bind	  (C,	  name="gaspi_queue_create"	  )	  
integer(gaspi_queue_id_t)	  ::	  Queue	  
integer(gaspi_timeout_t),	  value	  ::	  timeout	  
integer(gaspi_return_t)	  ::	  res	  
end	  function	  gaspi_Queue_create	  
 

After the successful completion of the procedure, i.e. return value GASPI_SUCCESS, 
the communication Queue is created and available for communication requests on it. If 
the procedure returns with GASPI_TIMEOUT, the creation request could not be 
completed during the given timeout. A subsequent call to gaspi_queue_create has 
to be performed in order to complete the Queue creation request. If the procedure 
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returns with GASPI_ERROR, the Queue creation failed. Attempts to post requests in the 
Queue result in undefined behaviour. 

User advice: The lifetime of a created Queue should be kept as long as possible, 
avoiding repeated cycles of creation/deletion of a Queue.  

Implementor advice: The maximum number of allowed Queues may be limited in order 
to keep resources requirements low.  

Implementor advice: The communication infrastructure must be respected i.e. 
previously established connections (e.g. invoking gaspi_connect) must be able to 
use the newly created Queue.  

 

The gaspi_queue_delete procedure is a synchronous non-local time-based 
blocking procedure which deletes a given Queue. 

GASPI_QUEUE_DELETE	  (	  Queue	  )	  
Parameter: 

(in) Queue: the Queue to delete 

Execution phase: 

Working 

Return values: 

GASPI_SUCCESS: operation has returned successfully 

GASPI:ERROR: operation has finished with an error  

gaspi_return_t	  
gaspi_queue_delete	  (	  gaspi_queue_id_t	  Queue	  )	  
 

function	  gaspi_queue_delete	  (	  Queue	  )	  &	  
&	  result(res)	  bind	  (C,	  name="gaspi_queue_delete"	  )	  
integer(gaspi_queue_id_t),	  value	  ::	  Queue	  
integer(gaspi_return_t)	  ::	  res	  
end	  function	  gaspi_queue_delete	  
Parameter: 

(in) Queue: the Queue to delete 

After successful completion of the procedure, i.e. return value GASPI_SUCCESS, the 
communication Queue is deleted and no longer available for communication. It is an 
application error to use the Queue after gaspi_queue_delete has been invoked. If 
the procedure returns with GASPI_ERROR, the delete request failed. 

User advice: The procedure gaspi_wait should be invoked before deleting a Queue 
in order to ensure that all posted requests (if any) are completed.  

 

3.2 MPI	  (UEDIN)	  
3.2.1 Introduction	  into	  the	  MPI	  Forum	  
The MPI Forum is the standards body for the MPI Standard, which is the formal 
specification for the Message-Passing Interface (MPI). MPI defines an API and the 
associated semantics for a communication library that implements the Message-
Passing paradigm. Message-passing models a parallel system as a set of independent 
sequential processes that communicate with each other by passing messages between 
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distinct memory spaces. MPI includes point-to-point communication, collective 
communication, single-sided communication, parallel I/O, group and communicator 
concepts, process topologies, environmental management, process creation and 
management, integration with profilers, debuggers and other tools, and extensive data-
type functionality. The MPI Standard defines language bindings for C and Fortran. 

The goal for the MPI Forum is to define and develop a widely used standard for writing 
message-passing programs that is practical, portable, efficient, and flexible. It was 
founded in January 1993 and, with participation from over 40 organisations, developed 
the first version of the MPI Standard, MPI-1.0, which was published in May 1994. The 
MPI Standard has since evolved with further versions being published: MPI-1.1 (June 
1995), MPI-1.2 and MPI-2.0 (July 1997), MPI-1.3 (May 2008), MPI-2.1 (June 2008), 
MPI-2.2 (September 2009), MPI-3.0 (September 2012), and MPI-3.1 (June 2015). 

The current effort within the MPI Forum is targeted at producing version MPI-4.0, which 
is intended to be a major update of this standard. The major topics under discussion 
are: fault tolerance, dynamic endpoints, and sessions. 

3.2.2 Current	  status	  of	  Interoperability	  in	  the	  standard	  
Interoperability of MPI is defined, minimally, within the External Interfaces chapter of 
the MPI Standard (MPI Forum). Some interoperability targets, notably threads, are 
discussed in some detail. Interaction with all other non-MPI components is 
implementation-dependent and the MPI Standard merely encourages high-quality 
implementations to document their external interactions, requirements and limitations. 

Interoperability with threads is well defined for the POSIX model but is somewhat 
ambiguously defined for other thread models. The definition of “thread-compliant MPI” 
given in the MPI Standard enforces the POSIX rule that the external interact of a 
process should not change when the number of threads within that process changes. 
This rule has the intentional consequence that distinguishing which thread a particular 
communication originated from (or was intended to be targeted at) is very difficult. This 
rule can be circumvented, by using the message “tag” or by using multiple 
communicators, but each of these techniques introduces further problems and 
limitations. In short, the POSIX model is insufficient (or at least inconvenient) when 
interoperating with threaded applications. The Hybrid Programming working group is 
addressing this situation, in particular via the “dynamic endpoints” proposal. 

Interoperability with non-MPI runtime systems or Resource Managers, such as those 
supporting task-based programming or the PGAS programming model, is not defined 
within the MPI Standard. The Sessions working group is addressing this lack, in 
particular via the “sessions” proposal (see section 4.3.2). Releasing faulty resources 
and requesting new resources in order to re-build key MPI objects and tolerate 
hardware failures is one strong use-case for interaction and interoperability between 
MPI and system software/hardware, which may include non-MPI runtime systems and 
Resource Managers. The Fault Tolerance working group is addressing this topic, in 
particular via the “User-Level Fault Mitigation (ULFM)” proposal and various 
“improvements to error handling” proposals (see section 4.3.3). 

3.2.3 MPI	  Proposals	  concerning	  Interoperability	  
There are two major topics under discussion that directly address interoperability: 
dynamic endpoints and sessions. In addition, there are some other proposals that 
relate to, rely on, or impact, interoperability. 

3.2.3.1 The	  Dynamic	  Endpoints	  Proposal	  
The Hybrid Programming working group has been developing the dynamic endpoints 
proposal for several years. The INTERTWinE collaboration is actively engaged in this 
process and driving the development. This is continuous work taken over by the 
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EPiGRAM project which has been before one of the drivers of the dynamic endpoints 
proposal.   

Concerning the dynamic endpoints proposal the central concepts, definitions, and text 
changes involved have not changed for some time although there are some peripheral 
and corollary issues that still need to be resolved.  

The basic idea behind the endpoint proposal is to allow the creation and usage of 
multiple communication identities within each MPI process. Currently, MPI permits only 
one communication identity per MPI process, which is represented by a single rank 
within each communication group or communicator. The proposal provides a 
mechanism for creating additional identities (called MPI endpoints), represented by 
multiple different ranks within a new communication group or communicator. There is 
no restriction on the number of endpoints; it may be the same as the number of 
threads, or the number of network interface devices, or an arbitrarily chosen number. 
The intention is that applications will use these MPI endpoints as independently 
addressable communication entities, for example, permitting each thread to 
communicate directly and unambiguously with any other thread, rather than merely 
with the process that contains the target thread. It is hoped that this additional 
functionality will facilitate hybrid MPI plus threads programming. 

Very little progress has been made recently on this proposal because the Hybrid 
Programming working group is currently focusing on the effort to clarify the word 
“process” throughout the MPI Standard, which will hopefully aid comprehension of the 
effects of this proposal. The Hybrid Working Group agreed at the December 2016 
meeting to re-start teleconference meetings in 2017 in order to progress the endpoints 
proposal. The US Exascale Computing Project (ECP) has funded work in this area, 
which may lead to an implementation in Open MPI. INTERTWinE is engaged in the 
process and will collaborate with, and contribute to, this effort with a consultative role 
throughout but also concrete tasks, such as our fixed context identifier allocation 
algorithm, as well as hybrid benchmark testing and application testing. 

3.2.3.2 The	  Sessions	  Proposal	  
The newly formed Sessions working group has been setup to further develop the 
concept of “sessions”, which was first proposed to the MPI Forum during the March 
2016 face-to-face meeting. This new concept was initially devised and refined by an 
international collaboration that included a representative from the INTERTWinE project. 

The concept of a session in MPI is a re-working of the initialisation procedure for MPI. 
Instead of a single call to the MPI_INIT routine, which forces a single point of control-
flow for initialisation, this proposal permits multiple separate sessions to be created by 
each process. This aspect of the proposal is intended to simplify the interaction 
between multiple parallel libraries; each can initialise their own usage of MPI without 
coordination with others or with centralised control in the main application. In addition 
to that, this proposal includes a mechanism for MPI programs to interact with the 
underlying runtime system, by viewing available resources and selecting an 
appropriate subset for each session. This is intended to facilitate the sharing or division 
of resources between multiple components within complex applications. It also 
provides a clear mechanism for avoiding the creation and use of built-in MPI objects 
that are traditionally seen as scalability problems, such as the MPI_COMM_WORLD 
communicator. INTERTWinE will investigate the integration of MPI Sessions with the 
Resource Manager from WP4. 

A presentation of the progress made by the Sessions working group since March 2016 
was well received at the June 2016 face-to-face meeting, eliciting good feedback, and 
capturing some new ideas for future consideration. This was not raised explicitly during 
the December 2016 meeting but was referenced from most of the other proposals and 
presentations, e.g. by the US Exascale Computing Project (ECP) which was mentioned 
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before in Section 3.2.3.1. Further feedback, additional ideas for impact on other areas 
of MPI, and updates on the current status of MPI Sessions within the ECP project were 
discussed in the March 2017 MPI Forum meeting. The partners of the ECP project 
have indicated interest in collaboration with INTERTWinE, especially focused on 
application testing. INTERTWinE will collaborate with, and contribute to, this effort with 
a consultative role throughout but also concrete tasks, such as application testing. 

3.2.3.3 Other	  Interoperability	  Proposals	  
Clarification of the word “process” 
The Hybrid Programming working group within the MPI Forum is currently working on 
providing a clarification of the word “process” throughout the MPI Standard. In general, 
most uses of the word “process” are intended to refer to “MPI process” but some are 
specifically intended to refer to the operating system (OS) process that hosts one or 
more MPI processes. Additional text changes are being made to replace the use of 
words like “rank” and “node” when “process” or “MPI process” should have been used. 
Making the language more precise in these instances will make it easier to identify and 
verify the effects of the dynamic endpoints proposal. 

Some further progress was made on this task during the June 2016 face-to-face 
meeting of the MPI Forum; 550 pages of the total 837 pages have now been 
scrutinised and updated. No further progress has yet been made since the June 2016 
meeting but the Hybrid Working Group has agreed to recommence this work in 2017. 

Assertions as communicator info hints 
The point-to-point working group has brought forward a proposal to permit assertions 
as communicator info hints and to standardise four such assertions. The proposal 
hasnow been accepted, with the final successful vote, in the March 2017 meeting. 

Whilst this proposal is not currently relevant to interoperability it will provide a useful 
mechanism for information exchange in future that could be used to inform MPI of 
intended usage. For example, this could allow applications to indicate useful 
optimisation information to MPI, such as loop trip counts, number of active 
communication threads, timing, ordering, or frequency of particular communication 
calls, and so on. 

Minimal error handling above the “errors are fatal” and “undefined state” status 
quo 
The Fault tolerance Working Group proposed some minor enhancements and additions 
to error handling at the June 2016 meeting. This was well received with constructive 
feedback. Further information and some changes were presented at the December 
2016 meeting. This is likely to be brought forward for formal reading at the next 
meeting. 

User-level Fault Mitigation (ULFM) 
The ULFM proposal was read at the June 2016 and December 2016 meetings and 
received more feedback. There are several concerns about the composability of this 
fault tolerance approach with other models that may be introduced in future. 

This proposal aims to introduce some degree of fault-tolerance into MPI. The handling 
and recovery of faults is broken down into five separable tasks: detection, notification, 
propagation, recovery and agreement. Detection is seen as out-of-scope for the 
proposal – existing error and fault detection mechanisms are sufficient to discover all 
faults that are significant for this proposal. Notification is the means by which MPI 
informs the local process that a fault has been detected – an error code will be returned 
to the application during the next MPI function call. Propagation is the means by which 
a process may inform other processes of a fault – the process can choose to ‘revoke’ a 
communicator, causing fault notification in all other processes contained in that 
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communicator. Recovery is achieved by ‘shrinking’ the revoked communicator – a new, 
smaller communicator is created that contains only the non-faulty processes. 
Agreement is the means by which processes can check the results of previous 
operations – each process supplies a value and a fault-tolerant reduction is performed 
with all supplied values resulting in all surviving processes obtaining the same value. In 
combination, these additions support a wide range of fault-tolerance approaches, 
suitable for a wide range of application types. 

This proposal affects interoperability because it introduces more dynamic resource 
usage behaviour into MPI and increases the interaction and reliance on the underlying 
runtime system.  

3.2.4 MPI	  Implementations	  

3.2.4.1 The	  McMPI	  Library	  
Both the McMPI library (developed at EPCC) and the MPC library (developed by CEA), 
make each application thread in to an MPI process. This is a pre-cursor idea, described 
as “static endpoints”, to the current MPI endpoints proposal, described as “dynamic 
endpoints”. 

McMPI has been modified to allow some additional application threads to exist without 
being MPI processes but it still fixes the number of MPI processes at job launch time 
and requires all threads that will be MPI processes to call MPI_INIT or 
MPI_INIT_THREAD. 

The MPI endpoints proposal allows the dynamic creation of MPI communication 
entities during the execution of an application, i.e. after MPI_INIT has completed. 

CEA are planning to modify the MPC library in the near future to fully support the 
current MPI endpoints proposal and have expressed interest in collaborating with 
INTERTWinE during the implementation and testing of these modifications. 

3.2.4.2 The	  EPLib	  Library	  
The EPLib library is not an MPI library, it is a separate library that is layered above an 
existing MPI library and implements the proposed MPI endpoints interface by 
leveraging standard functionality from the MPI library. This involves creating two 
separated and associated jobs at runtime, one (the application job) with as many 
processes as there are MPI processes in MPI_COMM_WORLD, and another (the proxy 
job) with as many processes as there will be MPI endpoints in the largest endpoints 
communicator. 

The EPLib library supports the functionality of the proposed MPI endpoints interface 
but does not actually implement the proposal as originally intended or provide the 
anticipated performance benefits and memory usage efficiencies. It gives the 
impression that the user has multiple communication endpoints, by delegating endpoint 
communication to MPI processes in a larger proxy job. It allows applications to be 
modified and compiled against the new interface, and to execute correctly although 
likely not with optimal performance and definitely with higher resource-usage (both 
additional CPUs and more memory) than either a pure MPI job or a ‘real’ MPI 
endpoints implementation. 

3.2.4.3 The	  EMPI4Re	  Library	  
The EMPI4Re library was used extensively during the EPiGRAM project as a research 
vehicle for prototype implementations of several new ideas related to MPI and GASPI. 
The prototype of MPI endpoints in EMPI4Re exposes the currently proposed MPI 
endpoints interface and implements all the proposed functionality natively within the 
EMPI4Re library as envisioned in the original proposal. However, the EMPI4Re library 
only supports the MPI-1 interface and it is not fully thread-safe. These restrictions 
mean that there are limitations on the applicability and utility of this library; some 
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applications rely on functionality and semantic guarantees that are not supplied by the 
EMPI4Re library. Improving the EMPI4Re to production code quality and extending it to 
support MPI-2 and MPI-3 interface additions/changes is out-of-scope for the 
INTERTWinE project. The conceptual knowledge and the implementation experience 
are valuable assets that are being carried forward into further work in this area, 
specifically work within the MPI Forum to standardize MPI endpoints and work with the 
development teams for MPICH and Open MPI to implement MPI endpoints with 
production quality in high-impact MPI libraries. 

3.2.4.4 The	  MPICH	  Library	  
The MPICH library is a production quality MPI library and is one of the two major non-
commercial implementations of MPI. It is used as the basis of many vendor MPI 
libraries, such as Cray MPI. 

The MPICH development team in Argonne National Laboratory (ANL) is currently 
implementing communication endpoints inside the MPICH library, without exposing this 
new implementation directly to users of the library. The intent is to use the conceptual 
knowledge and implementation experience gained from consideration of MPI endpoints 
in order to implement the existing MPI interface in a more efficient manner. Having 
completed this work, the ANL team is planning to expose the new internal 
communication endpoints using the interface in the MPI endpoints proposal. This will 
provide a production quality implementation of MPI endpoints and a non-endpoints 
MPI-3 compliant MPI library with which to compare performance and programmability. 
The expectations are that: 

• the new MPICH implementation will have higher performance than the current 
MPICH implementation with internal communication endpoints; 

• exposing the internal communication endpoints to the programmer via MPI 
endpoints interface will not affect performance; 

• direct access to the internal communication endpoints via MPI endpoints 
interface will reduce memory consumption within the MPI library; 

• support for MPI endpoints will improve the programmability of hybrid 
MPI+threads applications. 

The INTERTWinE project has been invited to collaborate with this ongoing work, 
particularly in the area of testing using full applications. The applications inherited from 
the EPiGRAM project, iPIC3D and NekBone, as well as those being worked on in this 
project, e.g. Ludwig, can all be used to test and benchmark the new versions of the 
MPICH library prior to general release. 

3.2.4.5 The	  Open	  MPI	  Library	  
The Open MPI library is a production quality MPI library and is one of the two major 
non-commercial implementations of MPI. It is used as the basis of several vendor MPI 
libraries, such as IBM MPI. 

The Open MPI development team is focusing on a prototype implementation of the MPI 
Sessions proposal (targeting a milestone in the ECP project in the USA of the end of 
this calendar year) but is also beginning work on introducing internal communication 
endpoints into Open MPI (in a similar manner to the MPICH work). 

The INTERTWinE project has been invited to collaborate with both aspects of this 
ongoing work, particularly in the area of testing using full applications. The applications 
inherited from the EPiGRAM project, iPIC3D and NekBone, as well as those being 
worked on in this project, e.g. Ludwig, can all be used to test and benchmark the new 
versions of the Open MPI library prior to general release. 
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3.3 OpenMP	  
3.3.1 Introduction	  into	  the	  OpenMP	  ARB	  
The main goal of the OpenMP Architecture Review Board (ARB) is to standardize the 
OpenMP programming model, a directive-based language used to express application 
parallelism by means of the fork-join paradigm. The OpenMP ARB was founded in 
1997 as a non-profit corporation in charge of create and release the new versions of 
the specification document. The corporation also helps to organize and fund 
conferences (e.g. OpenMPCon), workshops (e.g. IWOMP), and other related events in 
order to promote the language. 

The ARB is composed of permanent and auxiliary members. Permanent members are 
vendors who have a long-term interest in creating products for OpenMP. Auxiliary 
members are normally organizations with a special sympathy in the standard, but with 
no commercial interest. 

With respect the technical organization of the corporation it is divided into different 
subcommittees that are responsible for a particular aspect of language. Among these 
subcommittees we can find: accelerators, tasks, affinity, examples, memory model, etc. 
These technical groups are working in different proposals that are discussed, defined 
and tuned before they are presented to the language committee. Once a formal 
proposal is presented to this general body they can be voted for acceptance or they 
may require more work returning to the corresponding subcommittee in order to be 
discussed and defined again. 

When a formal proposal is accepted by the OpenMP language committee, it is included 
in a not yet released version of the specification document. Different proposals from 
different subcommittees are included in this internal document as far as they pass the 
language committee vote. Once the language committee considers that the current 
status of the document can be published it is released as a draft and open for public 
comments, allowing the OpenMP community to submit their opinion, comments or 
concerns about its contents. Finally, the document is presented to the OpenMP ARB 
body and voted for all (auxiliary and permanent) members being accepted or rejected 
as a whole. 

3.3.2 Current	  status	  of	  Interoperability	  in	  the	  standard	  
The standard currently does not include any explicit section with respect to 
interoperability although some of its mechanism could be used to this end. An example 
is the OMP_WAIT_POLICY environment variable. It provides a hint to the 
implementation with respect the desired behaviour (active or passive) of the waiting 
threads. With that mechanism users can control how the threads, which are not 
currently executing a parallel region, use their assigned resources. 

Programmers may also use the OMP_PLACES and OMP_PROC_BIND environment 
variables (with its correspondent clause) to bind threads to hardware resources. This 
mechanism allows that different processes working in the same node do not disturb 
each other while executing their applications and avoid the undesired effects of 
oversubscription. 

3.3.3 Proposals	  concerning	  interoperability	  
During the project lifespan other interoperability topics were also discussed. Issues 
swirl mostly around oversubscription. To change the thread waiting policy during the 
execution -- i.e. include a new service omp_set_wait_policy(omp_policy_t policy) -- and 
a new potential service to clean up an OpenMP execution: omp_shutdown(). This new 
service will help to avoid thread execution after a parallel service has been already 
executed by a client program (e.g. a linear algebra service). Its implementation may 
involve termination of threads or otherwise inactivating them. 
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In May 2016 this group presented its current implementation (based on the Intel open 
source runtime) of a proposal for thread interoperability with the OpenMP runtime.  The 
proposal (coordinated by Yonghong Yan, Oakland University) introduces the following 
functions into the OpenMP specification: 

• omp_thread_create, 
• omp_thread_exit, 
• omp_thread_join 
• omp_thread_attach. 

There was a discussion on the approach and motivation to address the interoperability 
issues with Lawrence Livermore National Laboratory and Intel. This approach seems to 
be too much intrusive for the different runtime implementations and users. 

Oakland University also presents minor updates on the following topics: 

• omp_set_wait_policy(omp_policy_t policy) 
• omp_quiesce() (formerly known as omp_shutdown()) 

This proposal was finally published in October 2016 within the IWOMP 2016 (Yan, 
Hammond, & Eichenberger, 2016), describing different thread’s waiting policies and 
how the user may stablish this policy using the OpenMP language techniques 
(environment variables and runtime library routines). The paper also describes how the 
current thread executing a given service (e.g. the runtime library routine) may change 
its own waiting policy. 

For this publication there is a preliminary implementation using the Intel open source 
runtime (OCR). The evaluation, discussed in the publication, shows the effects of the 
approach when a system has oversubscription. Portability may be ensured by the fact 
that multiples implementations follow the same API as the public Intel open source 
runtime. 

Two tickets have also been created to address and describe this mechanism officially 
in OpenMP, but the committee expressed some concerns about the way these 
techniques will be applied when nested parallelism occurs. In this case we can finally 
have multiple mixed waiting policies defined and interacting (e.g. the master threads of 
the internal teams belongs also the external teams). 

Discussion with respect device’s hardware resources came up with the proposal of a 
new internal control variable to limit/control their usage: DEVICE_THREAD_LIMIT. This 
proposal was withdrawn since the accelerator subcommittee expresses their intent to 
solve this issue through device-specific environment variables. 

A presentation of the C++11 threading model and future C++14 thread, async, future 
and coroutine mechanisms were also introduced in the discussion. The C++ language 
committee was expressing their concerns about how the new features of this language 
will impact in the specification: C++ thread and async/future are similar, but the 
coroutine mechanism is very different and could pose more challenges than other C++ 
features for interoperating with OpenMP. 

In February 2017 a new Interoperability Subcommittee leader, Alexandre Eichenberger 
from IBM Watson Research Center, has been appointed. The Interoperability 
Subcommittee breakout session was mainly devoted to reviewing and prioritizing 
actions in the subcommittee for the coming months. In prevision of the expected 
release of OpenMP 5.0, the plan is mainly to advance work on the omp_quiesce() 
support definition, enabling runtime worker threads to be phased out, during phases for 
which computing resources needs are known to be low, and to be subsequently 
resumed once new computationally intensive works is available. 
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3.3.4 INTERTWinE	  proposals	  concerning	  interoperability	  
One of the main goals of the INTERTWinE project with respect the OpenMP 
community is to present the Resource Manager component (discussed in Work 
Package 4). As there will be no impact in the language, we are considering other 
formats that may influence, not in the programming model itself, but its 
implementations (e.g. through the publication of technical report). A similar precedence 
was the initial stages of the OpenMP Tools interface (now included in the specification). 
The publication of this technical report helped to establish the guidelines for the 
different implementations to standardize the instrumentation interface with other 
performance analysis tools. 

INTERTWinE has been represented in all OpenMP face-to-face discussions since the 
beginning of the project. In February 2016 INTERTWinE was presented for the first 
time to the OpenMP technical subcommittee. The main goal of that meeting was to 
announce the project to other partners that also participates in the interoperability 
discussion within the OpenMP standard. 

In this first introduction to INTERTWinE the project was presented with the primary 
concern of addressing interoperability issues at two different levels: language and 
implementation. 

With respect to the Resource Manager component, a brief summary of the current 
state at this moment: 

• Targeting multiple programming models and runtimes: MPI, GASPI, OpenMP, 
OmpSs, StarPU, PARSEC, Argobots and OCR. Working to better understand 
its semantics. 

• Working in several use cases in which a poor use of the resources may cause 
performance degradation: applications using a task-based runtime system and 
parallel numerical libraries simultaneously (thread affinity), tasks and message 
blocking calls (asynchronous messages) and MPI end-points (involving ranks 
and threads).  

In May 2016 it was briefly presented the current status of the Resource Manager and 
the expectation to have a complete document describing requirements and a draft 
version of its definition in a short term period. The requirements guidelines were based 
in following two principles of design (already included in deliverable D4.1, “Resource 
Manager Interoperability requirements” (INTERTWinE Collaboration). 

• Runtime coexistence, the execution of one runtime must not disturb the 
execution of others (e.g. avoid resource oversubscription). 

• Cooperation between multiple runtimes/APIs, additional runtime services in one 
runtime allow improving the other runtime performance (e.g. message passing 
runtime may change task state in a task-based runtime). 

Deliverable D4.3: “Definition of resource manager API and report on reference 
implementation” (which will be published at the same time at D3.2 and thus can not be 
referenced at the current point in time) presents the four specific APIs that conform the 
resource manager. These APIs will be presented and discussed on the upcoming 
OpenMP F2F meetings.    

In October 2016 there was no official update of the INTERTWinE project due the face-
to-face meeting was much focused in reviewing the OpenMP Technical Report 4 
document. This document includes all the new features already accepted for next 
OpenMP 5.0 release and other topics were dimmed for this reason. The main objective 
within the INTERTWinE project was to wait the publication of the deliverable D4.3, 
“Definition of Resource Manager API and report on reference implementation” 
(published at the same time as D3.2, so no reference possible) to present more 
updates to the committee. In February 2017 a preliminary draft version of this 
document was finally presented to the OpenMP subcommittee describing the purpose, 
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the proposed model and the current status of the reference implementations. The 
proposal includes the OpenCL (Howes & Lee, 2015)offload mechanism and the 
resource awareness extension. 

3.3.5 OpenMP	  Implementation	  
The INTERTWinE project does not have OpenMP official implementer among its 
partners. Our reference implementation for the OpenMP programming model is based 
on the OmpSs platform, including the Mercurium compiler and the Nanos 6 Runtime 
Library (see Section 3.5). 

 

3.4 PaRSEC	  
3.4.1 Current	  status	  of	  Interoperability	  in	  the	  standard	  
PaRSEC (Parallel Runtime Scheduling and Execution Controller) is a generic 
framework for architecture-aware scheduling and management of micro-tasks on 
distributed many-core heterogeneous architectures. PaRSEC is the underlying runtime 
and dynamic scheduling engine of the DPLASMA numerical linear algebra library for 
dense matrices, among others. 

Perhaps the main advantage of PaRSEC comes from expressing algorithms as 
parametrised task graphs (PTG) with dependencies. Unlike the standard (non-
parametrised) Directed Acyclic Graph (DAG), PaRSEC does not need access to the 
global DAG representation, and it is able to unfold the dependencies from any point of 
the graph. This feature becomes extremely important for maintaining scalability on very 
large number of nodes. 

From a user’s perspective though, it can be sometimes complex to express the 
parametrized task graph for his algorithm. Therefore, for moderate number of nodes, 
PaRSEC has recently developed also an interface based on the Dynamic Task 
Discovery (DTD) and insertion of tasks into the DAG at runtime.  

PaRSEC has demonstrated interoperability with a number of libraries, including: 
StarPU, OpenMP/OmpSs, and MPI. The current scope of interoperability varies 
between the specific libraries. 

Interoperability between PaRSEC and StarPU is currently relatively simplistic in scope. 
The PaRSEC high-level compiler has been modified to directly generate StarPU tasks, 
with the StarPU runtime in charge of their scheduling. 

Interoperability between OpenMP and PaRSEC has been demonstrated on several 
cases. PaRSEC was responsible for inter-node communication running one core per 
CPU, while OpenMP threads were using the rest of the cores. 

PaRSEC interoperability with MPI is somewhat more mature; it is currently possible to 
write MPI plus PaRSEC applications that take advantage of the strengths of both 
libraries. However, a specific potential limitation of interoperability with MPI applications 
has been identified with respect to the API of PaRSEC. This is related to the support of 
user-defined MPI communicators or communicators beyond MPI. In particular, the 
default global MPI_COMM_WORLD communicator is currently hard-coded as the 
default option for the context returned by the call to the parsec_init function, which 
has the following interface: 

parsec_context_t*	  parsec_init(int	  nb_cores,	  

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  int*	  pargc	  

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  char**	  pargv[]);	  
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A user currently has an option to change the communicator in the context by calling the 
function parsec_remote_dep_set_ctx, with the following signature: 

int	  parsec_remote_dep_set_ctx(	  

	  	  	  	  parsec_context_t*	  context,	  

	  	  	  	  void*	  opaque_comm_ctx);	  

Thus, the PaRSEC context with the MPI_COMM_WORLD communicator has to be 
finalized (on all the processes involved) and then re-initialized with the new 
communicator. 

This API design can be somewhat restrictive for libraries based on PaRSEC, such as 
DPLASMA. One specific bottleneck is related to the thread-level in the ‘default MPI 
mode’. Because PaRSEC requires an initial MPI_COMM_WORLD communicator, it 
has to rely on the application calling MPI_Init with some specific flags 
(THREAD_SERIALIZED). This can cause problems in applications that simply call 
MPI_Init (with the implicit THREAD_SINGLE behavior). This also means that 
PaRSEC demands that the user calls MPI_Init_thread even when the 
communication engine of PaRSEC does not intend to use MPI at all. 

3.4.2 Proposals	  concerning	  interoperability	  /implementation	  
With the motivation to allow PaRSEC to create and initialize a context directly with an 
MPI sub-communicator, the following API extension was proposed to the developers of 
PaRSEC by INTERTWinE in March 2017. The proposal was to change the interface of 
the parsec_init function to take the user-defined MPI communicator as a parameter 
and set it to the context, in particular: 

parsec_context_t*	  parsec_init(int	  nb_cores,	  

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  MPI_Comm	  comm,	  

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  int*	  pargc,	  

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  char**	  pargv[]);	  

However, this proposal has not been accepted by PaRSEC developers, since it would 
bind PaRSEC too tightly to MPI as the communication library, while in fact the opposite 
is desirable. 

An alternative solution to this API design issue may be offered by the MPI Sessions 
proposal, currently being considered by the MPI Forum. This proposal allows multiple 
separate entities within each process of the application, e.g. parallel libraries like 
PaRSEC/DPLASMA, to initialize and use MPI completely independently of each other. 
This avoids the creation of global state objects like MPI_COMM_WORLD by MPI and 
prevents the conflict between the main application usage of MPI and the usage of MPI 
by parallel libraries. In this case, the API for PaRSEC may be left unchanged (allowing 
PaRSEC to initialize MPI and create its own isolated copy of MPI_COMM_WORLD) or 
may be changed to permit the main application to give information about the resources 
to use in the library, e.g. by passing a named set of processes or a group or a sub-
communicator (allowing PaRSEC to initialize MPI and create its own isolated sub-
communicator). In addition, it would allow running PaRSEC without initializing MPI at 
all if the communication engine would not rely on it. INTERTWinE will investigate the 
impact of the MPI Sessions proposal on the API design for PaRSEC further. 
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3.5 OmpSs	  
1.1.1 Current	  status	  of	  Interoperability	  in	  the	  standard	  
The OmpSs programming models include some mechanisms allowing OmpSs 
programs to interoperate with other multi-threaded programming models. The most 
common option is to specify how the resources must be used when executing the 
program. OmpSs implementations let programmers to explicitly specify the set of CPUs 
in which the runtime library must run on allowing the coexistence with other processes 
that are executing in the same SMP node. These mechanisms are based (depending 
on the runtime system version) on environment variables, Linux commands or the job 
scheduler module used to submit the program. 

The environment variable used in a previous implementation of OmpSs allows using 
several options to set the number threads and bind them to CPUs. The options were: 

 

Option Description 
--smp-workers=<n> Set number of SMP worker threads. 

--binding-start=<cpu-id> Set initial CPU for binding (binding 
required 

--binding-stride=<n> Set binding stride (binding required). 

--disable-binding, --enable-binding Disables/enables thread binding (enabled 
by default). 

Table 3: Options in OmpSs to set number of threads and bind them to OmpSs 

 

Users may also use the taskset Linux command. This command is used to set or 
retrieve the CPU affinity of a running process given its PID or to launch a new 
command with a given CPU affinity. The runtime system will adapt its execution to the 
affinity information provided by this mechanism. 

The job scheduler (e.g. SLURM, LSF, etc.) also offers a restricted vision of the system 
through a CPU mask. As in the previous case the runtime system will adapt the 
creation of threads to the set of CPUs provided by this component. 

Interaction with MPI libraries were done by means of taskifying the MPI communication 
services using the OmpSs directives. Following this approach the worker thread is 
blocked until the communication is completed and can lead to a deadlock if two peer 
processes want to exchange messages that do not match with each other because the 
sends and receives are executed in a different order. 

1.1.2 Proposals	  concerning	  interoperability	  in	  the	  OmpSs	  community	  
Traditional proposals concerning interoperability issues were related with the 
interaction with message passing API (MPI). Finding mechanisms to better interact with 
these communication services, which also allow overlapping computation and 
communication, has been faced in previous implementations. Main drawback of these 
approaches was that they were not exposing neither generalizing the approach being 
the implementation restricted to a given version of the communication library. 

Although the coexistence with other processes is guaranteed by the initial configuration 
it is hard to dynamically change/adjust this configuration at runtime. The OmpSs 
programming model relies on a third component in order to dynamically adjust the use 
of CPUs at runtime: the Dynamic Load Balancing Library (DLB). DLB is a library 
devoted to speedup hybrid parallel application improving the efficient use of the 
computational resources inside a computing node. This dynamism allows reacting to 
different sources of imbalance: algorithm, data, hardware architecture, and resource 
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availability among others. The main problem when using DLB and the OmpSs runtime 
system is that the interface is not yet standardized having both components tightly 
coupled in its original design. DLB was originally designed to share resource between 
two independent OS processes (even if they belong to the same application), but in the 
context of INTERTWinE it will be extended to also share resource between different 
parallel runtimes inside the same OS process. This new implementation is part of the 
resource manager presented in Deliverable D4.3 under the name Dynamic Resource 
Sharing (DRS) API. 

1.1.3 OmpSs	  Implementation	  
The OmpSs reference implementation is developed by the Programming Models team 
of the Computer Sciences department at the Barcelona Supercomputing Center. This 
programming model relies on top of a source-to-source compiler and a runtime library. 
The compiler provides the necessary support in order to process the high-level 
directives introducing the correspondent calls to the runtime library. The runtime 
system, in turn, provides all the services to manage the application’s parallelism, 
including task creation, execution and synchronization. 

Mercurium compiler (Barcelona Supercomputing Center) has been used at BSC for 
multi-purpose source-to-source code transformation since 2004. The compiler is 
responsible of parsing the OmpSs programs, carry out the correspondent code 
transformations and orchestrate the generation of the executable file in order to 
guarantee the proper linkage with all libraries. 

Nanos++ has been traditionally used at BSC to serve as the runtime support for the 
OmpSs programming model. The runtime provides services to support task parallelism 
guided by data-dependencies. Tasks are implemented as user-level threads with 
support for several architectures: x86, x86-64, ia64, ppc32 and ppc64. 

Within the context of the INTERTWinE project the BSC’s Programming Model team is 
developing a new version of the OmpSs runtime library: Nanos6 RTL. Its main 
objective is to re-implement all proven functionalities of the former runtime but keeping 
the introduced overhead as low as possible in order to ensure performance when 
creating very fine grain tasks. Nanos6 will implement all the needs and new proposals 
arisen within the project’s context (especially those related to the Resource Manager 
and Directory Cache service in Work Package 4). 

 

3.6 StarPU	  	  
StarPU is jointly developed by the University of Bordeaux, CNRS and INRIA within the 
context of the STORM Team. There is not currently any dedicated standard body for 
StarPU. 

3.6.1 Current	  status	  of	  Interoperability	  in	  StarPU	  
Interoperability is currently addressed at several levels in StarPU, allowing to make use 
of other runtimes within StarPU tasks, to use other runtime systems for some of 
StarPU’s own internal mechanisms, to runtime other runtime systems beside StarPU, 
and to call StarPU from another runtime or from another programming model. 

3.6.1.1 Using	  other	  runtime	  systems	  within	  StarPU	  tasks	  
StarPU supports using other runtime systems within StarPU tasks, for CPU task, as 
well as for accelerator tasks.  

For CPU tasks, StarPU defines a notion of parallel tasks running on several cores, 
inside which a parallel kernel may be executed. Two modes are provided, depending 
on the needs of the parallel kernel and its associated runtime system: The Fork mode 
and the SPMD (Single Process Mulitple Data) mode. When the Fork mode is selected 
for a parallel task, StarPU first sets a CPU binding mask to the set of CPU cores 
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allocated for this parallel task, and then call the parallel kernel on the first core of the 
set; within this mode, the parallel kernel’s own runtime system is responsible for 
launching threads on each core of the CPU binding mask and execute the parallel 
kernel on these cores. When the SPMD mode is selected, the parallel kernel and its 
associated runtime system run on StarPU’s own threads; the kernel entry routine is 
called once on each core, and two StarPU functions are provided to supply the routine 
calls with the size of the parallel task and the rank of the call within this parallel task. 

For accelerator tasks, StarPU can call NVIDIA CUDA kernels, OpenCL kernels (on both 
the accelerators and on the host if available) and interoperate with SCIF or RCCE 
libraries to driver INTEL KNC kernels and INTEL SCC kernels. 

3.6.1.2 Using	  other	  runtime	  systems	  for	  StarPU’s	  internal	  mechanisms	  
Beyond the accelerator related runtime systems mentioned above, StarPU may also 
make use of runtime systems internally for managing data transfers between multiple 
nodes. Ports of StarPU exist for MPI and GPI2. A port of StarPU on top of 
INTERTWinE’s own Directory Cache framework is ongoing. Dedicated CPU cores may 
be spared by StarPU for the purpose of these embedded runtimes systems, for 
instance to enable a MPI background progression thread to run without interference 
with the StarPU’s own worker threads. 

3.6.1.3 Running	  runtime	  systems	  beside	  StarPU	  
The number of threads used as worker by StarPU can be set at initialization time to 
limit the number of cores allocated to StarPU, in order to enable other runtime systems 
to work beside StarPU without interferences. StarPU also makes use of the HWLOC 
library to detect and take into account existing CPU binding masks. Moreover, StarPU 
provides a notion of scheduling context, which defines the set of computing resources 
on which StarPU tasks may run at any given time. The set of resources allocated to a 
scheduling context may be changed dynamically. 

3.6.1.4 Calling	  StarPU	  from	  another	  runtime	  or	  from	  another	  programming	  model	  
StarPU provides an OpenCL compatibility layer enabling the runtime to be seen as an 
OpenCL device, as well as an OpenMP compatibility layer which implements the 
parallel language constructs (parallel regions, sections, tasks) on top of StarPU. 
Moreover, tasks may be submitted to StarPU from another runtime system; while the 
mechanisms described at Section 3.6.1.3 allow the calling runtime system to control 
the computing resources allocated to StarPU. 

3.6.2 Proposals	  concerning	  interoperability	  in	  the	  StarPU	  community	  
The StarPU runtime system continues to evolve, to address new needs from the 
community. Means to dynamically negotiate resource allocation and performing load 
balancing between multiple runtime systems are needed to more tightly follow the 
actual resource usage and requirements for each runtime, and adjust the resource 
mapping accordingly. The Resource Manager designed as part of the INTERTWinE 
project aims at providing such arbitration means, which are of direct interest for 
StarPU. 

3.6.3 Implementation	  
From an implementation point of view, interfacing StarPU with INTERTWinE’s 
Resource Manager primarily involves controlling the scheduling contexts resource 
allocation in response to the manager resource mapping changes, as well as reporting 
periods of worker threads inactivity, to enable other runtime systems to borrow the 
computing idle cores for some other computations. Interfacing StarPU with the 
INTERTWinE’s Directory Cache service involves significantly more work, since the 
current distributed shared-memory (DSM) implementation shipped with StarPU is 
strongly MPI oriented, making heavy use of MPI’s send/receive model, and MPI 
features such as user defined datatypes. Thus, a new implementation of StarPU’s DSM 
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layer is needed to better fit the model exposed by the Directory Cache service. 
Moreover, some language binding development is needed since the Directory Cache 
service is developed using a templated C++11/Boost software design approach, while 
StarPU only uses plain C internally. 
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4 Effect	  on	  APIs	  of	  prioritized	  API	  combinations	  
To ensure interoperability between all six programming APIs featured in INTERTWinE 
(plus possibly also CUDA, OpenCL and MKL) one has to consider at least 20 API 
combinations. To make such an approach more reasonable certain API combinations 
have been prioritized and will be main goal of interoperability efforts between the APIs 
and interoperability studies of the Co-design applications. The prioritized combinations 
are described:    

4.1 MPI	  plus	  OpenMP	  
MPI interoperability with threads is well defined for the POSIX model but is somewhat 
ambiguously defined for other thread models. The definition of “thread-compliant MPI” 
given in the MPI Standard enforces the POSIX rule that the external interact of a 
process should not change when the number of threads within that process changes. 
This rule has the intentional consequence that distinguishing which thread a particular 
communication originated from (or was intended to be targeted at) is very difficult. This 
rule can be circumvented, by using the message “tag” or by using multiple 
communicators, but each of these techniques introduces further problems and 
limitations. In short, the POSIX model is insufficient (or at least inconvenient) when 
interoperating with threaded applications. The Hybrid Programming working group is 
addressing this situation, in particular via the “dynamic endpoints” proposal. 

The basic idea behind the endpoint proposal is to allow the creation and usage of 
multiple communication identities within each MPI process. Currently, MPI permits only 
one communication identity per MPI process, which is represented by a single rank 
within each communication group or communicator. The proposal provides a 
mechanism for creating additional identities (called MPI endpoints), represented by 
multiple different ranks within a new communication group or communicator. There is 
no restriction on the number of endpoints; it may be the same as the number of 
threads, or the number of network interface devices, or an arbitrarily chosen number. 
The intention is that applications will use these MPI endpoints as independently 
addressable communication entities, for example, permitting each thread to 
communicate directly and unambiguously with any other thread, rather than merely 
with the process that contains the target thread. It is hoped that this additional 
functionality will facilitate hybrid MPI plus threads programming. 

4.2 OmpSs	  plus	  MPI	  	  
Interaction with MPI libraries were done by means of taskifying the MPI communication 
services using the OmpSs directives. Following this approach the worker thread is 
blocked until the communication is completed and can lead to a deadlock if two peer 
processes want to exchange messages that do not match with each other because the 
sends and receives are executed in a different order. 

Finding mechanisms to better interact with these communication services, which also 
allow overlapping computation and communication, has been faced in the previous 
implementations. Main drawback of these approaches was that they were not exposing 
neither generalizing the approach being the implementation restricted to a given 
version of the communication library. Deliverable D4.3 presents a generic 
Pause/Resume API that is designed to improve the interoperability of task-based 
programming models and communication libraries. This API has been used to 
implement a MPI wrapper library that improves the integration of OmpSs and MPI, 
avoiding application dead-locks and improving resources utilization. 

4.3 GASPI	  plus	  OpenMP	  
GASPI memory segments represent the memory level, mapping hardware layers to 
software layers. The segment can be registered and become visible and accessible to 
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a GASPI process with an associated rank. Each thread of a process may have a global 
read or write access to all of the segments provided by remote GASPI processes if 
there is a connection established between the processes and if the respective 
segments have been registered.  

GASPI foresees and suggests a model where threads are the mechanism to deal with 
parallelism at the node level. Processes (ranks) represent a node. An extension to this 
is to have a rank per NUMA socket and allow/enforce a proper affinity to the memory 
hierarchy. The API is thread-safe and threads are the suggested way to handle 
parallelism within nodes. 

GPI plus OpenMP has been tested in GPI applications. An example is the Nekbone 
application of the EC-funded EPiGRAM project.  

4.4 GASPI	  plus	  OmpSs	  	  
The API combination GASPI plus OmpSs will be tackled using the same approach than 
for MPI plus OmpSs. The Pause and Resume API presented on D4.3 will be used to 
improve the integration between both models. 

Moreover the development of the directory / cache service which is being developed in 
WP4 and its integration on Nanos6 runtime, will serve as a key example of a complex 
parallel and distributed application that relays both on threads and message passing 
APIs. 

The directory cache allows task-based runtime systems to efficiently run distributed 
applications on top, while being able to consistently manage data stored in distributed 
memory and in local caches. The directory cache provides an API allowing the user to 
be completely independent from the physical representation of data and from the type 
of storage used. The applications may also directly use it. The directory cache 
facilitates the access through the same interface to an extendable list of memory 
segment implementations. 

The server API has already been implemented for both GASPI and MPI. The client API 
is defined and has not yet been implemented for OmpSs. It is expected that there are 
no extensions or wrappers need for the client API for OmpSs. However, it is important 
to follow the development and check if there is any feedback for the API definitions.  

 

4.5 GASPI	  plus	  MPI	  	  
Interoperability between GASPI and MPI has two major components: interoperable 
memory space and interoperability of communication requests.  
 
Concerning memory segments GASPI allows the user to provide an already existing 
memory buffer as the memory space of a GASPI segment. This allows the user to 
provide an already allocated buffer and register it as a GASPI segment to be globally 
accessible for communication. This way it is possible to register memory spaces which 
are allocated by MPI. This functionality has been tested in the scope of the Best 
Practise Guide for writing GASPI-MPI interoperable programs (Rotaru, 2016). This is 
possible due to the introduction in the GASPI standard of the gaspi_segment_bind 
and gaspi_segment_use primitives (Machado, Rahn, Grünewald, & Bartsch, 2015). 
The clear advantages offered by this feature are providing direct access to the segment 
allocated memory (avoiding thus calling gaspi_segment_ptr) and allowing reusing 
in GPI-2 operations communication buffers that were previously used in MPI 
operations. Conversely, using memory allocated within a GASPI segment as a buffer 
for MPI communication is also possible. This offers the advantage of avoiding explicitly 
copying the content of a buffer used in MPI communication into a segment for being 
subsequently used in GPI-2 communication. 
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In a preliminary study the LUDWIG developers have noted performance decreases due 
to the use of MPI data types, which are not supported by GASPI. Thus, the data used 
by MPI data types have to be unpacked and then copied into a continuous data 
segment leading to a slight performance decrease. From the studies the 
recommendation arises that GASPI segments could look into the transparently 
handling of MPI data types. Further tests will be run and the GASPI developers will 
work together with the Ludwig developers to investigate this issue further.  
 
The GASPI extension on Queue creation and deletion is only indirectly linked to 
interoperability. The extension allows the developers to run GPI libraries independently 
of the main program. Apart from the functions related to GPI-2 initialization and 
termination, the rest of the GPI-2 code can be encapsulated into a library function 
facilitating a mix between code of another programming language (like MPI or UPC in 
the main code) and GASPI in the library.  
 
GASPI/GPI-2 supports interoperability with MPI in a so-called mixed-mode, where the 
MPI and GASPI interfaces can be mixed. MPI code bases can be incrementally ported 
to GASPI/GPI-2 with the goals to: 

• Complement MPI with a Partitioned Global Address Space (PGAS). 
• Combine legacy MPI applications and libraries with bundled (notified) 

communication in PGAS. 
• Complement MPI code with highly multithreaded communication calls. 

The mixed-mode allows for either entirely porting an MPI application to GASPI/GPI-2 or 
for replacing performance-critical parts of an MPI application with GASPI/GPI2 code 
(useful when dealing with large MPI code bases) (Rotaru, 2016). 

Within INTERTWinE we have started to investigate even more sophisticated scenarios. 
The status is briefly described here: One of the new trends in parallel programming is 
the use of a hybrid approach that combines MPI with shared memory (Hoefler, et al., 
2013). MPI-3 allows different processes to allocate shared memory (using the function 
MPI_Win_allocate_shared) and the parallel applications may adopt a hybrid 
programming model, using MPI or load/store accesses on the shared memory window. 
Creating shared memory regions in MPI can be done using the 
MPI_Comm_split_type function. As a result, a shared memory communicator is 
created for each shared memory window. We started with an MPI example performing 
communication in a ring. The program starts on each machine a predefined number of 
processes that share a memory window. Each process communicates its rank to the 
left, i.e. to the process having one unit less rank or to the last rank in case this is 0. 
Between processes located on different nodes, MPI non-blocking communication is 
used. The processes situated on the same node communicate via shared memory, 
using load/store operations. In fact, each MPI process can have direct access to the 
memory of any other process on the same node (the same shared communicator). The 
interoperability with GPI-2 was first tested by replacing the MPI inter-node non-blocking 
communication with GPI-2 one-sided communication. Using the newest feature in GPI-
2 (version 1.3) that allows creating segments with user provided memory, this can be 
done in a straightforward way. 
 
The following scenario was further investigated: a mixed-mode parallel program starts 
a number of MPI processes, with number of cores processes sharing memory on each 
node. A shared memory window is created for the processes started on each node 
using the function MPI_Win_allocate_shared. Memory allocated in this way is 
contiguous across process ranks (unless alloc_shared_noncontig is set to true in 
the info argument), i.e. the first address of the memory segment for process i+1 occurs 
immediately after the last address in the memory segment of process. Each MPI 
process writes then some value into its corresponding shared memory space. A GASPI 
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segment using as application provided memory the total memory allocated for the 
shared memory window is created by all GPI-2 processes whose ranks are a multiple 
of number of cores per node. For each node, the smallest GPI-2 rank on a node starts 
a number of threads equal to the number of cores per node and each thread k reads 
from the location in segment corresponding to the MPI local rank k, while all other GPI-
2 ranks are waiting in a barrier. The test showed that each thread k started by the 
smallest GPI-2 rank on a node reads exactly the value written by the MPI process with 
the local rank k (in the shared communicator). The simple test described above shows 
that combining a model using one MPI process per core with one using one GPI-2 
process per node and number of cores threads is possible and switching from one 
model to another can work. 

4.6 GASPI	  plus	  StarPU	  
The API combination GASPI plus StarPU will be tackled with the help of the directory 
cache service which is being developed in WP4.  

The server API has already been implemented for GASPI. The client API is defined 
and has not yet been implemented for StarPU. It is expected that there are no 
extensions or wrappers need for the client API for StarPU. However it is important to 
follow the development and check if there is any feedback for the API definitions.  

4.7 Resource	  Manager	  for	  shared	  memory	  
Some API combinations like PLASMA plus OmpSs / StarPU, OpenMP plus numerical 
libraries like MKL etc. will validate the resource manager functionality developed in 
WP4. The main goal of the INTERTWinE Resource Manager is to coordinate the 
access to CPUs and GPUs resource between different runtime systems and APIs to 
avoid both oversubscription and undersubscription situations. To that end, we are 
developing four different APIs:  The first two  are the native offloading and enforcement 
API, which will be used to invoke parallel kernels from one runtime system to another, 
and to specify  in which resources will run respectively. On top of these native 
offloading and enforcement APIs we will extend OpenCL to provide a generic 
offloading and enforcement APIs, which can be used with different runtime systems. A 
third Pause and Resume API will also be provided to enable the interaction of external 
libraries with the scheduler of task-based programming models. With this API external 
libraries will be able to inform task-based runtime systems when a task is going to 
block, so the runtime can take the appropriate action. Finally, a Dynamic Resource 
Sharing API will be provided so different runtimes in the same process can lend and 
borrow CPUs between them when they are not using all the resource or they need 
more resources respectively. 

The resource manager will be presented to the communities involved (PLASMA, 
OmpSs, StarPU, OpenMP, etc).   
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5 List	  of	  recommendations	  to	  the	  standard	  bodies	  
5.1 MPI	  plus	  OpenMP	  
We recommend to investigate the endpoints proposal for MPI in the MPI Forum. 

5.2 OmpSs	  plus	  MPI	  
It is recommended to look into ways to make the coupling between OmpSs and MPI 
non-blocking and asynchronous. This is work to be done for the OmpSs developers in 
the INTERTWinE consortium.  

5.3 GASPI	  plus	  MPI:	  support	  of	  MPI	  data	  types	  
From the studies of the Ludwig developers, the recommendation arises that GASPI 
segments could look into the transparently handling of MPI data types. This idea 
addresses the GASPI developers. Further tests will be run and the GASPI developers 
will work together with the Ludwig developers to investigate this issue. For a better 
interoperability between MPI and GASPI we will start investigating using shared MPI 
windows, so that intra-node traffic will be avoided. It will be very likely that it won’t 
directly impact the GASPI standard but a service of some of the MPI data types will 
become part of a library in case that the performance decreases are confirmed by the 
studies. 

5.4 Directory	  cache	  service	  and	  Resource	  Manager	  
The development of the directory cache service and Resource Manager will be 
followed to check that there are no changes to the APIs necessary. The directory 
cache service and the Resource Manager will be presented to the communities that are 
interested for them (GASPI, MPI, StarPU, OmpSs, OpenMP, etc.).  

5.5 OmpSs:	  overlapping	  programming	  objects	  
It is recommended that OmpSs eliminates the restrictions on overlapping programming 
objects (POs). The recommendation arises from an issue in the HLU application and 
will be resolved in one of the future OmpSs versions. In the HLU application, H-
Matrices are stored using a block data layout (BDL), which basically implies that the 
elements of each leaf node of the H-Matrix are stored using the column-major order 
(CMO). The problem we have identified for this storage structure is that, in OmpSs of 
version 16.06, the regions that are used in order to define dependencies are 
associated to a single program-object (PO). Each PO is identified by its base address 
in memory and regions covering more than one PO are not supported. This restriction 
does not allow us to exploit nested parallelism in HLU using the aforementioned 
version of OmpSs.  
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6 Summary	  
This deliverable has shown the current status of interoperability discussion in the 
programming models that INTERTWinE is studying. The INTERTWinE collaboration 
participates in all standard bodies of the selected programming models: MPI Forum, 
OpenMP ARB and GASPI Forum. The additional programming models and runtime 
systems (OmpSs, ParSEC and StarPU) do not have a standardisation body. Except for 
OpenMP partners of the INTERTWinE consortium maintain a reference implementation 
of the standard.  

Interoperability has a varying significance in the standardisation discussions. For 
instance, in the ubiquitous MPI and OpenMP programming models, interoperability is 
not a major concern. The discussion in the MPI forum focusses on interoperability with 
threads (and therefore also OpenMP). Discussions in the OpenMP forum focus on 
more sophisticated ways to handle threads. The other programming models put more 
weight on interoperability: GASPI is by design thread-safe and has recently added 
extensions to the standard, which improve the interoperability with MPI. OmpSs has 
already established interoperability with MPI, which will be improved in future. StarPU 
has incorporated into its design comprehensive interoperability features: interoperability 
with application kernel thread, calls to nVIDia CUDA and OpenCL kernels, and 
submission of tasks from another runtime systems.  

Concerning INTERTWinE’s prioritized API combinations they are in line with the above-
mentioned interoperability discussions for the APIs. Some will be tackled with the 
Directory Cache service 

Recommendations to the standard bodies have been collected from all work packages 
of the INTERTWinE project. While a few of them were well known to the partners in 
WP3 (like the endpoints proposal for MPI, the improved interoperability between 
OmpSs and MPI) there is at least one completely new recommendation about the 
support of MPI data types in GASPI coming from studies in WP5.  

The interoperability requirements identified in this deliverable will guide the future work 
in this work package.  
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7 Future	  work	  
The future work of this WP3 will be guided by the interoperability points identified in this 
deliverable. Most notably these are: 

• GASPI will extend its interoperability with MPI beyond a common usage of 
memory segments; 

• MPI will follow-up on the endpoints proposal for a better integration of threads; 
• OmpSs will improve the interoperability with MPI to become asynchronous and 

non-blocking and, therefore, allowing an overlap between computation and 
communication; 

• StarPU will interface with INTERTWinE Resource Manager; 
• ParSEC will work on a smoother interoperability with MPI. 

In addition, requirements arising from either the directory cache or the Resource 
Manager of WP4 will be integrated in the implementations and – if necessary – the 
APIs. The recommendation of WP5 on the support of MPI data types in GASPI will be 
followed up. 
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