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Executive	  Summary	  
This document describes the Application Programming Interface (API) for a Resource 
Manager designed to improve the interoperability and composability between parallel 
runtime systems and parallel libraries. To that end, the Resource Manager introduces 
four APIs to arbitrate access to computational resources (such as processing units 
primarily, but also to accelerator devices or memory on a future version) among 
multiple parallel runtime systems and to improve the interoperability between task-
based programming models and communication APIs.  These four APIs are designed 
as a low-level mechanism that will be used to implement and enforce high-level user-
defined policies. 

Section 1 describes the context and main goals of the Resource Manager and the four 
APIs. The technical content is divided in two sections. Section 2 defines the Resource 
Manager; and Section 3 presents the implementation details and the experiences 
developing our reference implementation. 
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1 Introduction	  
This section discusses the context and objectives of this deliverable, within the project 
as well as within the long term purpose of Exascale computing. The main goal of the 
Resource Manager APIs is to improve the composability of parallel runtimes and 
libraries by providing mechanisms to efficiently use and share the resources inside a 
compute node. To that end, this deliverable introduces four different APIs that can be 
used together to improve the efficiency and performance of parallel applications.  

1.1 Context	  
The main premise of the INTERTWinE project is that there is no single “silver bullet” 
API addressing all the architectural levels of parallelization. We must therefore expect 
that HPC applications will be developed using different combinations of parallel runtime 
systems and communication APIs. We predict an increase in the number of parallel 
libraries –each using the programming model and runtime system that better fits its 
needs–, so the composability of parallel applications and parallel libraries will become a 
key challenge to develop efficient applications for the upcoming Exascale platforms. 
The concurrent and uncoordinated execution of a parallel application and libraries 
might lead to an unacceptable loss of performance due to several factors such as 
cache pollution, oversubscription, priority inversion or excessive number of context-
switches to name a few. The development of applications that can benefit from 
Exascale systems will remain out-of-reach for most developers if current issues 
combining parallel applications and libraries are not properly addressed.  

1.2 Interoperability	  between	  parallel	  applications	  and	  libraries	  
In general, it is complex to develop high-performance parallel applications (using a 
parallel programming model such as pthreads, OpenMP [9], OmpSs [10], StarPU [4], 
etc.) that have to rely on one or several parallel libraries. Figure 1  shows a diagram of 
an application that uses three different parallel libraries: PLASMA [6], BLASs1  and 
Chameleon, which are implemented using OpenMP, OmpSs and StarPU2 respectively.   

 
Figure 1 Application using three parallel libraries: PLASMA, BLASs and Chameleon.   

 

The functions provided by these libraries are implemented as parallel kernels, but the 
main interface exposed to applications is synchronous, which means that, the 
application thread does not return from a call to one of these functions till the execution 
of the parallel kernel has been already completed. Hence, if the application is serial –

                                                
1 BLASs (i.e. BLAS Superscalar) is a new BLAS implementation based on OmpSs and developed at 
Barcelona Supercomputing Center. 
2 Chameleon has also been ported on Quark and PaRSEC runtime systems. 
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and the threads of the runtimes underlying the three libraries do not use busy-waiting 
when there is no work to be executed– this approach is fine, because all the CPUs are 
time-multiplexed by the thread of the serial application and the threads of the three 
different runtimes, avoiding any oversubscription problems. However, because of the 
sequential nature of the application, it wastes CPU resources when outside of the 
parallel libraries. However, if we transform a sequential application into a parallel one 
(by parallelizing it using pthreads or any other parallel programming model) to improve 
the utilization of CPU resources, new issues arise. Now, the application is no longer 
sequential, so concurrent calls to different libraries might naturally occur. This will lead 
to oversubscription problems, where threads of different libraries are multiplexed on the 
same CPUs, polluting the cache by evicting the active working set of each library and 
increasing the number of context-switches between threads. To tackle 
oversubscription, application developers could rely on a library-specific mechanism to 
manually set the affinity of each library to a disjoint-set of CPUs avoiding 
oversubscription problems, but this manual and static partition of resources will result in 
underutilized CPU cycles, as the CPUs assigned to one of the libraries will never be 
used by the other libraries, even if some CPUs remain idle. 

1.3 INTERTWinE	  Resource	  Manager	  (RM)	  Overview	  
To overcome the problems described in Section 1.2, we have developed a Resource 
Manager framework composed of four different APIs. These APIs are divided into two 
groups, as shown in Figure 2. On one hand, the Offload and Resource Enforcement 
(RE) API and the augmented OpenCL API are designed to be directly used by 
application and library developers. On the other hand, the Task Resume/Pause API 
and the Dynamic Resource Sharing (DRS) API are designed to be used directly by 
parallel runtimes and communication libraries.  

The first user-level API is the Offload and Resource Enforcement (RE) API. This is a 
runtime-specific low-level API that can be leveraged to asynchronously launch a 
parallel kernel on a specified set of CPUs. Its main goal is to confine the execution of a 
parallel kernel to a CPU set specified by the user in order to avoid oversubscription 
problems.  

On top of the RE API, we have extended OpenCL to provide a standard interface to 
offload parallel kernels to different runtimes using the same common interface. 
Moreover, this OpenCL API has also been extended to provide a generic interface to 
manage and enforce the execution of parallel kernels on specific CPUs. This OpenCL 
library is convenient but optional, as one application or library developer can always 
use directly the Native Offload and RE API of its target parallel runtime.  

For convenience and usability reasons, parallel libraries are usually accessed through 
a synchronous interface; however there are libraries (such as PLASMA) that also 
provide an ad-hoc asynchronous interface. This implies that a library kernel will be 
executed in parallel by the thread that performs the call (and by extension the CPU that 
is executing this thread), and this thread/CPU will be blocked until the execution of the 
parallel kernel ends. To avoid this issue, we have designed the Task Pause/Resume 
API. This simple API is used to notify that a task is going to be paused and will not be 
resumed until some event occurs (in this case the execution of a parallel kernel is 
completed). This information allows the parallel runtime that is executing the task which 
is going to block, to execute other useful work until the blocked task is ready to be run 
again. This API is very generic and can also be used to improve the interoperability 
between task-based runtime systems and communication APIs such as MPI [7] and 
GASPI [8].   

Finally, the Dynamic Resource Sharing (DRS) API is used to exchange idle CPUs 
between parallel runtimes/libraries running on the same process. When a runtime is not 
executing any parallel kernel (or the kernel that is executing cannot use all the 
available CPUs), it can decide to lend idle CPUs to another parallel runtime, which can 
then borrow and use these CPUs until the original runtime reclaims them. This API is 
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orthogonal to the remaining APIs presented in this section and it is specifically 
conceived to avoid resource underutilization.  

 
Figure 2 Resource Manager APIs: main components and general overview 

1.4 Purpose	   	  
The main purpose of this deliverable is to define the Resource Manager component 
being developed within the context of the INTERTWinE project Work Package 4. Each 
component is divided into sub-components that implement the afore-mentioned APIs. 
For each set of API services we will include examples to help in their understanding. 

The Resource Manager aims to coordinate resource allocation (also known as 
ownership), and to establish the means in order to dynamically share resources among 
multiple task-based runtime systems and additional support software which may 
execute within the same process. The main goal the Resource Manager pursues is to 
improve the composability of parallel libraries, the integration of task-based runtime 
systems and communication APIs, and to avoid negative performance effects of 
inappropriate use of the underlying resources by eliminating both oversubscription and 
undersubscription cases. 

1.5 Glossary	  of	  Acronyms	  
API Application Programming Interface 

DRS Dynamic Resource Sharing 

HPC High Performance Computing 

OmpSs OpenMP Super Scalar 

OpenCL Open Computing Language 

OpenMP Open Multi-Processing 

POCL Portable Computing Language 

RE Resource Enforcement 

RM Resource Manager 

RP Resource Partitioning 

RTL Runtime Library 

TBRS Task-based Runtime System 

TPR Task Pause/Resume 
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2 Resource	  Manager	  API	  definition	  
For organization purposes, we will distinguish between two classes of Resource 
Manager APIs, according to their end-user. One class is intended to be directly 
leveraged from user space (i.e., a host application or a parallel library), while the 
alternative will be internally used by the task-based runtime systems. 

• The Application/library API is composed of the Native Offload mechanism and 
the Resource Enforcement layer. 

• The task-based runtime API is composed of the dynamic resource sharing 
component and the task pause/resume services. 

The Resource Manager will be helpful to restrict, divide and share the hardware 
resources among computational work units within the same process. Figure 3 
schematically illustrates the different scenarios we aim to address (already discussed 
in deliverable D4.1 (“Resource Manager Interoperability requirements” [1]). 

 
Figure 3 Resource manager use cases: program and libraries using parallel runtimes. 

Main program (1) is a standalone application. Although there is no interoperability 
interaction in this case, we want to remark the importance of following the current 
specification in order to allow composing this program with future parallel software 
components. Main program (2) describes the simplest case of interoperability. It is 
composed of two parallelized software elements that use the same task-based runtime 
system. Main program (3) describes a use case in which the host program is not 
parallelized but invokes a parallel library. Finally, main program (4) consists of two 
parallelized software components which in turn use distinct task-based runtime 
systems. 

In order to present the specification of the Resource Manager API we will divide the 
rest of this chapter in two different sections. Section 2.1 describes the API used from 
the application and/or library perspective. Section 2.2 describes the API used internally 
by the task-based runtime system. 
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2.1 Application/library	  APIs	  
2.1.1 Native	  offload	  and	  resource	  “enforcement”	  
In order to implement a native offload mechanism, task-based runtimes must allow the 
deployment of the required logical structures on top of the assigned resources before 
the execution of any user code commences. There are two services that runtimes 
should provide in order to be compatible with this definition: 
void tbrs_initialize (void *data); 
void tbrs_shutdown (void *data); 

These functions respectively initialize and finalize the task-based runtime system. They 
may pass any necessary internal information via the data parameter. 

In addition to these two services, the native offload mechanism is required to execute a 
kernel function by the runtime. 
void tbrs_spawn_kernel_on_cpus(void *data, void(*function)(void *), 

void *args, cpu_set_t *cpu_set); 

This function submits a kernel to the runtime but also indicates the hardware resources 
(i.e., in SMP architectures, the CPU mask) the kernel may run on. It is a non-blocking 
function, so it will return before the task completes its execution. The corresponding 
task scheduler, implemented within the task-based runtime system, must set thread 
affinity as well as create and/or destroy logical structures, in order to adapt its 
configuration to the information provided by the parameter cpu_set. 

2.1.2 OpenCL	  offload	  and	  partitioning	  (optional)	  
The main problem with the previous approach is that each runtime will implement its 
own set of native offload services. In this section we propose to settle this issue by 
wrapping the native offload services within a common layer. For a complete 
interoperability experience, we decided to use a well-known API, which already 
supports these services and can be easily extended to support our offloading and 
enforcing API. The Open Computing Language (OpenCL) host API was originally 
designed to offload the execution of OpenCL C kernels to OpenCL devices. With very 
few modifications we have augmented this API to support other kind of kernels and 
pseudo-devices that represents the task-based runtime systems.  

Task-based runtime systems may also implement a complete driver compliant with the 
OpenCL specification. We refer to this wrapper as the OpenCL layer. It will work at 
function/kernel level, and it will use the specific native offloading services (defined in 
the previous section). 

The OpenCL layer should also be extended to become aware of the task-based 
runtime system. In fact a single OpenCL layer can potentially control multiple task-
based runtime systems (if desired). The wrapper should register a new type of native 
kernel and check if the associated runtimes can execute this type of code. 

OpenCL kernels are defined by a pointer to a function together with an opaque pointer 
to the function arguments. The pointer to function may be, for example, pointing to a 
function parallelized with OpenMP pragmas and compiled with the appropriate 
compiler. The Arguments specify all the data that a task has as its environment.  These 
kernels will be sent to execution (i.e. submitted) using the OpenCL-like method: 
clEnqueueNativeKernelWithType(cl_command_queue command_queue, 
 void (CL_CALLBACK *user_func)(void *), void *args, size_t cb_args, 
 cl_uint num_mem_objs, const cl_mem *mem_list, const void **args_mem_loc, 
 cl_native_kernel_type type, cl_uint num_events_in_wait_list, 
 const cl_event *event_wait_list, cl_event *event); 

This function has the same prototype declaration as the standard OpenCL 
clEnqueueNativeKernel(), but it also includes a type (defined in the parameter list 
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as cl_native_kernel_type) to specify the type of the function provided and, 
therefore, which runtime should run it. 

The available runtimes are added to the execution capabilities bitset, so that they can 
be retrieved using the standard methods provided by OpenCL and it can be determined 
if the kernel can be executed or not. 

The Resource partitioning is a part of the Resource Manager and it is responsible for 
describing the ownership of the hardware resources. Based on the OpenCL fission 
mechanism [3], its final goal is to allow the submission of a task to the runtime 
scheduler given a description of the resources that can be used to execute this task 
(i.e. CPU mask). Task executions must constrain the use of resources in order to avoid 
interfering with other software components running within the process. 

Device fission gives OpenCL control over the hardware resources by selecting which 
hardware computational units are used by the underlying task-based runtime. This 
capability is useful to allow a smarter use of these resources when there are several 
software units and they are potentially working on the same computational units. It can 
provide higher application performance by increasing data locality, improving resource 
usage, and avoiding resource oversubscription. 

The OpenCL layer will need to inform the runtime system which resources the kernel 
will use when submitting it. 

 
Figure 4: OpenCL and TBRS interaction: the offload mechanism. 

2.2 Runtime	  APIs	  
2.2.1 Dynamic	  Resource	  Sharing	  	  
Once the resources have been established during the initialization of the library, 
multiple runtimes may want to share them according to their actual use. Sometimes the 
programmer misestimates the resources required to execute a parallel kernel, resulting 
in oversubscription or undersubscription. In other cases, the execution of the kernel 
makes a variable use of resources over time (e.g., sequential codes in one phase 
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combined with highly-parallel codes in other phases). Dynamic resource sharing allows 
task-based runtime systems to: 

• Lend owned resources when they are unused. 
• Borrow non-owned resources when their owners are not using them. 

The following graphs show the state diagram used to determine the state transitions 
according with the Dynamic Resource Sharing calls produced internally in the task-
based runtime system. 

 
Figure 5 State diagrams for owned / non-owned compute units. 

 
drs_ret_t set_drs_enable (drs_desc_t *spd); 
drs_ret_t set_drs_disable (drs_desc_t *spd); 

These functions are used to enable/disable Dynamic Resource Sharing. When 
disabling the DRS, the software component will recover the original status of its 
resources (ownership), and subsequent DRS calls will be ignored. Enable will only 
occur if the library has been previously disabled. Subsequent DRS calls will be 
attended again. 
drs_ret_t set_max_parallelism (drs_desc_t *spd, int max); 

This function sets, through the parameter max, the maximum number of resources to 
be acquired by the calling software component. 
drs_ret_t callback_set (drs_desc_t *spd, drs_cbs_t which, drs_cb_t callback); 
drs_ret_t callback_get (drs_desc_t *spd, drs_cbs_t which, drs_cb_t *callback); 

These functions set (register) or get (look up) a callback. The parameter which 
specifies the type of callback, and the parameter callback is the callback function. 

drs_ret_t lend (drs_desc_t *spd); 
drs_ret_t lend_cpu (drs_desc_t *spd, int cpuid); 
drs_ret_t lend_cpus (drs_desc_t *spd, int ncpus); 
drs_ret_t lend_cpu_mask (drs_desc_t *spd, const cpu_set_t *mask); 

These functions lend CPUs to other software components that may require them. The 
first service will lend all available CPUs; the second one will lend a specific CPU 
(identified by cpuid); the third one will lend a specific amount of CPUs without 
specifying which ones; and the fourth service will lend the set of CPUs determined by 
the mask parameter. 

drs_ret_t reclaim (drs_desc_t *spd); 
drs_ret_t reclaim_cpu (drs_desc_t *spd, int cpuid); 
drs_ret_t reclaim_cpus (drs_desc_t *spd, int ncpus); 
drs_ret_t reclaim_cpu_mask (drs_desc_t *spd, const cpu_set_t *mask); 

These functions reclaim CPUs already lent by the current software component. The 
first service will reclaim all lent CPUs; the second one will reclaim a specific CPU 
(determined by cpuid); the third one will reclaim a given amount of CPUs; and the last 
one will reclaim a set of CPUs determined by the parameter mask. 

drs_ret_t acquire (drs_desc_t *spd); 



DEFINITION OF RESOURCE MANAGER API AND REPORT ON REFERENCE IMPLEMENTATION  

 Copyright INTERTWinE Consortium 2017 12 

 

drs_ret_t acquire_cpu (drs_desc_t *spd, int cpuid); 
drs_ret_t acquire_cpus (drs_desc_t *spd, int ncpus); 
drs_ret_t acquire_cpu_mask (drs_desc_t *spd, const cpu_set_t *mask); 

These functions acquire CPUs from other software components, if available. The first 
service will try to acquire all possible CPUs from other software components; the 
second one will try to acquire a specific CPU determined by cpuid; the third one will try 
to acquire a given amount of CPUs; and the last one will try to acquire a set of CPUs 
determined by the parameter mask. 
drs_ret_t return_all (drs_desc_t *spd); 
drs_ret_t return_cpu (drs_desc_t *spd, int cpuid); 

These functions inquire if it is necessary to return CPUs acquired from other software 
components. The first service asks if it is necessary to return all the CPUs acquired; 
and the second one asks if it is necessary to return a specific CPU determined by the 
cpuid. 

The return values for drs_ret_t are: 

• DRS_SUCCESS, if the corresponding service has succeeded. 
• DRS_DISBLD, if the DRS module is disabled and the service has been ignored. 
• DRS_PERM if the operation cannot be executed on the specified resource. 
• DRS_NOTED if the petition cannot be immediately fulfilled. 
• DRS_REQST if there are too many requests for these resources. 

The callback types for drs_callbacks_t are: 

• drs_callback_set_num_threads sets the number of threads. 
• drs_callback_set_active_mask sets an active mask of CPUs. 
• drs_callback_add_active_mask adds a CPU mask to the current CPU mask. 
• drs_callback_enable_cpu enables a CPU. 
• drs_callback_disable_cpu disables a CPU. 

2.2.2 Resource	  Manager	  Policy	  
In the previous section, we have presented the API leveraged by the task-based 
runtime system in order to interact with the Resource Manager policy. In this section 
we briefly present a sketch of the behavior of this module. It defines a set of decisions 
taken when one of the software components informs about its usage of resources. It 
may happen that: 

• A software component informs that it is not using certain CPUs at this moment, 
and it will stop their logical components running on top of them (usually 
threads). 

• A software component informs it is creating enough parallelism to consume 
more CPUs than initially assigned. 

The way the Resource Manager policy connects these acquire/lend services may vary 
from one implementation to another. The performance analysis of these 
implementations will be the object of the study during the rest of the project. Here we 
present some basic considerations: 

• When a software element has released a set of CPUs, these CPUs will become 
candidates to be used by a different software element. 

• The Resource Manager policy will take into account the memory hierarchy (i.e. 
NUMA-aware) when yielding CPUs to a software component. 

• Software components that have yielded a given CPU(s) will have preference to 
recover them. 

o The Resource Manager will inform the software component which is 
currently using these CPUs to disable them immediately. 
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o In these cases, the Resource Manager may allow oversubscription (the 
inquirer may activate its threads in these CPUs before the borrower has 
disabled them). 

2.2.3 Explicit	  task	  pause	  /	  resume	  API	  
The explicit Task Pause and Resume API provides a set of services that allow third-
party libraries or other software elements to interact with the scheduler of the task-
based runtime system. This API declares a new type for a blocking condition: 
typedef void* tbrs_block_cond_t; 

This new data structure is a handler that will allow identifying the pause/resume points 
of a task depending on certain conditions. 
void tbrs_create_block_condition( tbrs_block_cond_t* cond ); 

This function creates a new block-condition variable. The execution of blocks and 
signals on this condition are completely concurrent (i.e., there is no guarantee of any 
order). The underlying implementation may or may not return the same value for 
repeated calls to this function. Once the handler has been used in a call to 
tbrs_block_current_task() and a call to tbrs_signal_block_condition(), the 
handler is discarded and a new one must be obtained to perform another cycle of 
blocking-unblocking. 
void tbrs_block_current_task( tbrs_block_cond_t* cond ); 

This function blocks the execution of the current task until a thread calls 
tbrs_unblock_task() with its blocking context. The runtime may choose to execute 
other tasks within the execution scope of this call. If no signal has been received before 
the block is executed, the runtime will suspend the execution of the current task and it 
will yield the CPU to other activities. The blocked task will become ready again only 
after a signal on the block condition variable. If a signal occurs before the blocking 
operation, the task will not be blocked and it will continue its execution normally. 
void tbrs_signal_block_condition( tbrs_block_cond_t* cond ); 

This function will signal a blocking context. The task executing a block over this 
condition will wake up (i.e. it will become ready to execute). While this function can be 
called before the actual call to tbrs_block_current_task(), only one call to it may 
precede it. The return of this function does not guarantee that the blocked task has yet 
resumed its execution. It only guarantees that it will be resumed. 

The task pause/resume submodule is configured through the polling interface. This 
interface allows declaring a function that the runtime calls periodically: 
typedef int (*tbrs_polling_t)(void *data); 

The polling service receives a pointer to data that the function uses and that also 
identifies an instance of this service registration. The service returns true if the purpose 
of the function has been achieved. In such case, the function should not be called 
again with the given data. 
void tbrs_register_polling_service( char const *service_name, 

tbrs_polling_t function, void * data); 

This function registers a callback function that the runtime will call periodically. The 
callback function is invoked with the supplied data parameter. The service will be 
executed when the internal threads are idle. The purpose of the register polling service 
is to support operations in a non-blocking mode. For instance: to check for certain 
events that cannot be queried in blocking mode, or when it is not desirable to do so. 
The data parameter is an opaque pointer that is passed to the function as is. The 
same function can be registered several times with different data parameters, and 
each combination will be considered as a different registration. That is, a registered 
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service instance consists of a service function and a specific data. The service will 
remain registered as long as the function returns false and the service has not been 
explicitly deregistered through a call to the unregister counterpart. 
void tbrs_unregister_polling_service(char const * service_name,  

tbrs_polling_t function, void *data); 

These functions allow to unregister a previously-registered polling service function, 
with the associated parameter data. The function should be previously registered via a 
call to tbrs_register_polling_service(). The function should not return true 
when called with the given data since that would mean the service had already been 
deregistered.   
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3 Report	  on	  Reference	  Implementation	  
This section describes a prototype implementation of the Resource Manager in OmpSs 
and the implementation of a few use cases using this component. 

3.1 Description	  
We have employed Nanos 6 (the OmpSs runtime) for the reference implementation of 
the Resource Manager module. 

In a first step, we have implemented all the services described in Section 2.1.1 for the 
initialization and the finalization of the library. We have also included a service to 
spawn a new kernel (the Native Offload interface) to the runtime scheduler. The 
scheduler enforces the execution of the kernel on the specified hardware resources. 
The function prototypes adhere to the corresponding specifications presented in the 
definition section, except that their names are adapted to the coding guidelines of 
Nanos 6. 

In order to implement the additional OpenCL services described in Section 2.1.2, we 
have extended the open-source POCL (Portable Computing Language) OpenCL 
library. This component can be used as a wrapper to our own runtime library and 
implements a complete OpenCL driver. The kernel offloading will interact with the 
POCL component instead of using the native runtime services directly, though we 
could alternatively use the native offload mechanism. 

 
Figure 6 Resource manager use cases: using the POCL layer. 

Internally, POCL also implements an additional method in order to select kernels 
queued in the OpenCL command queue, and submit them to the task-based runtime 
system. 
void pocl_pthread_run_native (void *data, _cl_command_node* cmd); 

This function will invoke the service tbrs_spawn_kernel_on_cpus()	  –in our specific 
case nanos_spawn_kernel_on_cpus()– for each OmpSs kernel queued in the 
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OpenCL command queue. As nanos_spawn_kernel_on_cpus() is asynchronous, the 
code will be blocked on a pthread conditional variable, waiting for the end of the 
submission.  

 
Figure 7: Interaction between POCL and native offload interface. 

In addition to the run native service, our reference implementation also implements a 
callback that is used by the spawned kernel. This callback will unblock a pthread 
condition variable on which the native offload service is waiting. 

This callback is provided because of the asynchronous nature of the 
nanos_spawn_kernel_on_cpus() service: 

static void pocl_run_native_callback(void *args); 

This function will unblock the pthread conditional variable used in the previous function 
to unblock the run native function. 

3.2 Math	  library	  use	  cases	  
In this section, we describe the implementation of the Math library use cases presented 
in Figure 6 using the OpenCL API proposed in this document. In section 3.2.1 we 
present how the library provider should configure this component in order to register 
and initialize the library. We also offer a template showing how the different services 
can be implemented (submitting a kernel internally). Sections 3.2.4 and 3.2.5 will 
present two different library case uses. The first one will not assign specific hardware 
resources. (This is useful when mathematical library is the only parallel component.) 
The second case will create and distribute OpenCL sub-devices when initializing the 
library. The example will assign part of the CPUs to the host program and part of the 
CPUs to the Math library in order to allow a concurrent execution. 
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3.2.1 Math	  library	  adjustment	  
The Math library should be adapted in order to allow users execute its services 
(kernels). Math libraries will usually implement initialization and finalization services. In 
the following paragraphs, we will describe examples on how library providers may 
implement these services. 

Library users should initialize libraries before their use. As we expose the OpenCL 
interface to the final programmer, the library initialization will need the OpenCL context 
previously registered by the user. This is an example of how third-party library 
providers can initialize their software: 
libMATH_info *libMATH_initialize(cl_context ctx) 
{ 
    libMATH_info *info; 
    cl_uint n_devs; 
 
    clGetContextInfo(ctx, CL_CONTEXT_NUM_DEVICES,  
                     sizeof(cl_uint), &n_devs, NULL); 
 
    if (n_devs != 1) { 
        printf("This library can only work with one device"); 
        return NULL; 
    } 
 
    cl_device_id dev[1]; 
    clGetContextInfo(ctx, CL_CONTEXT_DEVICES, 
                     sizeof(cl_device_id *), &dev, NULL); 
 
    cl_device_exec_capabilities exec; 
    clGetDeviceInfo(dev[0], CL_DEVICE_EXECUTION_CAPABILITIES, 
                    sizeof(cl_device_exec_capabilities), &exec, NULL); 
 
    if (!(exec & CL_EXEC_NATIVE_KERNEL_OMPSS)) { 
        printf("Implementation does not allow execution of OmpSs kernels\n"); 
        return NULL; 
    } 
 
    info = malloc(sizeof(*info)); 
    info->ctx = ctx; 
    info->queue = clCreateCommandQueueWithProperties(ctx, dev[0], 0, NULL); 
 
    return info; 
} 

It is important to notice that this service returns a library handler that should be used in 
subsequent calls to computational service. This will allow that a single library may 
potentially have two different clients running in the same process and accessing its 
services. 

The programmer should also provide a service to free all the resources allocated 
during the initialization phase. In this case, once the programmer knows there will be 
no more calls to the computational service, or at the end of the program execution, he 
can release these resources by calling the finalization service. Here follows an 
example: 
void libMATH_finalize(libMATH_info *info) 
{ 
    clReleaseCommandQueue(info->queue); 
    clReleaseContext(info->ctx); 
    free(info); 
} 

In our example we present a Math library that implements an arbitrary computational 
kernel using a given programming model (in the example OmpSs): 
/* OmpSs implementation */ 
void libMATH_compute_kernel(void *a){ 
 
 libA_compute_args *args = (libA_compute_args *)a; 
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 for ( int i = 0; i < args->N; i++ ) { 
  #pragma omp task label(compute) 
  compute_task(args->vector, args->N, &args->res); 
 } 
 
 #pragma omp taskwait 
} 
 

3.2.2 Kernel	  execution	  (ad-‐hoc	  synchronization)	  
The library provides a service that actually hides the implementation details of the 
previous computational kernel. The service also receives the configuration handler in 
order to specify which resources to use: 
 
/* Synchronous execution */ 
void libMATH_compute(libMATH_info *info, int N, float *vector){ 
 
 libMATH_async_t *h = malloc(sizeof(*libMATH_async_t)); 
 
 libMATH_compute_args args; 
 args.N = N; 
 args.vector = vector; 
 
 clEnqueueNativeKernelWithType(info->queue, &libMATH_compute_kernel, &args, 
  sizeof(args), 0, NULL, NULL, CL_NATIVE_KERNEL_OMPSS, 0, NULL, &h->event); 
 
 clWaitForEvents(1, &h->event); 
    
} 
 

The users of the Math library will invoke this service in order to compute the specific 
kernel. The library may also offer an asynchronous version of the service and provide a 
handler in order to wait on it: 
/* Asynchronous execution */ 
libMATH_async_t * libMATH_compute(libMATH_info *info, int N, float *vector){ 
 
 libMATH_async_t *h = malloc(sizeof(*libMATH_async_t)); 
 
 libMATH_compute_args args; 
 args.N = N; 
 args.vector = vector; 
 
 clEnqueueNativeKernelWithType(info->queue, &libMATH_compute_kernel, &args, 
  sizeof(args), 0, NULL, NULL, CL_NATIVE_KERNEL_OMPSS, 0, NULL, &h->event); 
 
 return h; 
} 
 

This service does not guarantee the finalization of the kernel, but it returns a handler 
that the programmer may use in order to wait for its finalization: 
void libMATH_async_wait( libMATH_async_t *h ) 
{ 
    clWaitForEvents(1, &h->event); 
    free(h); 
} 
In addition, Math libraries can expose the OpenCL event handler to end-users in order 
to compose the synchronization among these events between different libraries. 

3.2.3 Enhanced	  Kernel	  invocation	  (task	  pause/resume	  synchronization)	  
When encountering a scenario similar to Main program (4) in Figure 6, where the main 
program is parallelized with a task-based runtime system and we call the 
libMATH_async_wait(), we will potentially block the calling task and its underlying 
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thread. If the host task-based runtime system provides the block service described in 
Section 2.2.3, then the OpenCL layer (i.e. the clWaitForEvents service) can inform 
the host task-based runtime system that the calling task is going to block (i.e., it will use 
the tbrs_block_current_task service). This will let the host task-based runtime 
system execute other tasks while the task remains blocked. 

3.2.4 Math	  library	  usage:	  simple	  
In this example, there is a main program that calls accelerated functions from a library. 
The main program is in charge of initializing and generating the OpenCL context for the 
library. Once the OpenCL part is completed, the programmer will call the corresponding 
service in order to initialize the library passing the context to it. 

When all the initializations are ready, the accelerated functions can be called. In the 
following example we call two versions of the same service: one is asynchronous (i.e. 
returns a library handler that can be used to actually wait for the finalization of the 
kernel); and its counterpart contains a synchronous call to the same kernel (i.e. once 
the function call finalizes we know the computation part have finished). The library 
internally contains all the necessary calls to the OpenCL standard in order to submit 
the kernel and wait for the results (OpenCL events). 

When the main program finishes, the library can be uninitialized to release the 
allocated resources. 
cl_platform_id platform = 0; 
cl_device_id device; 
cl_context ctx; 
libMATH_info* info_MATH = NULL; 
  
/* Get platform & device and create context */ 
clGetPlatformIDs(1, &platform, 0); 
clGetDeviceIDs(platform, CL_DEVICE_TYPE_CPU, 1, &device, 0); 
ctx = clCreateContext(0, 1, &device, 0, 0, 0); 
 
/* Initialize library */ 
info_MATH = libMATH_initialize(ctx); 
 
/* Asynchronous call */ 
libMATH_handler_t *handler; 
handler = libMATH_compute_async(libMATH_info *info, int N, float *vector); 
 
/* Synchronous call */ 
libMATH_compute_sync(libMATH_info *info, int N, float *vector); 
 
/* Asynchronous wait */ 
libMATH_async_wait(handler); 
 
/* Finalize and free library */ 
libMATH_finalize(info_MATH); 

3.2.5 Math	  library	  usage:	  advanced	  
In this example, there is a main program that calls parallel functions from two libraries. 
The main program is in charge of initializing and generating the OpenCL context for 
both libraries. Once the OpenCL device is obtained, the code uses the OpenCL service 
in order to split the resources between both libraries. It can use several policies or also 
make an explicit call to cpu_set_t. Using sub-devices, it will create OpenCL contexts 
that will be used to initialize each library. 
cl_platform_id platform = 0; 
cl_device_id device; 
cl_context ctx; 
libMATH_info* info_MATH = NULL; 
 
/* Get platform & device and create context */ 
clGetPlatformIDs(1, &platform, 0); 
clGetDeviceIDs(platform, CL_DEVICE_TYPE_CPU, 1, &device, 0); 
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cl_device_partition_property props[3]; 
 
props[0] = CL_DEVICE_PARTITION_EQUALLY; 
props[1] = compute_units / 2; 
props[2] = 0; 
  
cl_uint num_dev = 2; 
cl_device_id subdevices[2]; 
  
clCreateSubDevices(device, props, num_dev, subdevices, 0); 
 
ctx0 = clCreateContext(0, 1, &subdevices[0], 0, 0, 0); 
ctx1 = clCreateContext(0, 1, &subdevices[0], 0, 0, 0); 
 
/* Initialize libraries */ 
info_MATH = libMATH_initialize(ctx0); 
info_HELP = libHELP_initialize(ctx1); 
 
[...] 
 
/* Finalize and free libraries */ 
libMATH_finalize(info_MATH); 
libHELP_finalize(info_HELP); 

 

3.3 Implementation	  status,	  discussion	  and	  future	  work	  
At this point of the project we have implemented and assembled all the Resource 
Manager submodules presented in Chapter 2 within the Nanos 6 runtime system. We 
are currently working on the runtime task scheduler to implement the resource 
enforcement internals (in order to honour the information provided by the interface). 

Although a more exhaustive validation of the implementation is due, we can start the 
evaluation of the different use-cases presented in deliverable D4.1 Resource Manager 
Interoperability requirements [1]. Some use cases will require an adaption phase in 
order to be tested with our current implementation. This is the case of the examples 
based on Intel’s MKL [5] mathematical library. As we cannot access the current 
implementation of the library, we will need to re-implement some prototype kernels in 
one of our task-based runtime systems. 

During the remaining part of the project we plan to propose and analyze different high-
level user defined policies and/or implementation approaches that can be applied to all 
these mechanisms: resource partitioning, dynamic resource sharing or task blocking 
techniques. 

We will also consider how to deal with accelerator devices (Task 4.3) and memory 
management (Task 4.1) on future versions of the Resource Manager’s definition. 

An important step will be to start the implementation of the current specification of the 
Resource Manager in the StarPU runtime. This will offer valuable information about the 
genericity of the current definition, confirming that the ideas presented in this document 
are portable across different implementations. As our expectations are that some 
adjustment and modifications will be needed during this phase, both implementations 
will provide feedback to each other. 



DEFINITION OF RESOURCE MANAGER API AND REPORT ON REFERENCE IMPLEMENTATION  

 Copyright INTERTWinE Consortium 2017 21 

 

4 References	  
[1] Resource Manager Interoperability requirements, Deliverable D4.1 of the 

INTERTWinE project. 

[2] Howes, Lee (November 11, 2015). "The OpenCL Specification Version: 2.1". 
Khronos OpenCL Working Group. Retrieved November 16, 2015. 

[3] Terence S. “OpenCL Device Fission for CPU Performance”. Intel Developer 
Zone. September 30, 2014. 

[4] The StarPU programming model. Accessed on February 2nd, 2017. Available 
at: http://starpu.gforge.inria.fr 

[5] Intel Math Kernel Library. Accessed on January 26th, 2017. Available at: 
https://software.intel.com/en-us/intel-mkl 

[6] Innovative Computing Laboratory, University of Tennessee. PLASMA Library. 
Accessed on March 1st, 2017. Available at: https://bitbucket.org/icl/plasma/ 

[7] MPI Documents. Accessed on February 2nd, 2017. Available at: 
https://www.mpi-forum.org/docs/ 

[8] GASPI Forum. Accessed on February 2nd, 2017. Available at: 
http://www.gaspi.de/ 

[9] OpenMP Specifications. Accessed on February 16th, 2017. Available at: 
http://openmp.org/wp/openmp-specifications/ 

[10] OmpSs specification. Accessed on February 16th, 2017. Available at: 
https://pm.bsc.es/ompss-docs/specs/ 


