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1 Executive	Summary	
Within WP5, we have already prepared Deliverable D5.1 on PM09 and Deliverable 
D5.2 on PM18 regarding the initial and interim applications/ kernels plans, evaluations, 
and benchmarks suite releases. In Deliverable D5.2, we have shared our findings and 
lessons learnt, but without yet using the INTERTWinE Directory/Cache and/or the 
INTERTWinE Resource Manager to facilitate and enhance API/runtimes coupling, and 
also identified some challenging interoperability issues such as resource 
oversubscription and packing/unpacking penalties.  

In this deliverable, we put special emphasis on performance evaluation, as 
performance is the critical criterion to determine readiness of APIs, runtimes, and 
applications for the upcoming Exascale hardware. However, performance only is the tip 
of the iceberg. Thus, we dive deeper, providing analysis of the obtained results using 
the previously established evaluation criteria (Deliverable D5.1 and Milestone MS14). 
Those criteria are:  

• Performance: stressing various parts of the codes, e.g. weak/ strong scaling; 
• Correctness of the codes: whether a new API combination has not introduced 

any race conditions or changes to the execution pattern; 
• Suitability for Exascale: a reflection based on the obtained results for a given 

application; 
• Usability: mainly focused on the effort to enable a certain API combination in a 

given application/ kernel; 
• Portability: among various architectures/ HPC systems. 

Following the prioritised APIs combinations, we group our efforts accordingly and wrap 
up the findings, lessons learnt, and reflections/ analysis into the INTERTWinE 
Resource Packs (Packages). These Resource Packs aim to argue the relevance of a 
given API combination to industry/ academia, present the coupling strategy with the 
help of the INTERTWinE Best Practise Guides (BPGs) on simple examples, provide 
tutorial codes, and justify applicability of a given API combination on a set of 
applications/ kernels. The last of these is a crucial part of these Resource Packs, as 
there we identify common practises; encounter and solve interoperability issues (e.g. 
packing/unpacking messages using MPI + GASPI), conduct our analysis on the 
applications/ kernels results and provide feedback on the API combination for these 
applications/ kernels. 

Currently, we have released the following four Resource Packs, targeting the 
corresponding API combinations: 

• MPI + OpenMP threads. This combination turns to be beneficial for the TAU 
kernel ‘linsolv’ at a large core count where the level of inter-process 
communication is significant. In the MPI applications like iPIC3D and Ludwig, 
we use OpenMP threads in the MPI multiple mode, allowing all threads within 
an MPI process to be engaged in the communication, to reduce the amount of 
synchronization in the halo exchange. This technique can lead to significant 
benefits at scale. 

• MPI + OpenMP tasks/ OmpSs. This study was a continuation of the previous 
API combination with the careful change to OpenMP tasks/ OmpSs. The TAU 
kernel ‘linsolv’ applies various strategies with single and parallel task producers 
as well as taskloops with different granularities. Even for the best performing 
combination we observe some overhead, but the results are still comparable to 
the OpenMP threads. For iPIC3D and Ludwig, OpenMP tasks increase the 
complexity of the applications by requiring significantly more communication 
requests, and not necessarily leading to better performance results. However, 
both OpenMP tasks and OmpSs were clearly beneficial, consistently 
outperforming the pure MPI version, for GraphBLAS that implements the 
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Preconditioned Conjugate Gradient method with a preconditioner based on an 
Incomplete LU factorization.  

• MPI + GASPI. Here we investigate a possibility of enhancing the 
communication heavy parts of applications – such as the halo exchange – by 
reducing the amount of synchronization with the help of GASPI, which 
decouples data movements and synchronization between processes. The 
current applied strategy brings little if any benefits due to the unpacking of data 
from the MPI derived data types and packing them into the GASPI segments, 
offsetting the advantages of GASPI. A new strategy, which is based on shared 
windows and shared notifications, has been designed and successfully verified 
on the MiniGhost benchmark, which implements the halo exchange pattern. 
This strategy is now being implemented in iPIC3D. 

• Resource Manager related APIs. We select here applications/ kernels that have 
potential to be enhanced with the INTERTWinE Resource Manager. One 
example is the Hierarchical Matrix Factorization that relies upon OmpSs and a 
multithreaded library. This leads to resource oversubscription as neither of the 
runtimes can see the other running. Another such example is the PLASMA 
library. A subset of its routines has been ported to the OmpSs programming 
model and to the StarPU parallel library. The benefits already gained with this 
coupling are the ability of using PLASMA on distributed memory platforms. 
Thanks to StarPU, this opens a way for the future support for accelerators, 
allowing a dynamic balancing of computational loads between the CPU and 
accelerator. With the use of the Resource Manager, the library could become 
more flexible, e.g. by allowing PLASMA to operate on only a subset of cores. 
Recently, the BAR kernels have successfully tested the functionality of the 
Resource Manager such as Dynamic Resource Sharing between runtimes – 
such as OmpSs and StarPU – (Cholesky and MxM) and Task Pause/ Resume 
(N-Body). 

Thus, the interoperability experiments in the frame of these Resource Packs have been 
undertaken, which have contributed to the project team’s experience of interoperability 
opportunities and issues, as well as influencing and helping the WP3 and WP4 teams, 
through the project’s co-design cycle. In particular, this includes the development of a 
better strategy for interoperating GASPI and MPI (WP3) and a verification of the 
Resource Manager functionalities (WP4). 
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2 Introduction	
The INTERTWinE project aims to improve the interoperability between different 
programing models to make the most of the first Exascale systems. Applications 
running on these systems will have to deal with a massively parallel and 
heterogeneous architecture with a complex memory hierarchy. Today, there is no 
single programming model that can deal with the challenging task of programming such 
a system in an efficient way. However, by carefully combining current programming 
models and parallel libraries, we can leverage the best features of each of the models 
to address the challenging task of programming an Exascale system. 

In Work Package 5, the team takes the applications and kernels provided by project 
partners and ports them to appropriate combinations of APIs. For this purpose, the 
Work Package produces the actual software releases of the applications/kernels for 
use by WP3 and WP4. The initial and interim plans and releases were previously 
described in Deliverable D5.1 and Deliverable D5.2, respectively. When new or 
enhanced interoperability features are available in the respective runtime 
implementations, relevant advances will be re-implemented and optimized to assess 
these new interoperability features.  

Proceeding in this manner, the project completes the co-design cycle, producing an 
initial set of applications to drive the requirements in WP3 and WP4; ensuring that the 
work done in these two work packages is used to make improvements to the 
applications and kernels; and ensuring that kernels and applications optimizations are 
fed back to WP3 and WP4. The goal of this document is to present the results of the 
performance evaluation for application/kernels provided by the partners, and provide 
analysis according to our evaluation criteria, e.g. reflecting regarding suitability for 
Exascale of application/kernels implementing a given API combination. 

This document presents in Section 3 highlights of the co-design aspects. Section 4 
presents the performance results of the WP5 work grouped in the form of Resource 
Packs that target the prioritized API combinations such as MPI + OpenMP threads; 
MPI + OpenMP tasks/ OmpSs; MPI + GASPI. For each of these Resource Packs, the 
document 1) outlines motivation and strategy; 2) justifies industrial/ academic 
relevance; 3) highlights the Best Practice Guide; 4) presents applications/ kernels, 
implementing a given API combination, with the corresponding results and their 
analysis. Section 5 revises the continuous integration approach, while Section 6 draws 
conclusions. 

 

2.1 Glossary	of	Acronyms	
API Application Programming Interface 

BAR Barcelona Application Repository 

BLAS Basic Linear Algebra Subprograms 

BFS Breath First Search 

BSD Berkeley Software Distribution 

CG Conjugate Gradient (method) 

CI Continuous Integration 

CUDA Compute Unified Device Architecture 

DAG Directed Acyclic Graph 

D/C Directory/Cache 

DPLASMA Distributed Parallel Linear Algebra Software for Multicore 
Architectures 
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GASPI Global Address Space Programming Interface 
GMRES Generalized Minimal Residual (method) 

GPU Graphics Processing Unit 

iPIC3D implicit Particle-in-Cell 3D Code for Space Weather Applications 

LAPACK Linear Algebra Package 

LB Lattice Boltzmann 

MPI Message Passing Interface 

PLASMA Parallel Linear Algebra Software for Multicore Architectures 

RM Resource Manager 

VM Virtual Machine 
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3 Co-design	
The INTERTWinE co-design cycle comprises three work packages, namely WP3 
(programming models), WP4 (runtime systems), and WP5 (applications). WP5 has the 
following responsibilities in the co-design cycle:  

• producing an initial set of applications and kernels to drive requirements in WP3 
and WP4. 

• validating the outputs of WP3 and WP4 by the applications and kernels via. 
o testing extensions to programming models and new implementations 

provided by WP3 
o testing new tools developed in WP4 
o ensuring and reviewing the individual application delivery timescales, 

taking into account the work timescales in WP3 and WP4 
• ensuring that the results of the kernel and application interoperability test runs 

and their optimizations are fed back to WP3 and WP4. 

To allow for a quick turnaround of the Co-Design cycle designated meetings involving 
the key players are being held once a month. This section describes the advances 
made in the Co-Design cycle since the submission of deliverable D5.2 [1]. 

3.1 Collaboration	with	WP3	
The collaboration between WP5 (applications) and WP3 (programming models) has 
two key points:  

• provide resource packages with information and results on interoperability test 
runs 

• suggest extensions to the programming models 

The INTERTWinE Best Practice Guides (BPGs) have been enhanced and used within 
the INTERTWinE Resource Packs (Packages). The Resource Packs include a 
motivation and strategy for each API combination; its industrial relevance; the BPG; 
tutorials; example codes; applications/ kernels and benchmarks. The following 
Resource Packs are publicly downloadable from the INTERTWinE web page ( 
https://www.intertwine-project.eu/developer-hub ): 

• MPI+OpenMP threads 
• MPI+OpenMP tasks/OmpSs 
• MPI+GASPI 
• Resource Manager 

The suggestions to WP3 derived from WP5 are listed in Table 1. The progress 
compared to D5.2 has been summarized. 

API 
combinations 

Comments API extension 
recommended / issue 

raised in D5.2 

Status at the point of 
writing D5.3 

MPI+OpenMP  None FinePoints (making 
MPI thread-safe) are 
being discussed with 
Ryan Grant at Sandia 
Laboratories and have 
been implemented in a 
halo exchange code 
using the newest 
CRAY MPICH compiler 

MPI+OmpSs  Direct 
connection 
tested with 

Current coupling not 
performant, anticipate 
improvement with new 

Direct coupling of MPI+ 
OmpSs provided with 
the OmpSs 
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GraphBLAS implementation with DLL 

Recommendation on 
Programming Objects 
(see Section 6.5 in 
Deliverable D3.2 [2]) 

interoperability layer 
and new runtime 
Nanos6, BAR ported to 
new runtime, MPI 
interoperability to be 
tested with GraphBLAS 
in WP5 

GASPI+OmpSs  Not yet tested 
within 
INTERTWinE 

  

GASPI+MPI Tested with 
Ludwig and 
iPIC3D 

Issue raised on 
packing/unpacking of 
MPI derived datatypes, 
investigation of GPI 
extension to help 
message contention is 
ongoing, consulting on 
Ludwig code is ongoing 

GASPI shared 
notifications between 
processes suggested 
by WP3 plus WP5, 
implemented in WP3 
and is currently being 
tested with iPIC3D in 
WP5 

GASPI+StarPU Not yet tested 
within 
INTERTWinE 

  

Resource 
Manager for 
shared memory  

  First test done of 
Pause/Resume API of 
Resource Manager 
successful with BAR 
benchmarks, 
applications prepared 
to test resource 
manager,  

Pause/Resume 
proposal have been 
discussed at the last 
OpenMP ARB,  

Initial testing of 
Resource Manager 
Offloading, Resource 
Enforcement and 
Dynamic Resource 
Sharing. 

Table 1: API extensions to the prioritised API combinations. 

To note, GASPI + OmpSs/StarPU will follow the GASPI + MPI strategy as most of 
these combinations will have coupling with MPI. Thus, we are at first completing the 
new strategy for GASPI + MPI and then will proceed with these API combinations built 
on top of the later. 

3.2 Collaboration	with	WP4	
WP4 deals with resource management and runtime interoperability. The main 
outcomes of the project are the Resource Manager which coordinates the CPU 
resource sharing between runtime systems and parallel libraries and the 
Directory/Cache which provides mechanisms for the data transfer for distributed 
runtime systems. WP5 tests these tools with applications. 
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3.2.1 Applications/Kernels	using	the	Directory/Cache	Service	

The Directory/Cache service manages data in distributed memory. It allows the task-
based models OmpSs, PaRSEC (and GPI-Space) to run on distributed memory 
hardware with either MPI or GASPI as the underlying communication layer. The 
applications to test the Directory/Cache service are:  

• DPLASMA to test the combination: MPI + PaRSEC and GASPI + PaRSEC; 
• SPLOTCH, an astrophysics code, to test the combination: GASPI+GPI-Space; 
• BAR kernels to test the combinations: MPI + OmpSs and GASPI + OmpSs; 

The first results on DPLASMA and SPLOTCH have already been reported in D4.5 [3] in 
WP4.  

3.2.2 Applications/Kernels	using	the	Resource	Manager	Service	

As described in detail in Section 4.4.4 several applications (PLASMA, Hierarchical 
Matrix Factorization of BLAS, BAR benchmarks) are prepared to test the Resource 
Manager (RM). The BAR benchmarks have been the first to evaluate the Task 
Pause/Resume Resource Manager’s API. The Pause/Resume API has improved the 
performance of the hybrid MPI and OmpSs application. 

The RM enables multiple runtime systems to co-exist and dynamically agree on access 
to computing resources within the same application. A typical usage is a parallel 
application using a task-based runtime system for its own purpose; also making calls to 
kernels from a library parallelized using another task-based runtime system. The 
application’s runtime system is called the host, and the library runtime system is called 
the guest. For instance, an application using OmpSs as the host runtime can make 
calls to the Chameleon linear algebra library parallelized with StarPU as a guest 
runtime. Conversely, an application using StarPU as the host runtime can call parallel 
kernels from the Blas Super-Scalar library built on OmpSs. 

3.3 Summary	
Compared to D5.2 [1] new developments in WP3 and WP4 have been evaluated or are 
in the progress by the applications. The most promising examples are: 

• the GASPI shared notifications suggested in discussions between WP3 and 
WP5: this is being tested with the MiniGhost mini-application and iPIC3D, and 
thereby closing the co-design cycle; 

• the Resource Manager: this has been successfully tested by the BAR 
benchmarks and in the process to be tested by PLASMA and BLAS; 

• the Directory/Cache: already tested with DPLASMA and SPLOTCH and to be 
tested by the BAR benchmarks. 

In addition, the Best Practice Guides and the Release Packs have been published, 
allowing any developers of parallel applications to profit from our experiences.  
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4 Resource	Packs	
This section is focused on presenting the performance evaluation and analysis of the 
results obtained by PM30. Note that these results are not yet final as we plan to 
summarize the WP5 work, findings, and lessons learnt in Deliverable D5.4 on PM36. 
We group the applications/ kernels development into Resource Packs following the 
prioritized APIs, highlighting here four out of seven. The other three are planned to be 
released by PM36 due to the dependency on the new strategy of coupling GASPI and 
MPI. Such grouping allows us to conduct analysis on the API combination level based 
on the applications/ kernels developments as well as our collaboration with WPs3-5, 
but also on the application/ kernel local levels. 

We automatized the process of verifying correctness of our modifications by employing 
the Jenkins CI tests. So, after each modification to the code, we have an immediate 
opportunity to check that the new version of the code delivers the same results as its 
original. 

Regarding portability, in general, having all necessary libraries installed (thread safe 
MPI, GPI-2, OpenMP, OmpSs, StarPU, etc.), the codes are totally portable to any 
cluster of multicore processors. Often, the codes are compiled and tested using 
different compilers such as GNU C and Intel compilers. 
 

4.1 MPI	+	OpenMP	Threads		
4.1.1 Motivation	and	Strategy	

Combining MPI (http://mpi-forum.org), for inter-node communication, with OpenMP 
(http://openmp.org), for intra-node shared memory environment, is rather standard 
practice in hybrid programming on large HPC systems. There are essentially two main 
motivations for this combination of programming models: 

1. Reduction in memory footprint, both in the application and in the MPI library 
(e.g. communication buffers); 

2. Improved performance, especially at high core counts where the pure MPI 
scalability is running out. 

Combining MPI with OpenMP threads can produce better performance in a number of 
ways, for example better load balance, reduced communication, or as a relatively 
straightforward way to exploit additional levels of parallelism. 

However, MPI and OpenMP threads represent distinct parallelisation strategies; the 
efficient integration of the two can be challenging. Further, a simplistic integration of 
MPI and OpenMP threads can introduce additional synchronisation points into an 
application, which in turn inhibits performance and scalability. 

Many applications use the simplest style of MPI and OpenMP threads programming, 
where all MPI library calls are made outside of OpenMP parallel regions. As the 
number of cores per node continues to increase, this approach may limit scalability with 
increasing numbers of OpenMP threads; so exploring other strategies, where 
computation and communication can take place simultaneously in different OpenMP 
threads is likely to benefit these applications on future hardware platforms. 

4.1.2 Industrial	and	Academic	Relevance	

MPI and OpenMP are both mature and widely supported approaches to programming 
parallel computers. They have an open governance model, with involvement from 
leading HPC vendors. They are also widely supported in compiler environments, as 
well as languages such as FORTRAN, C and C++, and are generally available on HPC 
and (to a lesser extent) cloud computing environments. Availability on Windows 
platforms is limited. 
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The combination of MPI and OpenMP threads is already an important feature of many 
HPC applications used in industry. It is becoming a standard technique for achieving 
better scalability on modern cluster architectures, which have increasing numbers of 
CPU cores per node. Industrial application areas such as structural mechanics, 
computational fluid dynamic and seismic analysis, which use large-scale HPC facilities, 
are the main domain for which MPI plus OpenMP threads can be found in current use. 

However, to exploit MPI and OpenMP efficiently, one needs skilled software engineers 
with a track record of parallel programming on cluster-scale resources.  

4.1.3 Best	Practice	Guide	

Our Best Practice Guide on MPI and OpenMP [4] discusses motivations for combining 
MPI and OpenMP in more detail and explains why and how these potential benefits 
can be realized in application codes. It discusses also the possible downsides of MPI + 
OpenMP programs, covering software engineering issues and performance pitfalls. 

Five different styles of MPI + OpenMP programs discussed in the Best Practice Guide 
are: 

• Master-only: all MPI communication takes place in the sequential part of the 
OpenMP program (no MPI in parallel regions). 

• Funneled: all MPI communication takes place through the same (master) thread 
but can be inside parallel regions. 

• Serialized: MPI calls can be made by any thread, but only one thread makes MPI 
calls at any one time. 

• Multiple: MPI communication simultaneously in more than one thread. 
• Asynchronous Tasks: MPI communications can take place from every thread, 

and MPI calls take place inside OpenMP tasks. 

4.1.4 Applications	and	Kernels	

In this section, we present implementation details, performance results and their 
analysis of porting Ludwig, iPIC3D, and the TAU kernel ‘linsolv’ to MPI + OpenMP 
threads. 

4.1.4.1 Ludwig	

4.1.4.1.1 Introduction	
Ludwig is a general purpose parallel Lattice-Boltzmann code capable of simulating the 
hydrodynamics of complex fluids in 3D. The underlying hydrodynamic model is based 
on the lattice Boltzmann (LB) equation. This itself may be used to study simple 
(Newtonian) fluids in many different scenarios, including porous media and particle 
suspensions.  

Broadly, the code is intended for complex fluid problems at low Reynolds numbers, so 
there is no consideration of turbulence, high Mach number flows, high density ratio 
flows, and so on. 

Ludwig is a robust and portable code written in ANSI C. It can be used to perform serial 
and scalable parallel simulations of complex fluid systems based around 
hydrodynamics via the lattice Boltzmann method. Time evolution of modeled quantities 
takes place on a fixed regular discrete lattice. The preferred method of dealing with the 
corresponding order parameter equations is by using finite difference. 
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Figure 1: Left: the lattice decomposed between Message Passing Interface (MPI) tasks. For clarity 
we show 2D decomposition of a 3D lattice but in practice we decompose in all three dimensions. 
Halo cells are added to each sub-domain (as shown on the upper right). 

To allow utilization of multi-node computing architectures, Ludwig is parallelized using 
domain decomposition and message-passing communications (MPI). The regular 3D 
decomposition is illustrated in Figure 1. Each local sub-domain is surrounded by a halo 
(or ghost) region. Elements of the distribution must be exchanged at the edges of the 
domains to facilitate the propagation. To achieve the full 3D halo exchange, the 
standard approach of shifting the relevant data in each co-ordinate direction in turn is 
adopted. This requires appropriate synchronization, that is, a receive in the first co-
ordinate direction must be complete before a send in the second direction involving 
relevant data can take place, and so on. Note that only “outgoing” elements of the 
distribution need to be sent at each edge. 

4.1.4.1.2 Motivation	
The addition of OpenMP threads to the multithreaded MPI library allows multiple 
threads running in parallel making calls to the MPI. This allows the possibility of having 
multiple communications (halo exchange) happening at the same time instead of a 
single threaded approach where only one thread could make calls to the MPI library for 
communication 

4.1.4.1.3 Performance	
Performance tests have been carried out on ARCHER, see A.1 for hardware details. 
Figure 2 illustrates the time spent on halo exchange operations when running Ludwig in 
hybrid mode (MPI + OpenMP) in two different thread modes, MPI_THREAD_FUNNELLED 
(FUNNELLED) and MPI_THREAD_MULTIPLE (MULTIPLE). These configurations have 
been run on 4 (Figure 2 (a)) and 8 nodes Figure 2 (b)) on ARCHER.  
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(a) (b) 

Figure 2: Ludwig halo exchange runtime of a 1923 lattice simulation on 4 (a) and 8 (b) ARCHER 
nodes.  

These results suggest that although the performance of Ludwig is still better running on 
pure MPI (only 1 OpenMP thread per PE), the MPI_THREAD_MULTIPLE mode is 
considerably faster (over 2x) than the MPI_THREAD_FUNNELLED	 mode for certain 
numbers of OpenMP threads.  

  
(a) (b) 

Figure 3: Ludwig total runtime of a 1923 lattice simulation on 4 (a) and 8 (b) ARCHER nodes.  

Although we have seen in Figure 2 that the halo exchange section is actually faster 
when using only 1 OpenMP thread, i.e. pure MPI, the total difference in the runtime is 
relatively small. However, this is not the case if the number of threads increases when 
MPI_THREAD_MULTIPLE outperforms MPI_THREAD_FUNNELLED.	 It is seen, by 
comparing the two multithread MPI modes that although the overhead introduced by 
the MPI_THREAD_MULTIPLE	is considerably high when using only one OpenMP thread, 
this is mitigated as the number of OpenMP threads used in the communication 
increases. 

More importantly is perhaps to highlight the runtime taken by the halo exchange 
isolated from the rest of the Ludwig application. Figure 3 shows exactly that. As the 
number of threads used in the halo exchange process increases, the halo exchange 
time reduces. This is particularly notable for the case of 8 OpenMP threads. 

4.1.4.1.4 Correctness	
For testing the correctness of the new implementations, we have compared the field 
distribution data that is written out at the end of a simulation, with our reference data, 
which has previously been run using the original Ludwig. The diff command between 
the two files should report no difference.  Furthermore, the Jenkins server (see 
Deliverable D5.1 [5] and Section 5 for more details) has been configured to run 
correctness tests right after every single code commit to the Git repository. This has 
helped us to track down bugs introduced during the porting process. 
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4.1.4.1.5 Portability	
The code has been successfully compiled and tested with GCC, Intel and Cray 
compilers. 

4.1.4.1.6 Usability	
The transition to an MPI + OpenMP multithreaded implementation of Ludwig has been 
slightly smoother than we originally thought. This is probably due to the Ludwig 
experience gained earlier in the project and the fact that we were already more 
familiarised with MPI + OpenMP approaches.  

4.1.4.1.7 Suitability	for	Exascale	
Our performance tests have demonstrated that although a pure MPI implementation is 
still the most efficient approach, OpenMP threads and MPI messages open a door to 
create more parallelism which will be essential to exploit future Exascale systems. 
Furthermore, load imbalance is already a current problem on large scale applications 
and the MPI and OpenMP interoperability will be very beneficial. 

4.1.4.1.8 Conclusions	
It is perhaps important to highlight the runtime taken by the halo exchange section 
isolated from the rest of the Ludwig application. We have seen this in Figure 2. As the 
number of threads used in the halo exchange section increases, the halo exchange 
runtime reduces. This is particularly notable for the case of 8 OpenMP threads. The 
use of 1 or 2 OpenMP threads does not seem to improve the performance of the 
communication, but with 4 OpenMP threads we already start to see considerable 
benefits. 

4.1.4.2 iPIC3D	

4.1.4.2.1 Introduction	
iPIC3D is a Particle-in-Cell (PIC) code for the simulation of space plasmas in space 
weather applications during the interaction between the solar wind and the Earth’s 
magnetic field. The iPIC3D code was initially written entirely in C++ with MPI C 
bindings and consists of approximately 10,000 lines of code, but now makes use of 
hybrid MPI + OpenMP. 

The magnetosphere is a large system with many complex physical processes, 
requiring realistic domain sizes and billions of computational particles. Hence, the 
iPIC3D code is based on the implicit moment algorithm, using the numerical 
discretization of Maxwell’s equations and particle equations of motion that allows 
simulations with large time steps and grid spacing when compared to common PIC 
codes, but still retaining numerical stability. Plasma particles from the solar wind are 
mimicked by computational particles. At each computational cycle, the velocity and 
location of each particle is updated, the current and charge density are interpolated to 
the mesh grid, and Maxwell’s equations are solved. Figure 4 depicts these 
computational steps. The communication kernel comprises several files for the 
communication of the particles’ values and quantities defined on the computational 
mesh. 
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Figure 4: Computational steps in iPIC3D. 

iPIC3D is parallelized using domain decomposition and message-passing 
communications: an iPIC3D simulation is being run on a number of processors and on 
a network of cells, so each processor handles a number of cells. However, at certain 
intervals, each processor must find out the values of the cells adjacent to those in its 
own domain. The process of each processor finding these values out is called halo 
exchange. To achieve the full 3D halo exchange, the standard approach of shifting the 
relevant data in each co-ordinate direction in turn is adopted. This requires appropriate 
synchronization, that is, a receive in the first co-ordinate direction must be complete 
before a send in the second direction involving relevant data can take place, and so on. 
Note that only “outgoing” elements of the distribution need to be sent at each edge. 

4.1.4.2.2 Motivation		
The addition of OpenMP threads to the multithreaded MPI library allows multiple 
threads running in parallel and making calls to the MPI. This allows the possibility of 
having multiple communications (during the halo exchange and particle mover) 
happening at the same time instead of a single threaded approach where only one 
thread could make calls to the MPI library for communication. 

4.1.4.2.3 Performance	
In this section we discuss the performance results from the weak scaling tests. Tests 
were performed on the Beskow supercomputer, see Appendix A.2 for hardware details. 
To compare the original version of the iPIC3D code with the new version, based on 
MPI threading support, we used two standard simulation cases called GEM 3D and 
Magnetosphere 3D. In addition, we used two different data sizes/regimes for both 
simulation cases: field solver and particle dominated regimes. 

Each of four test cases (two versions of codes for two simulation cases) has been 
executed on the increasing number of cores from 32, 64, 128 and up to 256 cores. 
Here the presented results of the new version of the code are for the cases with two, 
four and eight OpenMP threads. In order to ensure a fair comparison, the number of 
iterations in the linear solver was fixed to 20, although in a real simulation the number 
of iterations depends on the speed of convergence. 

Figure 5 shows the results of the weak scaling tests for each of the four cases. Three-
dimensional decomposition of MPI processes on X-, Y- and Z-axes was used, resulting 
in different topologies of MPI processes, each having two, four, and then eight threads 
in addition. The total number of particles and cells in a simulation are calculated from 
numbers of cells and numbers of particles per cell in the X, Y and Z directions: 
nxc*nyc*nzc*npcelx*npcely*npcelz and nxc*nyc*nzc, respectively. Thus, for example, 
for the particle dominated Magnetosphere 3D simulation on 32 cores (2x2x2 MPI 
processes x 4 OpenMP threads), there were used 27x106 particles and 30x30x30 
cells, and the simulation size increased proportionally to the number of processes. 
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c) 
 

 
d) 

Figure 5: Weak scaling tests for the four different simulations of the original and new versions of 
iPIC3D. 

These figures show that, for all four simulations, in most of the cases the original 
iPIC3D code with disabled OpenMP (meaning pure MPI) was slowest. In the field 
solver dominated regimes (a) and c) in Figure 5), the new version of iPIC3D is slower 
than the original version with enabled OpenMP on smaller number of cores, while on 
256 cores the new hybrid implementation shows the lowest execution time (for 
example, with eight threads per one MPI process, it is 18-20% faster). In the particle 
dominated regimes (b) and d) in Figure 5), the original and new iPIC3D 
implementations with equal number of threads show almost identical performance. 
Also, for all test runs of the new version of iPIC3D with two, four and eight threads, the 
fastest was the new version with eight threads per one MPI process, thus showing the 
scalability. On 256 cores it shows 16-31% of speedup comparing to iPIC3D based on 
the pure MPI and 9-14% when comparing to the new version with two threads per one 
MPI process. 
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4.1.4.2.4 Correctness	
For the multithreaded MPI with OpenMP threads/tasks versions of iPIC3D, we verified 
the correctness of the delivered results, e.g. the total energy, by comparing the 
computed values with the ones yielded from the original runs of iPIC3D on the same 
input data sets. 

4.1.4.2.5 Portability	
The code has been successfully compiled and tested with Cray, Intel and GCC 
compilers. 

4.1.4.2.6 Usability	
Porting iPIC3D to multithreaded MPI with OpenMP threads required considerable 
effort. There are two reasons for that: 1) the code is rather complex, so requires 
considerable amount of time to understand as well as to identify regions where 
multithreading could be beneficial; 2) the changes were required to be made to the field 
solver, more precisely the halo exchange part, probably the most complex part of the 
code. However, for experienced users, as we are now, that would require much less 
effort. 

4.1.4.2.7 Suitability	for	Exascale	
Our performance tests have showed that this implementation is very suitable for 
Exascale computing, as on a larger number of cores (for example, on 256 cores) this 
version performed better than the original hybrid MPI + OpenMP and even much better 
than the flat MPI version. 

4.1.4.2.8 Conclusions	
This implementation enabled multiple OpenMP threads to call MPI functions 
simultaneously. This showed promising results for codes that often occur in scientific 
simulations. In cases with an overlap of communication and computation and on a 
large number of cores these implementations were faster than the original hybrid 
version. 

4.1.4.3 TAU	

4.1.4.3.1 Introduction	
TAU-kernel linsolv implements several (iterative) methods to find an approximate 
solution of the linear system !" = !, where ! is a sparse block matrix of dimension ! 
(number of grid points), with square blocks !!" of dimension ! (usually ! = 6). 

Available solution methods are: 

• (PNT) Point implicit: 
!!! = !!!!!!! , ! = 1,… ,! 
 

• (JAC) Jacobi: 

!!
(!!!) = !!!!! !! − !!"!!

(!)!
!!!,!!! , ! = 1,… ,!  

 
• (GS) Gauss-Seidel: 

!!
(!!!) = !!!!! !! − !!"!!

(!!!)!!!
!!! − !!"!!

(!)!
!!!!! , ! = 1,… ,!  

 
• (SGS) Symmetric Gauss-Seidel: 

!!
(!!!) = !!!!! !! − !!"!!

(!!!)!!!
!!! − !!"!!

(!)!
!!!!! , ! = 1,… ,!,!,… ,1  

As a preliminary step for all methods, the LU decomposition of the diagonal blocks of A 
is calculated (LU) and used for the solution of the small systems !!!!!. 
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In TAU these methods are used to construct a preconditioner for the Runge-Kutta 
scheme which does not require to solve the linear system exactly. Usually only a few 
iterations ! are performed. 

The parallelization is based on a domain decomposition of the computational grid. 
Matrix A is decomposed row-wise according to the mapping of grid points to 
subdomains. Each subdomain is assigned to one MPI process and is first solved as an 
individual problem. For JAC and GS, the halo part of the approximate solution is then 
communicated after each completed sweep; for SGS, after each forward and backward 
sweep; for LU and PNT, only local data is involved, so no MPI communication is 
needed. Note that in parallel GS and SGS are no longer exact Gauss-Seidel methods 
and the convergence rate depends on the number of subdomains used. 

For LU, JAC and PNT, all iterations ! = 1…! are completely independent and are, thus, 
parallelized using #pragma omp for directives. For GS and SGS, iterations over 
rows ! have been manually split into nthread consecutive chunks (i.e. local 
subdomains), each thread then calculates and updates only its own part of !. MPI 
communication is done by a single thread, including the packing and unpacking of MPI 
communication buffers.	

4.1.4.3.2 Motivation	
The ambition is to use the TAU-kernel linsolv to investigate different parallelization 
strategies for DLR’s next generation solver development as a way of validating the 
interoperability enhancements proposed by the INTERTWinE project. By using a hybrid 
parallelization approach we hope to achieve better scalability due to minimized 
communication needs as well as better load balancing capabilities. 

4.1.4.3.3 Performance	
The performance tests were conducted on the DLR SCART HPC-cluster (see 
Appendix A.3). Intel Parallel Studio XE 2016 (compiler, MPI Library and OpenMP 
runtime) was used for the tests. 

Strong scaling tests were performed for the DLR-F6 test case (~2 ∙ 10! grid points) 
using 1 to 50 compute nodes (i.e. 20 to 1000 cores).  

Compared to D5.2 [1] the kernel used for the tests has been modified by removing 
some very inefficient memory access patterns in the packing and unpacking of MPI 
communication buffers. Due to this modification a considerable performance boost (a 
factor of 3 on 35 nodes) compared to the results presented in D5.2 could be observed. 

 
a) LU decomposition 

 
b) Point implicit 

Figure 6: LU decomposition; MPI + OpenMP (threads). 
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Figure 6 - Figure 8 compare the absolute runtime for the different solution methods and 
the LU decomposition of the hybrid MPI + OpenMP version using 5 OpenMP threads 
per MPI process and 4 MPI processes per node (NT5 PPN4), with the runtime of the 
original pure MPI version using 20 MPI processes per node (MPI). For the hybrid 
version, schedule(guided) has been used for LU, PNT and JAC. 

 
Figure 7: Jacobi runtime; MPI + OpenMP (threads). 

For the methods involving no communication (LU and PNT) there is very little 
difference between the performance of the hybrid and the original version (Figure 6). 
For JAC (Figure 7) the hybrid version is slightly faster (about 2-6%) than the pure MPI 
version on 7 to 15 nodes and slightly slower (about 4-7%) otherwise. For the Gauss-
Seidel methods (Figure 8) the hybrid version shows similar performance only in the 
range of 5 to 14/15 nodes (+/- 6% compared to pure MPI) and is about 10-19% slower 
than the MPI version otherwise.  

 
a) Gauss-Seidel 

 
b) symmetric Gauss-Seidel 

Figure 8: runtime; MPI + OpenMP (threads). 

Figure 9 shows the relative performance of the hybrid version compared to the original 
pure MPI version, which is given as the ratio of the pure MPI runtime to the MPI + 
OpenMP runtime. For the methods involving communication (JAC, GS and SGS) the 
hybrid MPI + OpenMP version mostly performs worse than the original pure MPI 
version. For the methods involving no communication (LU and PNT) both versions 
show very similar performance. 
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Figure 9: Relative performance; MPI + OpenMP (threads). 

Figure 10 shows the parallel speedup for all methods (a) for the pure MPI version and 
(b) the hybrid MPI + OpenMP version. Both versions show very good scalability, on 
smaller number of nodes (up to 20) the hybrid version scales better for the methods 
involving communication. 

 
a) pure MPI (PPN20) 

 
b) MPI + OpenMP (NT5 PPN4) 

Figure 10: Parallel speedup for all methods; MPI + OpenMP (threads). 

4.1.4.3.4 Correctness	
For methods PNT and JAC correctness of the hybrid MPI + OpenMP implementations 
has been verified by comparing the computed approximate solution ! with the one 
yielded by the original pure MPI implementation for the same input data, i.e. using the 
same test case, partitioning method and number of subdomains/processes. The 
correctness has been verified for each single run of the kernel. 

For the OpenMP parallelization of methods GS and SGS algorithmic changes were 
necessary, hence the convergence rate depends not only on the number of MPI 
processes used but also upon the number of threads used. As a consequence, the 
calculated approximate solutions differ from the ones produced by the original pure 
MPI implementation, when more than one thread is used. It has been verified that each 
run of the hybrid version using the same input data and the same number of threads 
produces the same solution. Additionally, some convergence tests for GS and SGS 
with a very small test case have been conducted to ensure that both the original MPI 
version and the hybrid version converge to the same solution. 
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4.1.4.3.5 Portability	
Given that all necessary software, libraries and runtimes (C compiler, thread safe MPI, 
OpenMP, NetCDF) are available, the code can be easily ported to conventional multi-
core platforms. It is expected that for running the code efficiently, individual 
investigations for each particular system are necessary, e.g. to find the right 
combination of processes per node and threads per processes. 

4.1.4.3.6 Usability	
Having had only little experience in using OpenMP (none with the concept of explicit 
tasks), quite some time has been spend studying the OpenMP standard and related 
literature. The actual modification of the original code then required reasonable effort. 
Learning how to run hybrid MPI + OpenMP jobs on a HPC cluster, how to use process 
and thread pinning, finding the best thread scheduling strategy and figuring out which 
combinations of threads per process and process per node are most efficient, again 
took some considerable amount of time. 

4.1.4.3.7 Suitability	for	Exascale	
The conducted performance tests show that the hybrid MPI + OpenMP parallelization 
currently offers no advantage over the pure MPI parallelization. 

4.1.4.3.8 Conclusions	
Overall, the hybrid MPI + OpenMP parallelization yields similar performance as the 
pure MPI parallelization for the conducted tests. It is anticipated that for more complex 
applications or with much larger core counts, the hybrid parallelization strategy could 
be of more advantage. 

4.1.5 Summary	

In INTERTWinE, we have ported several real-world applications and kernels to 
illustrate good practice for MPI + OpenMP threads: 

1. In the applications Ludwig and iPIC3D we illustrate a less common approach to 
adding OpenMP threads to an MPI application, in order to reduce the amount of 
synchronisation that is required – in this case, in the ‘halo swap’ stage of the 
domain decomposition calculations. The method relies on the 
MPI_THREAD_MULTIPLE MPI level to allow threads within each MPI process to 
collaborate in communications through the MPI library. This technique can lead 
to significant benefits for large-scale calculations though the implementation can 
increase algorithmic complexity with associated risks. 

2. The TAU kernel ‘linsolv’ is an example of a typical approach to hybridisation, 
adding OpenMP threads to computational kernels running in different MPI 
processes. Our example shows that there is some overhead (computing time 
associated with OpenMP threads), so the return on investment is only realised at 
larger-scale where the level of inter-process communication is significant, and 
can be reduced by exploiting threaded parallelism on multicore nodes. 

To sum up, the pure MPI codes of linear algebra solvers – such as LU decomposition, 
point implicit, Jacobi, Gauss-Seidel, and symmetric Gauss-Seidel – revealed almost no 
benefits, and often little penalties, of mixing MPI and OpenMP threads. There was 
some gain on a small number of nodes which was erased on a large node count. Note 
that the pure MPI version is well optimized reaching the linear speedup. For the large 
scale applications as Ludwig and iPIC3D, we aimed to work on the communication-
intensive parts of their codes – such as halo exchange and particle exchange – in order 
to leverage synchronized communication on these parts when only one thread within 
an MPI process is involved into the cross-processes communication. Thus, we used 
the MPI Thread multiple mode for that. That immediately increased complexity of the 
code since we had to introduce another level of tags (needed for communication) for 
threads within a process, leading for a hierarchy of tags. Nevertheless, this strategy 
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was fruitful on a large number of cores with four or more threads per process when the 
communication becomes significant. With this, we consider our work on the MPI + 
OpenMP threads as accomplished. 

Source code to support this resource pack can be downloaded from GitHub: 
https://github.com/EPCCed/MPI_OpenMP_threads  

 

4.2 MPI	+	OpenMP	Tasks	/	OmpSs	
4.2.1 Motivation	and	Strategy	

OmpSs (https://pm.bsc.es/ompss) is a parallel programming model based on tasks and 
developed at Barcelona Supercomputing Center (BSC). OmpSs is also employed as a 
test bench for the OpenMP programming model in order to improve its tasking model. 
In particular, it extends OpenMP with new directives, clauses and semantics to support 
asynchronous parallelism. 

There are conceptual issues with calling MPI functions from the tasks of OmpSs or 
OpenMP. They are related to the asynchronous execution of tasks in the runtime 
contrasted with the assumed order of operations in the MPI. For example, if one task 
executes the (blocking) MPI_Send function and another task the 
(blocking) MPI_Recv function, one can easily arrive at dead-locks if the tasks are 
executed in a different order. Moreover, these may only happen intermittently during 
runs, as the execution order can change from one run to another. 

The way around these issues offered in MPI is to use non-blocking variants of these 
functions, MPI_Isend and MPI_Irecv. However, the asynchronism of the task-based 
execution also comes into play. Since, in this case, the actual communication can 
happen after the task has already finished, one can arrive at situations that the 
communication buffer has been deallocated by the task or rewritten by other 
operations. 

A crude way to resolve these issues is introducing synchronization points. But a more 
elegant way natural for task-based programming models is to add auxiliary data 
dependencies to the tasks. Using this approach, finer point-to-point synchronizations 
can be enforced. Details of this approach are in our Best Practice Guide [6]. 

4.2.2 Industrial	and	Academic	Relevance	

MPI and OpenMP are both mature and widely supported approaches to programming 
parallel computers. They have an open governance model, with involvement from 
leading HPC vendors. They are also widely supported in compiler environments, as 
well as languages such as FORTRAN, C and C++, and are generally available on HPC 
and (to a lesser extent) cloud computing environments. Availability on Windows 
platforms is limited. 

The use of OpenMP tasks, included in the standard since version 3.0, has not been 
taken up as much as the traditional OpenMP model (based on worksharing) was in its 
previous versions. In fact, most of the OpenMP code that we can find in real 
applications is based exclusively on the parallelization of loops (data parallelism), 
rather than using other parallelization techniques (for example, task parallelism).  

The OmpSs is a programming model — forerunner of OpenMP based on StarSs @ 
BSC — aiming at extending the OpenMP tasking model with richer support for 
asynchronous parallelism (tasks). OmpSs offers a different approach in the use of 
accelerator devices (such as, GPUs and FPGAs) based on leveraging existent native 
kernels (i.e. CUDA, OpenCL, etc.) 

The introduction of data dependencies (the ‘depend’ clause) and the extensions 
focused on using accelerator devices (the ‘target’ directive) have extended the potential 
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of using OpenMP tasks / OmpSs by increasing the parallelization opportunities and 
composability between the different phases of a program. 

4.2.3 Best	Practice	Guide	

The combination of MPI and OpenMP tasks / OmpSs can become an essential 
symbiosis in the decomposition of parallel algorithms allowing the overlap of 
computation and communication phases in a simple and efficient way (see Figure 11). 
However, as the interactions between these two programming models are still relatively 
new, we provide guidelines in the BPG [6] as well as examples of various kernels and 
applications how to facilitate and benefit from this coupling. 
 

 
Figure 11: Computation and communication overlap using a double buffer technique. In this 
scenario both phases may be implemented with tasks. 

4.2.4 Applications	and	Kernels	

In this section, we present our results and findings for the MPI plus OmpSs/ OpenMP 
tasks on examples of the TAU kernel ‘linsolv’, BAR N-Body, Ludwig, iPIC3D, 
GraphBLAS. 

4.2.4.1 Ludwig	

4.2.4.1.1 Introduction	
See Subsection 4.1.4.1.1 for details. 

4.2.4.1.2 Motivation	
The motivation for MPI plus OpenMP threads, see Subsection 4.1.4.1.2, also holds for 
OpenMP Tasks. The main difference compared to OpenMP threads is that OpenMP 
tasks allow to have concurrent executions of different sections of the code thus 
increasing the asynchrony of the applications. 

4.2.4.1.3 Performance	
We have run simulations on a 483 lattice size up to 64 Cray XC30 nodes.   
MPI_THREAD_MULTIPLE was the thread support level employed. These results can 
be seen in Figure 12. We can see that it is actually when the application’s scalability is 
starting to suffer when the OpenMP threads could help. One can see that beyond 32 
ARCHER nodes, the performance represented by the different curves is indeed 
equalizing. 

To analyse this in more detail, Figure 13 shows the runtime taken on 32 and 64 
ARCHER nodes using 1,2,4 and 8 threads, as indicated in the top legend. As one can 
see, the longest runtime was in both cases measured when using 4 threads and the 
reasons are still to be understood. On the contrary, the best performance metrics were 
seen using 2 threads on 32 and 64 nodes. 
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Figure 12: Ludwig MPI+OpenMP tasks running on 1,2,4 and 8 threads up to 64 ARCHER nodes on a 
483 lattice size simulation. 

 

 
Figure 13: Ludwig MPI+OpenMP tasks running on 1,2,4 and 8 threads on 32 and 64 ARCHER nodes 

on a 483 lattice size simulation. 

4.2.4.1.4 Correctness	
As described in Subsection 4.1.4.1.4. 

4.2.4.1.5 Portability	
The same setup requirements as in Subsection 4.1.4.1.5. The code has been 
successfully compiled and tested with GCC, Intel and Cray compilers however different 
implementations produce difference different field distribution files and therefore cross-
testing will report errors. We believe this is caused by floating point arithmetic rounding 
errors, thus different reference files have been created in the Jenkins system. 

4.2.4.1.6 Usability	
Porting Ludwig to MPI + OpenMP tasks has been rather challenging. In order to take 
advantage of the possibility of having multiple tasks communicating at the same time, 
considerable amounts of software engineering effort had to be invested. Furthermore, 
the lack of experience in task-based models has obviously contributed. 

4.2.4.1.7 Suitability	for	Exascale	
Results have demonstrated that a hybrid MPI + OpenMP parallelization could offer 
memory and load balancing benefits over pure MPI implementations despite 
performance values show that a pure MPI is still the fastest approach. 
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4.2.4.1.8 Conclusions	
Task-based models are clearly a solution for software applications that perform bulk 
synchronous computations. However, to be able to take advantage of the asynchrony 
of tasks, considerable amounts of software engineering efforts are required.  

On the other hand, the number of cores per node is expected to increase in the coming 
years, whereas the amount of memory per core will be kept constant. Applications 
developers will need to experiment with different parallel programming models if they 
want to exploit resources. Task-based models currently present a possible solution to 
that problem. 

4.2.4.2 iPIC3D	

4.2.4.2.1 Introduction	
See Subsection 4.1.4.2.1 for details. 

4.2.4.2.2 Motivation	
The motivation for MPI plus OpenMP threads, see Subsection 4.1.4.2.2, also holds for 
OpenMP Tasks. However, we aim to adapt iPIC3D to asynchronous execution of tasks 
for concurrent communication. 

4.2.4.2.3 Performance	
In this section we discuss the performance results from the weak scaling tests. Tests 
were performed on the Beskow supercomputer, see Appendix A.2 for hardware details. 
For the performance experiments, we employed the same simulation cases and the 
identical configuration files with the same decomposition of MPI processes as in 
Section 4.1.4.2.3. 

 
a) 
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b) 

 
c) 
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d) 

Figure 14. Weak scaling tests for the four different simulations of the original and 
"MPI_THREAD_MULTIPLE + OpenMP tasks" versions of the iPIC3D code. 

Figure 14 shows that adding OpenMP tasking introduces a runtime overhead, which 
leads to poorer performance of the hybrid version on small numbers of cores. In the 
particle dominated regimes (b) and d) in Figure 14), on 32 cores, the new hybrid 
version with two, four and eight threads per one MPI process is 27-35% slower than 
the original version with the corresponding number of threads. In the field solver 
dominated regimes (a) and c) in Figure 14), on the large number of cores (256), the 
new implementation with two, four and eight threads per one MPI process perform 
mostly better than the original implementation. 

4.2.4.2.4 Correctness	
As described in Subsection 4.1.4.2.4. 

4.2.4.2.5 Portability	
In addition to the general requirements, described in the introductory part of Section 4, 
and details from Subsection 4.1.4.2.5, we require a support of OpenMP with tasks of 
version 3.x and higher. 

4.2.4.2.6 Usability	
Similar to the description from Subsection 4.1.4.2.6. 

4.2.4.2.7 Suitability	for	Exascale	
As the performance experiments indicate, the version of iPIC3D with multithreaded MPI 
and OpenMP (see Figure 14) tasks still needs to be improved, while the version with 
multithreaded MPI and OpenMP threads (see Figure 5) has potential for Exascale. We 
plan to study another approach for porting OpenMP thread-based codes to tasking to 
improve the performance. In order to confirm our suggestions, we plan to conduct large 
experiments. 

4.2.4.2.8 Conclusions	
iPIC3D code already supports a pure MPI version and a conventional hybrid MPI + 
OpenMP version with the single-threaded MPI model. Our focus here was on the latter 
hybrid model, where we employed two API combination scenarios: the first was to 
enable multiple OpenMP threads to call MPI functions simultaneously; the second was 
to utilize the OpenMP tasking model on top of the first scenario. Both API 
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interoperability scenarios showed promising results for codes that often occur in 
scientific simulations such as halo exchange. 

In the field solver dominated regime, where there is a little overlap of communication 
and computation, on the large number of cores (256+ cores) both our new 
implementations were faster than the original hybrid version.  

4.2.4.3 TAU	

4.2.4.3.1 Introduction	
See Subsection 4.1.4.3.1 for details. 

The #pragma omp for parallelization of methods LU, PNT and JAC has been 
modified to use explicit tasks. Two different task based variants have been 
implemented and tested: 

V1: loop tiling V2: taskloop construct 
#pragma omp single 

for(i=0; i<n; i+=chunk) 

  #pragma omp task 

  for(j=i; j < MIN(i+chunk, n); j++) 

  { 

    ... 

  } 

#pragma omp single 

#pragma omp taskloop 

for(i=0; i<n; i++) 

{ 

  ... 

} 

For GS and SGS the calculation of the local subdomains is done inside a #pragma 
omp task construct. 

4.2.4.3.2 Motivation		
As in Subsection 4.1.4.3.2. 

4.2.4.3.3 Performance	
The performance tests were conducted on the DLR SCART HPC-cluster, see Appendix 
A.3 for hardware details. Intel Parallel Studio XE 2016 (compiler, MPI Library and 
OpenMP runtime) was used for the tests. 

Strong scaling tests were performed for the DLR-F6 test case (~2 ∙ 10! grid points) 
using 1 to 50 compute nodes (i.e. 20 to 1000 cores.  

Compared to D5.2 [1] the kernel used for the tests has been slightly modified by 
removing some very inefficient memory access patterns in the packing and unpacking 
of MPI communication buffers. Due to this modification, a considerable performance 
boost compared to the results presented in D5.2 could be observed. 

Both variants, the one using loop tiling and the one using the taskloop construct, 
achieved almost the same performance during the tests (+/- 2%). The results given 
below are for the taskloop construct variant.  

Figure 15 - Figure 17 compare the absolute runtime for the different solution methods 
and the LU decomposition of the hybrid MPI + OpenMP version using 5 OpenMP 
threads per MPI process and 4 MPI processes per node (NT5 PPN4), with the runtime 
of the original pure MPI version using 20 MPI processes per node (MPI). 
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a) LU decomposition 

 
b) Point implicit 

Figure 15: LU decomposition; MPI + OpenMP (tasks). 

For LU there is very little difference between the performance of the hybrid and the 
original version up to 30 nodes, for larger number of nodes the runtime of the hybrid 
version gradually increases compared to the pure MPI version (Figure 15 a). For PNT 
the same behavior can be observed, although here the increase in runtime is already 
visible from 14 nodes onwards (Figure 15 b). 

 
Figure 16: Runtime; MPI + OpenMP (tasks). 

For JAC (Figure 16) the hybrid version is slightly faster (about 2-5%) than the pure MPI 
version on 7 to 15 nodes and slightly slower (about 4-7%) otherwise. For the Gauss-
Seidel methods (Figure 17) the hybrid version shows similar performance only in the 
range of 5 to 14/15 nodes (+/-7% compared to pure MPI) and is about 9-19% slower 
than the MPI version otherwise. 
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a) Gauss-Seidel 

 
b) symmetric Gauss-Seidel 

Figure 17: Jacobi; MPI + OpenMP (tasks). 

Figure 18 shows the relative performance of the hybrid version compared to the 
original pure MPI version, which is given as the ratio of the pure MPI runtime to the MPI 
+ OpenMP runtime. It can be seen that the hybrid MPI + OpenMP version mostly 
performs worse than the original pure MPI version. 

 
Figure 18: Relative performance; MPI + OpenMP (tasks). 

Figure 19 shows the relative performance of the hybrid version using explicit tasks 
compared to the hybrid version using threads (see Section 4.1.4.3), given as the MPI + 
OpenMP (threads) to MPI + OpenMP (tasks) runtime ratio, for all methods. In general 
both hybrid versions differ only very little, although the version using explicit tasks 
seems to perform slightly better on smaller number of nodes and slightly worse on 
larger number of nodes than the version using threads. 
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Figure 19: Relative performance; MPI+ OpenMP threads vs. tasks. 

Figure 20 shows the parallel speedup for all methods (a) for the pure MPI version and 
(b) the hybrid MPI + OpenMP version. Both versions show very good scalability, on 
smaller number of nodes (up to 20) the hybrid version scales better for the methods 
involving communication. 

 
a) pure MPI (PPN20) 

 
b) taskloop (NT5 PPN4) 

Figure 20: Parallel speedup; MPI + OpenMP (tasks). 

4.2.4.3.4 Correctness	
The correctness is verified following the same procedure as in Subsection 4.1.4.3.4. 

4.2.4.3.5 Portability	
As in Subsection 4.1.4.3.5. 

4.2.4.3.6 Usability	
In general, it is similar to OpenMP threads (see Subsection 4.1.4.3.6). However, using 
OpenMP tasks tend to be more tricky, especially in finding the sweet performance spot: 
we have tried multiple combinations. 

4.2.4.3.7 Suitability	for	Exascale	
The conducted performance tests show that the hybrid MPI + OpenMP parallelization 
using explicit tasks currently offers no advantage over the pure MPI parallelization. 
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4.2.4.3.8 Conclusions	
Overall, the hybrid MPI + OpenMP parallelization yields similar performance as the 
pure MPI parallelization for the conducted tests. Also, no clear advantage of using 
explicit tasks could be observed. It is anticipated that for more complex applications or 
with much larger core counts, the hybrid parallelization strategy could be of more 
advantage. 

4.2.4.4 GraphBLAS	

4.2.4.4.1 Introduction	
The solution of linear systems of equations is a ubiquitous linear algebra problem 
arising in many scientific and engineering computing applications. In most of these 
cases, the coefficient matrix of the system is large and sparse (i.e., a majority of the 
entries are zeros, and the nonzero pattern presents an irregular distribution). In this 
scenario, iterative methods, enhanced with some sort of preconditioner to accelerate 
the convergence of the solver, are often especially effective. For symmetric positive 
definite (s.p.d.) systems, the preconditioned Conjugate Gradient (PCG) method, 
accelerated with a simple preconditioner based on an incomplete LU (ILU) 
factorization, is an iterative solver with a wide spectrum of applicability. ILU0 is a 
specialized yet simpler ILU-type preconditioner that enforces the same sparsity pattern 
in the triangular factors as that present in the coefficient matrix of the system. Figure 21 
illustrates a simplified version of the PCG solver underlying ILUPACK. The most 
challenging operations in this algorithm are the computation of the preconditioner (S1), 
before the iteration commences, and its application at each iteration (S9). The 
remaining computations are basic linear algebra operations.  

 
Figure 21: Algorithmic formulation of the PCG method. Here, ƬCG is an upper bound on the relative 

residual for the computed approximation to the solution. 

Exploiting the relationship between sparse matrices and adjacency graphs, nested 
dissection can be recursively applied to permute a sparse matrix, yielding a collection 
of diagonal blocks that are linked to certain subgraphs and separators. Moreover, the 
hierarchy of subgraphs and separators fixes the order in which the diagonal blocks 
have to be factorized. This process renders a Task Dependency Graph (TDG) with the 
structure of a tree, where the subgraphs occupy the leaves and the separators 
correspond to the internal nodes. 

In order to improve the concurrency of the computation of the preconditioner, the 
permuted matrix can be disassembled into one submatrix per leaf of the TDG. Thus, 
the factorizations of the leading blocks of these submatrices can proceed in parallel, 
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while the non-leaf blocks are needed to solve the dependencies of the ancestor tasks. 
This process continues traversing the dependency tree, until the root task factorizes its 
local submatrix. 

The application of the preconditioner requires the solution of two triangular systems, 
corresponding to the lower and the upper incomplete triangular factors. The TDG for 
the former triangular system presents the same structure and dependencies as that 
associated with the computation of the preconditioner. In the latter triangular solve, the 
structure is preserved but dependencies are reversed, pointing top-down from the root 
to the leaves. Therefore, concurrency increases/decreases as we move towards/away 
from the leaves. 

In the other kernels of the PCG, the matrix is also disassembled, and the vectors are 
partitioned in a conformal manner. With this formulation all these computations only 
involve the leaves of the TDG and, therefore, can be computed fully in parallel, except 
for the dot products, which require an atomic addition (reduction) of the values locally 
computed in each leaf. 

4.2.4.4.2 Motivation	
The combination of MPI + OmpSs permits parallel execution on a cluster of multicore 
processors. It also allows us to exploit the characteristics of OmpSs to employ task-
parallelism within the nodes and benefit from the true asynchronous execution in the 
operations. Therefore, we hope to achieve better scalability by using a hybrid 
parallelization approach, because it will minimize the communication needs and will 
improve the load balancing capabilities. 

4.2.4.4.3 Performance	
The MPI + OmpSs version requires an initialization where the root process distributes 
the data corresponding to (the leaves of) the subtrees among the MPI ranks. The MPI 
+ OmpSs version of ILU0 is then divided into a sequence of interleaved OmpSs and 
MPI stages, with the former ones computing the tasks internal to the subtrees local to 
the MPI ranks, and the latter requiring communication between MPI ranks. In particular, 
the computation of the preconditioner comprises only one stage of each type, but its 
application in the loop body of PCG has two OmpSs stages per iteration because the 
TDG is traversed twice. Figure 22 illustrates the initial distribution for a TDG with 8 
leaves, together with a scheme of the execution of the two stages in the preconditioner 
computation. In that example, the OmpSs threads process the tasks within the bottom 
two levels, with no MPI communication involved. For the top two levels, the OmpSs 
threads remain inactive and it is the MPI ranks that are in charge of processing the 
tasks. The dot operations also exhibit the same two stages: On the leaves, the OmpSs 
threads accumulate their local subvectors, and an atomic reduction is then applied to 
compute the reduction inside each MPI rank. These local values are then reduced 
using an MPI collective primitive. The remaining vector computations of the PCG 
iteration operate in the bottom level only and, therefore, are computed by OmpSs 
threads with no MPI communication involved. 
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Figure 22: Mapping of a TDG to 4 MPI ranks (R0-R3) with 2 OmpSs threads per rank. 

For the performance analysis, the experiments were performed using the IEEE754 
double-precision arithmetic on MareNostrum (see Appendix A.5). In the following we 
analyse the performance of two parallel versions of the PCG+ILU0 solver: one based 
on MPI that can handle several leaves per MPI rank (hereafter, referred to as MPI-
only); and an alternative variant that combines MPI + OmpSs, also capable of 
processing several leaves per MPI rank, but which do so via OmpSs threads internally 
to each node.  

The MPI + OmpSs code was compiled using Mercurium C/C++ (2.0), with OpenMPI 
1.8.1. The MPI-only variant was compiled with the same version of OpenMPI. Other 
software included OmpSs (16.06), and ParMetis (4.0.2) for the graph reorderings. In 
the executions with the MPI-only version, we spawned one MPI rank per core (i.e., 16 
per node). For MPI + OmpSs, we tested distinct combinations of MPI ranks and 
OmpSs threads, with the numbers of ranks multiplied by the number of threads always 
being equal to 16 per node. 
 
Several preliminary experiments revealed that, in general, the best performance was 
obtained when the TDG contains a number of leaves that equals or doubles the 
number of cores. Therefore, for simplicity, in the following we analyze only these two 
cases. In order to assess the performance of the parallel MPI + OmpSs version of 
PCG+ILU0, we also evaluated different combinations of MPI ranks and OmpSs threads 
per node (configurations). These experiments revealed that, for almost all cases, the 
best option employs two MPI ranks per node with 8 OmpSs threads per rank. In the 
following experiments, we will adopt this distribution, which mimics the internal 
socket/core architecture of the servers. 

Strong Scalability: We first evaluate the strong scalability of the parallel solvers. 
Figure 23 shows the execution time per iteration, using one and two leaves per core, of 
the two versions of the PCG solve for the A400 problem as the resources are 
increased from 16 cores/ 1 node to 256 cores/ 16 nodes. In general, as expected, there 
is a decrease in the iteration time as the number of cores grows. 
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Figure 23: Execution time per PCG iteration for the Laplace A400 problem for different 
configurations, using 1 leaf per core (left) and 2 leaves per core (right), in MPI + OmpSs. 

If we compare the implementations, the results demonstrate that the MPI + OmpSs 
variant consistently outperform the MPI version (with no underlying OmpSs runtime 
system), by a margin that is around 5-10%. Moreover, there is a slight difference 
between the cases with one or two leaves per core that is enlarged with the number of 
cores, revealing the TDG with one leaf per core as the best choice for 32 or more 
cores. The reason is that, as the amount of computational resources grows, the 
additional concurrency explicitly exposed by further splitting the computational load 
(sparse matrix/adjacency graph) does not compensate the overhead that is introduced 
for this particular (moderate) problem dimension. 
Weak Scalability: The next experiment aims to provide an evaluation of weak scaling 
for the parallel solver. Unfortunately, for the PCG + ILU0 solver it is not possible to 
generate an instance of the Laplace problem with a computational complexity that 
grows exactly in proportion to the number of resources. To approximate this scenario, 
we set the number of non-zeros of the sparse matrix (nz) to be roughly proportional to 
the number of cores.  However, we emphasize that nz only offers an estimation of the 
computational cost, as other factors such as the fill-in/quality of the preconditioner may 
play a relevant role. 

Figure 24 reports the performance of the parallel implementations of the PCG + ILU0 
solver (per iteration) for the different matrices. These results show that the execution 
times grow with the number of cores/problem dimension. The reason is that the 
number of actual floating-point arithmetic operations per iteration increases faster than 
the number of non-zeros. 

 
Figure 24: Execution time per PCG iteration for the Laplace A400 problem for different 
configurations, using 1 leaf per core (left) and 2 leaves per core (right), in MPI + OmpSs. 

Comparing the two implementations, the MPI + OmpSs version outperforms the MPI 
variant; and the difference between the cases with one or two leaves per core also 
grows with the number of cores. 
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4.2.4.4.4 Correctness	
As described in the introductory part of Section 4. 

4.2.4.4.5 Portability	
The code can be easily ported to other platforms equipped with implementations of MPI 
and OmpSs/OpenMP. The application is intended for clusters of multicore processors, 
and the current implementation cannot exploit graphics accelerators that may be 
present in the platform. 

4.2.4.4.6 Usability	
The effort to port the code to the new API combinations was considerable. The 
parallelization that only relied on MPI required a re-formulation of the PCG-ILU0 solver 
in order to explicitly expose task-parallelism. However, that parallel version assumed a 
direct 1:1 mapping between leaf nodes of the TDG and MPI ranks. This solution was 
not appropriate for the parallel MPI + OmpSs and MPI + OpenMP versions of PCG-
ILU0 solver, and required a substantial rewrite of certain parts of the parallel code. 

4.2.4.4.7 Suitability	for	Exascale	
On a cluster equipped with recent multicore technology and a fast interconnect, the 
current PCG-ILU0 solver only scales to about 256 cores. The reason for this behavior 
is twofold. First, as the number of leaves in the TDG grows to expose further task-level 
parallelism, there is an associated increase in the number of floating-point arithmetic 
operations (flops) required by the PCG-ILU0 solver. Second, this additional cost 
(overhead) is mostly required to process the tasks that lie in the intermediate levels of 
the TDG, a part of the solver with a more reduced degree of concurrency that 
deteriorates the parallel performance of the PCG-ILU0 solver. We are currently working 
with a more sophisticated preconditioner that concentrates a larger fraction of the flops 
in the leaves. We expect this version to offer a higher degree of scalability. 

4.2.4.4.8 Conclusions	
These approaches extract task-parallelism by splitting the sparse matrix into multiple 
levels, yielding a directed acyclic graph, with the form of a binary tree, where the nodes 
represent tasks, the arrows indicate data dependencies, and most computational work 
is performed in the leaf tasks. This graph is then traversed from bottom-up for the 
computation of the preconditioner and one of the triangular solves during its 
application, and top-down for the second triangular solve. In principle, the tree can be 
expanded into further levels to expose any number of tasks and, therefore, degree of 
concurrency. However, doing so yields different preconditioners and, from a certain 
depth, incurs into a significant overhead. In general, the best compromise is to 
generate up to two leaves per core, to allow the OmpSs/OpenMP scheduler to optimize 
the computation. The experimental results confirm this assert for configurations with a 
reduced number of nodes, where the overhead is compensated by the 
OmpSs/OpenMP optimization. For unstructured matrices, the OmpSs/OpenMP runtime 
system accelerates the computation in most scenarios, due to the irregularity of the 
node sizes. 

These implementations combine the MPI and OmpSs/OpenMP programming models, 
with the best solution corresponding to a configuration that maps one MPI rank per 
socket and a number of OmpSs/OpenMP threads which fills the complete socket, 
mimicking the internal architecture of the cluster nodes. With these parameters, the 
new MPI + OmpSs/OpenMP version of ILU0 outperforms the initial implementation for 
clusters, which was based on MPI and could only process one leaf per rank. 
Comparing the results obtained using OmpSs and those achieved with OpenMP tasks 
we can conclude that there are negligible differences between them. 

This study can benefit WP3, because it analyses several aspects of the interoperability 
between MPI + OmpSs/OpenMP. 
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4.2.5 Summary	

In INTERTWinE, we have ported several real-world applications and kernels to 
illustrate good practice for MPI plus OmpSs/ OpenMP tasks: 

1. The TAU kernel ‘linsolv’ is an example of a typical approach to hybridisation, 
adding OpenMP tasks to computational kernels running in different MPI 
processes. Various strategies with single and parallel task producers as well as 
taskloops using different task granularities have been verified. The results show 
that there is some overhead, even for the best performing combinations of the 
above-mentioned, however this overhead is comparable to the one of OpenMP 
threads. The benefit of this combination is clearly visible for the Jacobi method 
at large-scale. 

2. The BAR N-Body benchmark approximates the evolution of a system of bodies 
in which each body continuously interacts with every other body combining 
OmpSs tasks with MPI. The actual performance results, their analysis, and the 
implementation are discussed in Subsection 4.4.4.3 together with the other 
BAR benchmarks. 

3. In the Ludwig application, we have attempted to reduce the amount of 
synchronization required within the halo exchange procedure as well as to 
overlap communication and propagation in this phase using OpenMP tasks 
under the MPI multiple mode. This approach is beneficial on large-scale 
computations, but with the price of the increased complexity of the application, 
and handling significantly more communication requests. 

4. In the iPIC3D code, as in Ludwig, we aimed at reducing the amount 
of synchronization in halo exchange as well as overlapping communication of 
particles with computation of their trajectories. This combination brings some 
performance overhead when few nodes are used, however it leads to the 
reduction of the total execution time in the field-dominant regime of large-scale 
calculations. This combination also raises a concern regarding the increased 
complexity of the code, as in Ludwig. 

5. In GraphBLAS, we have studied a possibility to accommodate OpenMP / 
OmpSs tasks in the MPI version of the Preconditioned Conjugate Gradient 
(PCG) accelerated with a preconditioner based on an Incomplete LU 
factorization (ILU0). Additionally, we have determined the best-performing 
strategy for a number of leaves per task in the Task Dependency Graph (TDG). 
Both MPI + OpenMP tasks and MPI + OmpSs variants consistently outperform 
the pure MPI version. 

To sum up, the simple linear solvers as in the TAU kernel ‘linsolv’ have occasional 
benefits, if at all, of injecting OpenMP tasks into their codes due to the outstanding 
performance of their pure MPI versions. However, GraphBLAS showed good 
performance results of coupling OpenMP tasks/ OmpSs with MPI in Preconditioned 
Conjugate Gradient method, consistently outperforming MPI as well as deriving a new 
strategy for the Task Dependency Graph. 

For large scale applications, we have tackled the halo exchange and particle mover 
parts of codes, aiming to reduce synchronizations in these communication intensive 
parts. However, this increased the complexity due to the additional level of tags and 
asynchronous tasks execution. Furthermore, building a taskified version by replacing 
OpenMP parallel loops with tasks has not shown much gain; only on large number of 
cores we obtained some benefits. Together with WP3 and WP4, we are investigating a 
better way for integrating tasks into large scale applications: To fully realise the benefits 
of tasks, we may need to go to a full dependent tasks implementation.  

Software to support this Resource Pack can be downloaded from GitHub: 
https://github.com/EPCCed/MPI_OpenMP_tasks_OmpSs/ 
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4.3 MPI	+	GASPI	
4.3.1 Motivation	and	Strategy	

Both MPI and GASPI address distributed-memory systems. MPI has been considered 
as the standard for writing parallel programs for distributed-memory systems for more 
than two decades. GASPI (http://www.gaspi.de/), the Global Address Space 
Programming Interface, is a modern specification of a compact API for the 
development of parallel applications, which aims at a paradigm shift from bulk-
synchronous, two-sided communication patterns towards an asynchronous 
communication and execution model. GPI-2 (http://www.gpi-site.com/gpi2/) is the 
leading, open-source implementation of the GASPI standard. 

GASPI can be introduced gradually into an existing MPI-based code in order to move 
only certain communication duties to the GASPI. In this case, GASPI can inherit the 
environment from MPI, and the hybrid MPI+GASPI program is launched in the same 
way as the MPI code. 

The GASPI standard promotes the use of one-sided communication, where one side—
the initiator—has all the relevant information (what, where from, where to, how much, 
etc.) for performing the data movement. The benefit of this is decoupling the data 
movement from the synchronization between processes. It enables the processes to 
put or get data from remote memory, without engaging the corresponding remote 
process, or having a synchronization point for every communication request. However, 
some form of synchronization is still needed in order to allow the remote process to be 
notified upon the completion of an operation. 

GASPI provides so-called weak synchronization primitives which update a notification 
on the remote side. The notification semantics is complemented with routines that wait 
for the updating of a single or a set of notifications. GASPI allows for a thread-safe 
handling of notifications, providing an atomic function for resetting a local notification 
with a given ID (this returns the notification value before reset). The notification 
procedures are one-sided and only involve the local process. 

Hence, there is a potential to enhance an application’s performance by shifting to one-
sided communication as in GASPI. There are two possibilities for such shift: 

1. Rewriting large legacy MPI codes to use a different inter-node programming model 
is, in many cases, highly labour-intensive and, therefore, not appealing to 
developers. 

2. Replacing MPI with GASPI only in performance critical parts of those codes is an 
attractive solution from a practical perspective, but this requires both APIs to 
interoperate effectively and efficiently on sharing communication and on data 
management. 

In INTERTWinE we have focused on the second approach, given that it is rarely 
possible to re-implement a real production application from scratch. With this, we aim 
to study the interoperability of GASPI and MPI to be able to allow an incremental 
porting process of applications, starting with communication and performance critical 
sections of codes. 

4.3.2 Industrial	and	Academic	Relevance	

The Message Passing Interface (MPI) has been considered the de-facto standard for 
writing parallel programs for clusters of computers for more than two decades. 
Although the API has become very powerful and rich, having passed through several 
major revisions, new alternative models that are taking into account modern hardware 
architectures have evolved in parallel. GASPI is such a model. 

GASPI aims at extreme scalability, high flexibility, and failure tolerance for parallel 
computing environments. As there are no equivalent mechanisms available in MPI 
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today, GASPI can demonstrate superior scalability for a substantial range of 
applications. 

 
Figure 25: Strong scalability of GPI-based RTM application. 

GASPI achieved a good level of update in industry, in sectors such as seismic imaging 
(RTM and GRT); finite-element applications; and computational fluid dynamics.  

Legacy MPI applications can be improved significantly by revising critical 
communication regions of the code to use GASPI single-sided primitives, dramatically 
reducing unnecessary synchronisation and, as a result, boosting scalability 
significantly. Vice versa an interoperable solution allows existing GASPI applications to 
make better use of existing MPI code, such as MPI libraries. 

4.3.3 Best	Practice	Guide	

INTERTWinE has produced instructions and guidance for developers that are 
interested in combining GASPI with MPI in their applications. This can be found in 
the Best Practice Guide on MPI + GASPI [7] document. 
4.3.4 Applications	and	Kernels	

In this section, we present the results on coupling MPI and GASPI in large scale 
scientific applications as Ludwig and iPIC3D. 

4.3.4.1 Ludwig	

4.3.4.1.1 Introduction	
See Section 4.1.4.1.1. for details. 

4.3.4.1.2 Motivation	
GASPI promotes the use of one-sided communication, where one side, the initiator, 
has all the relevant information for performing the data movement. This idea decouples 
the data movement from the synchronization between processes and it is especially 
relevant in applications that rely on continuous halo communications between 
neighbors. Therefore, the inclusion of GASPI to the halo exchange sections of Ludwig 
could facilitate the communication process and therefore optimize the whole 
application. 
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4.3.4.1.3 Performance	
We have carried out a series of performance tests on ARCHER, see Appendix A.1 for 
hardware details. All simulations have been run 5 times on fully populated nodes, i.e. 
using 24 MPI/GASPI processes per node. 

The time taken to transfer a message depends on the network latency and bandwidth 
and the latency is independent of the size of the message being sent, but dependent of 
the MPI implementation and the network usage. In these experiments we have use the 
Cray MPI implementation and Figure 26 (a) shows the data transfer size against the 
number of processes, and (b) measured bandwidth against the message size. Clearly 
we see that the bandwidth is low at very small message sizes because the time spent 
to send each message is dominated by the latency. As soon as the message size is 
increased over 0.2 Mbytes, the bandwidth quickly rises to the maximum allowed by the 
fabric interconnect. 

Strong scaling tests  
The strong scaling results of the halo exchange time demonstrate little difference 
between the pure MPI implementation compared to the GASPI + MPI implementation. 
However, the GASPI-MPI combination seems to incur an extra overhead. This can be 
seen in Figure 27. 

 

  
(a) (b) 

Figure 26: Bandwidth and message size on ARCHER. Data obtained using the OSU benchmarks 
[8].  

We have also measured the amount of data required to be sent and received from 
each process at the end of each iteration in 1923 lattice size.  This is represented in 
Figure 27 (b). 

  
(a) (b) 

Figure 27: Strong scaling results of a 1923 lattice size simulation on ARCHER. 
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These results indicate that the performance of the GASPI + MPI version of Ludwig is 
closer to the MPI version when the package size used in the halo communication is 
large, i.e. when smaller core counts are used for a given lattice size.  

We have also measured the total time that the application spends at each time step of 
the main loop. Figure 27 shows the time difference between the loop time in GASPI + 
MPI and MPI implementations. As it can be seen, the performance difference is 
relatively small between each other. 

We also wanted to investigate the intra-node performance difference, this is, the 
performance of both Ludwig’s implementations on a single ARCHER node. We have 
done this by keeping fixed the total number of processes used on a fully populated 
node (24 cores) and varying the lattice size employed in the simulations, see Figure 28 
(a). 

  
(a) (b) 

Figure 28: Performance difference on a single fully populated (24 cores) node on ARCHER. 

It is interesting to highlight that, as happened in the inter-node performance results, the 
GASPI performance curve seems to get closer to MPI one for larger lattice sizes. This 
is in fact when the message size is actually larger. 

Similarly, we have also represented the total loop time comparison between both 
implementations. As we have seen in Figure 28 (b) the total performance difference is 
very small although the pure MPI implementation is always slightly more efficient. 

4.3.4.1.4 Correctness	
As described in Subsection 4.1.4.1.4. 

4.3.4.1.5 Portability	
Following the general requirements from the introductory part of Section 4 and 
Subsection 4.1.4.1.5, the code has been successfully compiled with GCC, Intel and 
Cray compilers. 

4.3.4.1.6 Usability	
Porting Ludwig to use a hybrid GASPI-MPI API combination has proven to be 
challenging due to the rather big differences between the two message-passing 
approaches. The Best Practice Guide [9] has been of great help to understand how 
both APIs can co-exist in the same application. 

The transition to an MPI + OpenMP multithreaded implementation of Ludwig has been 
slightly smoother. This is probably due to the experience gained during the GASPI + 
MPI process and the fact that we were already more familiarized with MPI + OpenMP 
approaches.  
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4.3.4.1.7 Suitability	for	Exascale	
Our performance tests have demonstrated that although a pure MPI implementation is 
still the most efficient approach, OpenMP threads and GASPI messages open a door 
to create more parallelism which will be essential to exploit Exascale systems. Longer 
simulations with larger core counts could help us to understand if these API 
combinations could potentially be beneficial. 

4.3.4.1.8 Conclusions	
The original version of Ludwig, like many other MPI applications, uses MPI datatypes. 
That soon became a problem for the porting process since GASPI works on segments 
of data. This means that we had to unpack the data used by MPI datatypes, copy the 
data required to a GASPI segment, send and then repack the data. We believe this 
packing-unpacking was the major burden for Ludwig's performance.  

4.3.4.2 iPIC3D	

4.3.4.2.1 Introduction	
See 4.1.4.2.1 for details. 

4.3.4.2.2 Motivation	
The iPIC3D MPI communication is dominated by non-blocking point-to-point 
communication, occurring from communication of particles and ghost cells among 
neighboring processes (halo exchange), and by global reductions resulting from solving 
two linear systems every simulation time step. In order to reduce the communication 
burden in iPIC3D, we aim at replacing the MPI communication with the GASPI 
asynchronous one-sided communication on the communication critical parts of the 
code such as halo exchange in the field solver. We expect to enhance the performance 
due to the ability of GASPI to effectively overlap computation and communication. This 
study is also an example of a transition stage for large scientific codes in moving from 
MPI to PGAS programming models like GASPI. 

4.3.4.2.3 Performance	
Tests were performed on the Beskow supercomputer (Appendix A.2) at KTH. To 
compare the original version of the iPIC3D code with the new, GASPI-based, version, 
we used two standard simulation cases called GEM 3D and Magnetosphere 3D. In 
addition, we used two different data sizes/regimes for both simulation cases, namely 
field- and particle-dominated, with a fixed number of iterations (20) in the filed solver. 

Figure 29 and Figure 30 show the results of the weak scaling tests for one of the 
iPIC3D simulations. Three-dimensional decomposition of MPI processes on X-, Y- and 
Z-axes was used, resulting in different topologies of MPI processes. For this particle 
dominated Magnetosphere 3D simulation on 64 cores (4x4x4 MPI processes x 4 
OpenMP threads), 27x106 particles and 30x30x30 cells were used, and the simulation 
size increased proportionally to the number of processes. For both plots, we can 
observe that the new version, based on GASPI, is slightly faster (by 1-2%) on different 
number of cores. 

The challenge of a successful porting of iPIC3D to GASPI depends on the optimal 
utilization of one-sided communication mechanism to achieve performance gain and 
scalability on pre-Exascale supercomputers. GASPI provides the one-sided 
communication that facilitates asynchronous procedures between processes. However, 
this requires the local processes to manage the communication in an optimized way to 
maximise the overlapping of communication and computation. The tradeoff between 
asynchronicity and data synchronization requires further experiment and investigation. 
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Figure 29: Weak scaling results for the GEM 3D simulation of the particle-mover dominated regime 
of iPIC3D on Beskow. 

 
Figure 30: Weak scaling results for the Magnetosphere 3D simulation of the field-solver dominated 
regime of iPIC3D on Beskow. 

4.3.4.2.4 Correctness	
In addition to the procedure described in Subsection 4.1.4.2.4, the correctness of this 
implementation was verified on different machines with different compilers by 
comparing the output values of the original iPIC3D version and this implementation. 
These output values are being written in a ConservedQuantities.txt file for every 25 
cycles during an iPIC3D run. 

4.3.4.2.5 Portability	
As described in the introductory part of Section 4. 

4.3.4.2.6 Usability	
Implementing this hybrid version required deep understanding of both the GASPI 
standard and the plasma physics code. Previously, we have had an experience of 
porting a large scientific MPI-based code to GASPI, which helped us implementing this 
version. In addition, the GASPI standard has become very mature and the provided 
documentation assisted us as well. 

4.3.4.2.7 Suitability	for	Exascale	
In our test runs this implementation has shown very promising performance behaviour. 
GASPI provides opportunity to shift from bulk-synchronous two-sided communication 
towards asynchronous communication, which is very crucial for the Exascale 
computing. Longer simulations with larger number of cores will help us to get a broader 
picture of suitability for Exascale. 
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4.3.4.2.8 Conclusions	
One of the main hurdles of a broad distribution of PGAS approaches is the prevalence 
of MPI, which as a de-facto standard appears in the code basis of many applications. 
To take advantage of GASPI without a major change in the code basis, interoperability 
between MPI and PGAS approaches needs to be ensured. 

4.3.5 Summary	

As GASPI decouples the data movement from the synchronization between processes, 
it is especially relevant in applications that rely on continuous halo communications 
between neighbours. We aimed at reducing the synchronization between sub-domains 
by porting Ludwig’s and iPIC3D’s main halo exchange routines form MPI to GASPI. In 
addition, we replaced the MPI reductions with the GASPI reductions in the 
iPIC3D linear solver. The current approach of coupling both APIs brought little benefits 
due to the unpacking of data from the MPI datatypes and, then packing them into 
GASPI segments, which outweighs some of the GASPI advantages. A new approach 
based on so-called shared notifications is under development. 

In order to improve the interoperability with a flat MPI programming model, GASPI has 
introduced a novel allocation policy for segments where data and GASPI notifications 
can be shared across multiple processes on a single node. To that end and within 
WP3, GASPI uses System V or POSIX shared memory for storing notifications such 
that any incoming one-sided GASPI notifications are visible node-locally across all 
node-local ranks. The shared notifications should be used with GASPI segments that 
are using shared memory provided by the applications, such as MPI windows, in 
interoperability mode.  

Instead of node locally packing/unpacking datatypes, the implementation then will 
publish its respective rank-local datatype layout and will subsequently merely notify the 
availability of rank-local data for node-local reading. Data for remote nodes can be 
aggregated across multiple node-local ranks; however, this may re-introduce a level of 
synchronization between multiple node-local ranks. As the GASPI notifications will be 
globally visible on the remote target node, all the corresponding remote processes 
running on that node will be able to see and extract their communication parts. 

Software to support this release pack can be downloaded from GitHub: 
https://github.com/EPCCed/GASPI_MPI  

4.4 Resource	Manager	
4.4.1 Motivation	and	Strategy	

The main goal of the Resource Manager (RM) is to coordinate the access to CPUs by 
different runtime systems running inside the same application and node. This situation 
naturally arises when a parallel application uses a library that is parallelized using a 
different programming model and/or runtime. To coordinate the access to the CPU 
resources, the INTERTWinE project proposes four different APIs implementing the 
Resource Manager concept. These APIs are divided into two groups, as shown in 
Figure 31, depicting a specific example of a parallel OmpSs application invoking 
kernels from three different parallel libraries. On the one hand, the Native 
Offload (NO) and Resource Enforcement (RE) APIs (including also the augmented 
OpenCL offloading API) are designed to be directly used by application and library 
developers (to avoid over-subscription issues). On the other hand, the Task 
Pause/Resume (TPR) and the Dynamic Resource Sharing (DRS) APIs are designed 
to be used directly by parallel runtimes and communication libraries (to avoid under-
subscription issues). 
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Figure 31: An OmpSs application (CPUs 8-9) using MKL (CPUs 0-2), PLASMA (CPUs 3-4) and 
Chameleon (CPUs 5-7). 

4.4.2 Industrial	and	Academic	relevance	

Current near-term and mid-term High Performance Computer (HPC) architecture 
trends all suggest that the first generation of Exascale computing systems will consist 
of distributed memory nodes, where each node is powerful, and contains a large 
number of (possibly heterogeneous) compute cores.  The number of parallel threads of 
execution will likely be on the order of 108 or 109, split between multiple layers of 
hardware, and therefore offering multiple levels of parallelism. 

With the first Exascale hardware likely to appear in the next 5-7 years, the emergence 
of a single parallel programming model addressing all these levels of parallelism seems 
to be unachievable (at least considering this period of time). We must expect, 
therefore, that the majority of Exascale applications will make use of combinations of 
existing programming APIs, where each API is well standardized, and is specific to one 
or two levels of parallelism.  This is already a well-established practice in the HPC 
community, with many applications making use of combinations such as message 
passing interfaces, parallel programming models and multi-threaded specialized 
libraries. 

The concurrent accesses to the CPU cores by several uncoordinated threads from 
different libraries and the main application increase the number of context-switches, 
favour the pollution of the cache and degrade the overall performance of the 
application. To avoid this situation, most parallel applications are restricted to use only 
the sequential version of these libraries. However, this will become a severe limitation 
to exploit the huge hardware concurrency that will be available on Exascale systems, 
where we have to leverage all the potential levels of parallelism available to the 
application. 

4.4.3 Best	Practice	Guide	

A frequent scenario in HPC programs consists in a sequential application that relies on 
a specific library such as the BLAS to execute a number of operations. These 
subprograms are usually aggregated in a highly-optimized supporting library (e.g. 
ATLAS or Intel MKL). Also, it is very common that the specialized library implements 
(among other optimizations) a parallelized version of the subprograms. 

A sequential application calling a parallelized implementation of linear algebra 
subprograms may incur under-subscription problems as the sequential part may also 
need to compute significant portions of code that are not parallelized. These sequential 
phases may cause considerable periods of time where most CPUs are unused. 

To overcome this under-subscription problem, the application developer can parallelize 
the main code of the application. However, in this new scenario, a parallelized 
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application may incur the over-subscription problem as the different threads used in 
the main code and the parallel supporting library may compete/run on the same CPUs. 

Other traditional hybrid applications combine MPI and OpenMP programming models 
to perform parallel computations (using the fork-join approach of OpenMP) while 
communications (MPI) occur in a sequential part of the code. This common computing 
pattern can be improved to break this rigid sequence of fork-join computation, 
sequential communication, fork-join computation and so on by using tasks to also 
perform the communications. The problem of this approach is that programmers may 
experience dead-locks when invoking MPI synchronous services inside an OpenMP 
task, blocking the thread (and the associated CPU) until the corresponding service is 
completed. 

Details about combining different Task-based Runtime Systems as well as some useful 
cases of study can be found in the Best Practice Guide on OpenMP/ OmpSs/ StarPU 
plus Multi-threaded Libraries Interoperable Programs [10]. 

4.4.4 Applications	and	Kernels	

This section is devoted to applications/ kernels – such as Hierarchical Matrix 
Factorization, PLASMA, and BAR benchmarks – that could or already benefit from the 
Resource Manager. 

4.4.4.1 PLASMA		

The Parallel Linear Algebra Software for Multicore Architectures (PLASMA) is a parallel 
library for numerical linear algebra with dense matrices, offering a collection of routines 
for solving linear systems of equations and least squares problems within a shared-
memory configuration. PLASMA uses matrices stored as square blocks, called tiles, in 
which data are stored contiguously in memory. PLASMA implements algorithms that 
work upon these tiles, prescribing a series of sequential kernels that operate on one or 
more tiles, in order to form sequential tasks. To achieve high performance and 
maximize CPU occupancy, PLASMA relies on a concurrent runtime scheduling of 
these tasks. The concept is closely related to the idea of expressing computation 
through a task graph, often referred to as the DAG (Directed Acyclic Graph), and the 
flexibility of exploring the DAG at runtime. With respect to functionality, PLASMA 
follows the structure used by the LAPACK and BLAS libraries. 

4.4.4.1.1 PLASMA	plus	OmpSs	

4.4.4.1.2 Motivation	
A subset of the PLASMA routines responsible for solving linear systems has been 
ported to OmpSs, utilizing the recently released Nanos 6 runtime system. The 
transition to OmpSs affords improved flexibility to PLASMA, beyond the current 
capabilities of OpenMP. In particular, using OmpSs in place of OpenMP will allow 
PLASMA to operate on only a subset of cores, freeing up other cores to work on 
different applications, or to run multiple instances of PLASMA.  

4.4.4.1.2.1 Performance	

Performance with the OmpSs implementation of PLASMA has been tested on a two-
socket Haswell node, comprising 24 cores operating at 2.5Ghz (Intel Xeon E5-2680v3). 
The results for Cholesky factorization (dpotrf; Figure 32), QR factorization (dgeqrf; 
Figure 33), and LU factorization (dgetrf; Figure 34) are presented below. The 
Mercurium compiler and the Nanos++ runtime (a predecessor of the Nanos 6 runtime) 
jointly distributed as the OmpSs version 17.06 were used for these benchmarks. 

We measure performance of the matrix factorization of random square matrices in 
double precision. Dimensions of matrices range from 2000 to 30000. The tile size 
parameter is fixed to 256 in the case of QR and LU factorization, and it is increased to 
336 for Cholesky factorization. The same tile size is used for both OpenMP and 
OmpSs versions.  
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In the case of LU and QR factorization, performance is virtually identical between the 
two implementations. In the case of Cholesky factorization, the OmpSs implementation 
out-performs the OpenMP version by as much as 25% for matrices around 10,000, 
before leveling out to a roughly 10% advantage for large matrices. 

 
Figure 32: Performance of the Cholesky factorization for different matrix sizes (DPOTRF function). 

Theoretical peak performance is 960 Gflop/s. 

 
Figure 33: Performance of the QR factorization for different matrix sizes (DGEQRF function). 

Theoretical peak performance is 960 Gflop/s. 
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Figure 34: Performance of the LU factorization for different matrix sizes (DGETRF function): 8 

threads per panel factorization. Theoretical peak performance is 960 Gflop/s. 

4.4.4.1.2.2 Correctness	

The PLASMA library contains a set of dedicated correction testers. These are typically 
based on random matrices and include some corner cases (e.g. matrices of size 1, 
matrices of a single row, etc.). During the change of the runtime system from OpenMP 
to OmpSs, correctness of the routines has been continuously checked by these tests. 

4.4.4.1.2.3 Portability	

The codes are compiled using the Mercurium (mcc) compiler of OmpSs. As soon as 
OmpSs is available on the target machine, it is simple to obtain good parallel 
performance in a portable manner. 

4.4.4.1.2.4 Usability	

As PLASMA is based on tasks with dependencies and thanks to the similarity of the 
syntax of OpenMP tasks and OmpSs, it has been straightforward to port selected 
routines of PLASMA from OpenMP to OmpSs. 

4.4.4.1.2.5 Suitability	for	Exascale	

PLASMA is aiming at shared memory architectures. So rather than reaching Exascale 
as a standalone application, the goal of PLASMA is maximizing performance on one 
compute node. This makes it an important building block of larger applications aiming 
at Exascale performance. As an example, one could use PLASMA at the subdomain 
level within a large domain decomposition solver running over a distributed memory 
system. 

4.4.4.1.2.6 Conclusions	

It seems straightforward to port applications from OpenMP tasks to OmpSs. 
Performance tests have revealed that the OmpSs version is equally performant as the 
one based on OpenMP for the QR and LU factorizations, whereas an interesting 
performance benefit has been observed for the Cholesky factorization. The higher 
performance in the case of Cholesky factorization has become a matter of further 
research. 

As a future development, PLASMA will make use of the INTERTWinE Resource 
Manager, allowing a flexible partitioning of the CPU resources into subsets of cores 
and running PLASMA functions only on such subsets. 
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4.4.4.1.3 PLASMA	plus	StarPU	

4.4.4.1.4 Motivation	
A subset of the PLASMA routines responsible for solving linear systems has been 
ported to the StarPU runtime system. The transition to StarPU allows PLASMA to 
operate on a distributed memory platform, greatly increasing the potential for solving 
large-scale problems on multi-node supercomputers. In addition, StarPU offers support 
for accelerators, allowing a dynamic balancing of computational loads between the 
CPU and accelerator. This transition therefore provides the potential for PLASMA to be 
used effectively on large-scale heterogeneous machines. 

4.4.4.1.4.1 Performance	

Performance with the StarPU implementation of PLASMA has been tested on a two-
socket Broadwell node, comprising 28 cores operating at 2.6Ghz (Xeon E5-2690v4). 
The results for Cholesky factorization (dpotrf; Figure 35), and QR factorization (dgeqrf; 
Figure 36) are presented below. 
 

We measure performance of the matrix factorization of random square matrices in real 
double precision. The dimensions of matrices range from 2000 to 30000. The test 
involves several tile sizes for each matrix size, while the best performance is reported. 
The optimal tile size was 336 for both Cholesky and QR factorization and most matrix 
sizes. The default (eager) scheduler was used in the StarPU case, with little differences 
for other scheduling policies. 
 

In both tested cases the performance profile of each implementation matches well, with 
the OpenMP version offering slightly higher performance than StarPU. However, this 
small performance drop-off; typically, <5% for moderately large matrix sizes, can be 
considered a small price to pay for the dramatic increase in flexibility afforded by the 
StarPU platform, which allows the potential for PLASMA to be extended to distributed 
memory systems and to utilize accelerators such as GPUs. Implementation of the LU 
factorization of PLASMA on top of StarPU is still a work in progress. 

 
Figure 35: Performance of the Cholesky factorization for different matrix sizes (DPOTRF function). 
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Figure 36: Performance of the QR factorization for different matrix sizes (DGEQRF function). 

4.4.4.1.4.2 Correctness	

Similar to Subsection 4.4.4.1.2.2. 

4.4.4.1.4.3 Portability	

The codes are compiled using the GNU C compiler (gcc). As soon as StarPU is 
available on the target machine, it is straightforward to obtain good parallel 
performance in a portable manner. 

4.4.4.1.4.4 Usability	

As PLASMA is based on tasks with dependencies, it has been straightforward to port it 
from OpenMP to StarPU. It has been also reasonably straightforward to extend the 
StarPU-based version to distributed memory parallel machines. 

4.4.4.1.4.5 Suitability	for	Exascale	

As in Subsection 4.4.4.1.2.5. 

4.4.4.1.4.6 Conclusions	

It seems relatively straightforward to port applications from OpenMP tasks to StarPU. 
Performance tests have revealed that the StarPU version performs similarly to the one 
based on OpenMP for both Cholesky and QR factorizations. 

It has been also quite straightforward to extend the StarPU version of PLASMA from 
the shared memory to distributed memory environment, and we have obtained 
promising results from our first experiments using up to 8 nodes. 

As a future development, PLASMA will make use of the INTERTWinE Resource 
Manager, allowing a flexible partitioning of the CPU resources into subsets of cores 
and running PLASMA functions only on such subsets. 

4.4.4.2 Hierarchical	Matrix	Factorization		

Hierarchical matrices (H-Matrices) can be viewed as a problem that stands in-between 
the highly-parallel dense matrix factorization and their memory-bounded sparse 
counterparts. For H-matrices in particular, it is thus essential to exploit the problem 
parallelism via a task-parallel approach, but also to extract loop-level parallelism for 
certain sub-operations/ tasks, via, for example, a multi-threaded library such as Intel 
MKL. 

The aim of this application is to compute an LU factorization of an H-Matrix. This 
decomposition can be computed, for example, via a right-looking algorithm (see Figure 
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37), which is the blocked algorithm that has classically been used for obtaining high 
performance LU decompositions. 

 
Figure 37: Blocked Right-Looking algorithm (BRL) for solving an LU factorization. 

The operations that appear in the BRL algorithm correspond to three basic linear 
algebra building blocks (or computational kernels): 

• LU factorization; 
• triangular system solve (with upper triangular factor or lower triangular factor); 
• matrix-matrix multiplication. 

The algorithm for obtaining the LU decomposition of H-Matrices (H-LU) is a 
straightforward generalization of the BRL algorithm for the LU factorization that 
leverages the hierarchical structure of those matrices, adapting the procedure to 
different block sizes. 

Concretely, the kernels operating on dense blocks correspond to building blocks from 
LAPACK or the Level-3 BLAS (as implemented, e.g., in Intel MKL), namely: 

• routine_GETRF from LAPACK for the LU factorization. 
• routine_TRSM from BLAS for solving triangular systems. 
• routine_GEMM from BLAS for the matrix-matrix product. 

4.4.4.2.1 OmpSs/OpenMP	plus	MKL	

4.4.4.2.2 Motivation	
Our goal is to expose the performance benefits of using a task-parallel programming 
model such as OmpSs for the solution of linear algebra operations on H-matrices. We 
do not pursue the development of a mature library for this purpose that competes with 
other implementations. For this reason, our experiments in this section are designed to 
assess the scalability of our codes, in a simplified yet practical scenario. For this 
evaluation, we employ H-matrices comprising dense and null blocks, but without low-
rank blocks. From the point of view of a task-parallel execution, dealing with low-rank 
blocks requires special numerical kernels. These kernels simply change the 
implementation and costs of the tasks operating on these blocks but have no other 
effect on the task-based parallelization effort. Moreover, we have also developed a 
simple loop-parallel OpenMP version to offer a comparison between it and the OmpSs 
task-based parallel code performance. 

4.4.4.2.2.1 Performance	

The experiments were performed using IEEE double precision arithmetic, on a server 
equipped with two Intel E5-2603v3 sockets, each with a 6-core processor (1.6 GHz), 
and 32 Gbytes of DDR3 RAM. Our codes were linked with Intel MKL 
(composer_xe_2011_sp1) for the BLAS kernels, a modified version of the routine for 
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the LU factorization in the legacy version LAPACK that avoids pivoting, and OmpSs 
(version 16.06). The OpenMP version employed is GOMP (version 5.3). 

The performance of the task-parallel H-LU factorization depends on that of the building 
blocks, which are computed in our implementation via calls to the tuned routines in Intel 
MKL. Note that, as the parallelism is extracted by the runtime, our code for the H-LU 
factorization does not require a multi-threaded implementation of these building blocks. 

Figure 38 reports the GFLOPS (billions of flops per second) attained by the four 
building blocks (LU factorization without pivoting, upper and lower triangular solve, and 
matrix-matrix multiplication) using a single core of the target platform. In all cases, we 
used square operands of dimension ts. As could be expected, the highest performance 
rates are attained by the matrix-matrix multiplication kernel (DGEMM). The reason is 
that, unlike the LU and triangular solvers, this operation does not present data 
dependencies. 

 
Figure 38: Performance of the linear algebra basic building blocks on a single core of the Intel ES-

2603v3 server. 

The figure also reveals that the asymptotic performance for DGEMM is around 12.1 
GFLOPS. This value is relevant because the DGEMM kernel dominates the cost of the 
H-LU factorization by a large margin. Furthermore, the problem size ts in the 
experiment is related with that of the leaf blocks of the block cluster tree. For example, 
for an H -matrix with leaf blocks of dimension ts = 1000, we can expect that an 
execution of the H -LU factorization, using a single core, proceeds at the rate reported 
for kernel DGEMM and that problem size in the figure. A multiplication of the 
asymptotic rate with the number of cores employed for a task-parallel execution of the 
H-LU factorization thus offers an upper bound on the highest performance rate that we 
can observe in a parallel execution. 

It is important to realize that the evaluation of the building blocks was performed using 
data already stored in the processor cache. Especially for the smallest problems, the 
GFLOPS rate is much lower if the data has to be fetched from the main memory as 
part of the execution. However, in the scenario occurring during the H-LU factorization, 
the operands to a task are the results from a previous task and, therefore, can be 
expected to reside in the higher levels of the memory hierarchy. Thus, the GFLOPS 
rates in the figure are those that we can expect in a practical execution of the H-LU 
factorization routine. 
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For the evaluation of the task-parallel H-LU factorization, we generated two H-matrices, 
of dimension n=5,000 and 10,000. The matrix entries were randomly distributed 
following a normal distribution in (0, 1). To avoid numerical difficulties, the matrix was 
enforced to be diagonally dominant. For each case, we varied the number of levels (nl) 
and granularity of the blocks in each level (cases A and B) as displayed in the following 
table. Finally, we performed experiments for four different ratios of null blocks: 0% (full 
matrix), 25%, 50% and 75%. 

n nl 
Block granularity in each 

level 

5K 

2 

3 

4 

5K, 100 

5K, 500, 100 

5K, 2.5K, 1,250, 250 

10K 
2 

3 

4 

10K, 500 

10K, 500, 100 

10K, 1K, 500, 100 
Table 2: Configurations for the experimental evaluation of the H-LU factorization. 

The following graphics report (see Figure 39 with its six sub-figures a-f) the GFLOPS 
rates attained both by the MKL+OmpSs version and the MKL+OpenMP version of the 
H-LU factorization routines on the Intel 12-core server. The top of the performance line 
(limit for the y-axis) in all plots is set at 144 GFLOPS, which roughly corresponds to the 
highest practical performance that we could expect using 12 cores, each delivering 
about 12 GFLOPS for DGEMM. 

 

a)   b) 

 

c) d) 
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e) f) 

Figure 39: Performance of the task-parallel H-LU factorization using OmpSs in the Intel ES-2603v3 
server. The notation in the legend specifies the programming model used for parallelizing the code 
and the number of cores used in each case. The X axis corresponds to the percent of dispersion of 
the matrices used for the tests (0%, 25%, 50% or 75%) and the Y axis refers to the amount of 
GFLOPS obtained. 

This evaluation offers some insights: 

• The GFLOPS rates grow with the number of cores in most cases for both 
parallelization alternatives. In general, the task-parallel OmpSs approach 
outperforms the simpler loop-parallel OpenMP variant. An exception to this is 
the small problem with 2 levels for which the OpenMP solution provides a 
higher GFLOPS rate for any number of cores. 

• The performance differences between the two parallelization alternatives tends 
to become larger, in favour of OmpSs, when the concurrency is reduced. This 
occurs when the ratio between the factorization cost and number of cores is 
small, taking into account the rate of nonzeros. A clear example is visible for the 
small problem with 2 levels where the performance of the OpenMP version 
shows a significant drop when the dispersion is shifted from 25% to 50%. The 
OmpSs also suffers a performance reduction for this particular case, but only 
for the execution with 12 cores. 

Our experience with matrix factorizations identified a relevant performance bottleneck 
for two programming model combinations: OmpSs + MKL and OpenMP + MKL. In 
particular, in these two cases we identified a drop in the scalability of the solution due 
to oversubscription of some of the hardware cores, as a result of an incorrect mapping 
of the threads to the physical resources. 

4.4.4.2.2.2 Correctness	

This application computes the LU-factorization of an H-Matrix (abbreviated as H-LU) 
exploiting task-parallelism. We provide two H-Matrices of size 600x600 to test the 
application. Those matrices are partitioned into 3 levels of sizes 600x600, 300x300 and 
100x100 respectively, one of them having 0% of null blocks and the other one 25%. 
The files “H-Matrices/matrix_600_3_00_0.txt” and “H-Matrices/matrix_600_3_25_0.txt” 
store the two example H-Matrices values that can be used to run and test the 
application. 

For the H-Matrix “H-Matrices/matrix_600_3_00_0.txt”, the LU factorization should show 
in the output (apart from size, execution time and GFLOPS): “Values[360000] = 
6.0045285200588364e+02” and, for “H-Matrices/matrix_600_3_25_0.txt”, it should 
show: “Values[350000] = 6.0044273191918694e+02”. Those values can be used to 
check the correctness of the H-LU execution. 

Moreover, we provide an Octave/Matlab code for generating H-Matrices to test the 
application with them. In order to obtain a correct LU-factorization, the users of that 
application must provide some parameters when the code starts running: 
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• File to store H-matrix: name of the file (e.g. ‘file_name.txt’) where the H-matrix 
data will be stored. 

• File to store null information: name of the file (e.g. ‘file_null_info_name.txt’) 
where the information on null blocks of the H-matrix will be stored. 

• Size: size of the H-matrix (n), which also corresponds to the size of the first 
level of the H-matrix. 

• Dispersion degree: percentage (between 0 and 100) of null blocks of the matrix 
whose elements will be set to zero. 

• Number of levels. 

• Dimension of each level: size of each of the previously fixed number of levels of 
the H-matrix. 

4.4.4.2.2.3 Portability	

The code can be easily ported to other platforms equipped with a sequential 
implementation of the BLAS and OmpSs/OpenMP. The application is intended for 
multicore processors, and the current implementation cannot exploit graphics 
accelerators that may be present in the platform. 

4.4.4.2.2.4 Usability	

Our goal when designing the H-LU code was to offer a prototype of that factorization 
over H-matrices to evaluate the performance that OmpSs could achieve for that type of 
factorization. 

The main problem was to avoid overlapping Program Objects in OmpSs, which forced 
us to use a logical partition of every leaf block into blocks of the smallest size on the H-
matrix. 

Moreover, due to the operations that have to be performed to obtain the factorization, 
we had to use a special storage format named Block Data Layout (BDL) instead of the 
common Column Major Order (CMO) which would have been easier to implement. 
That storage format implies that each leaf block involved in a certain operation has to 
be logically partitioned into blocks of size equal to smaller of the blocks sizes used in 
the operation. 

After solving the storage format problems, the implementation using OpenMP has not 
required any significant effort. It was developed mainly by adding parallel for loop 
pragmas. 

In general, we expect that the Resource Manager may tackle some of the 
interoperability problems identified for the HMat application (see the Best Practice 
Guide for writing OpenMP/OmpSs/StarPU + MKL interoperable programs) by 
controlling the number of spawned threads and their binding to the hardware (physical) 
cores in a flexible and efficient manner. 

4.4.4.2.2.5 Suitability	for	Exascale	

With care, the prototype code for H-LU can be applied to compute the factorization of a 
very-large scale matrices, with no a priori limit. In other words, in principle there is no 
restriction on the scalability of the code. However, from the application’s point of view, 
the generation and use of such large-scale problem instances may not be 
representative of real problems. Furthermore, the current implementation of Hlib is 
restricted to operate on a single node, which restricts the dimension of the problems to 
those which fit in the target server. 
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4.4.4.2.2.6 Conclusions		

As soon as oversubscription issues are solved, the OpenMP/OmpSs + MKL 
Multithread combination will be developed and tested by using the Resource Manager. 
We hope to obtain a remarkable benefit from combining both levels of parallelism. 

Moreover, in respect of specific improvements of the code, the new version of OmpSs 
(and Nanos) will avoid the overlapping Program Objects restrictions. This will lead on to 
being able to adapt the partition of the H-Matrix and grain of the operations tasks 
according to the specific structure instead of being forced to apply a logical partitioning 
of each block into the smallest block size of the matrix. By controlling the grain of the 
tasks and the degree of concurrency, we aim to achieve a better parallel efficiency. 

WP4 developments will allow us to combine OpenMP/OmpSs + MKL Multithread and 
to avoid overlapping Program Objects restrictions of OmpSs. Taking advantages of this 
will improve the performance of the described application and will serve both to WP4 
(for testing the new issues) and WP3 (for analysing the interoperability aspects). 

4.4.4.3 BAR	Benchmarks	

4.4.4.3.1 Introduction	
This set of benchmarks is composed by four different applications that we consider 
representative in the field of High Performance Computing. The Matrix multiplication 
benchmark implements the classic multiplication which divides A, B, C in blocks 
elements and computes for each of them the local multiplication, propagating these 
partial results to neighbors’ blocks. The Cholesky factorization computes A = LL', with 
A being an NxN symmetric positive definite (SPD) matrix and L is a lower-triangular 
matrix. The Heat diffusion benchmark is an implementation of an iterative solver for 
heat distribution. There are three user-selectable algorithms: Jacobi, Gauss-Seidel and 
Red-Black. And finally, the N-Body simulation numerically approximates the evolution 
of a system of bodies in which each body continuously interacts with every other body. 

Each different benchmark comes with its own list of command line options that allow 
changing the workload for a given execution. The nature of this set of kernels is to be 
used for testing purposes (especially for the initial verification and benchmarking of the 
Resource Manager and Directory/Cache implementations) and, therefore, this 
feature is essential. Programmers may launch execution with a small workload to 
check correctness or medium/large workloads in order to test performance. Although 
the Directory/Cache is also one of the targets for this set of benchmarks, in the 
following sections we will focus our efforts in the study and performance analysis of the 
different Resource Manager APIs (i.e. Native/OpenCL Offload with Resource 
Enforcement, Dynamic Resource Sharing and Task Pause/Resume). 

4.4.4.3.2 Motivation	
Benchmarks using a pure task-based programming model can be used as the baseline 
versions to perform execution time or throughput measurement comparisons. The 
combination of a task-based programming model with a communication library (e.g. 
MPI) will be used to analyze the performance of the Resource Manager’s Task 
Pause/Resume API. And benchmarks using two different task-based runtime systems 
will be candidates to verify the Resource Enforcement and Dynamic Resource 
Sharing APIs of the Resource Manager. 

In these situations, we expect a performance penalty due the MPI blocking services 
(blocking the thread without the opportunity of executing more tasks) or the 
oversubscription problem (when accessing the underlying CPUs without an 
orchestrator mechanism). 

In the preliminary performance section, we present some results highlighting the 
aforementioned problems. First, we use the matrix multiplication and the Cholesky 
benchmark implemented with OmpSs + MKL. In these cases, we have the host 
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application parallelized with OmpSs and the mathematical library parallelized with 
OpenMP or TBB. When activating the parallel version of MKL we expect to measure 
the effect of oversubscription with the correspondent performance penalty. Second, we 
use the N-Body benchmark to evaluate the scenario in which its hybrid version is 
executed using blocking MPI communications. 

4.4.4.3.3 Preliminary	Performance	
In the analysis of granularities shown in Figure 40 we compute the multiplication of two 
matrices of 2048x2048 double precision floating-point numbers (doubles). All the 
executions have been done with 12 threads (maximum number of CPUs in the node) 
using OmpSs + MKL sequential. In the experiment we change the decomposition of the 
matrices from blocks of 16x16 doubles up to blocks of 1024x1024 of doubles. The 
results showed a good grain size trade-off between 64x64 and 512x512 doubles 
(having the optimal value in 128x128). Below these block sizes range the application 
performance is degraded by the overhead. Above them performance is degraded by 
the lack of parallelism, because the number of blocks in these cases is too low. 

 
Figure 40: Matrix multiplication grain size analysis. 

In Figure 41 (left) we also present a strong scaling analysis of the OmpSs parallelized 
version using sequential and parallel versions of MKL. In the sequential version we can 
verify that benchmark scales almost linearly. For this test we have used blocks of 
128x128 doubles (optimal value obtained in the previous test). The total matrix size is 
4096x4096 doubles. In this version of matrix multiplication, we have to take into 
account that we can lose some performance due to the impact of data locality, since 
tasks computing the same block in the matrix may execute in different CPUs. 

 
Figure 41: Matrix multiplication (left) and Cholesky Factorization (rignt) strong scaling with MKL 
sequential and MKL parallel. 

In the same figure we can also see the Matrix multiplication but this time linked with the 
parallel version of MKL (in this specific case using the gnu threaded version). Both 
versions use the sequential execution as the baseline. Results show how as we 
increase the number of threads we start losing performance compared with the MKL 
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sequential as we increase the number of threads. This is because threads from OmpSs 
and threads from MKL are competing one with each other for the CPU usage. Trying to 
play with the different options that each programming model provides in order to control 
the number of threads (NX_SMP_WORKERS and MKL_NUM_THREADS) does not 
help due to the fact that MKL binds its threads to the CPU mask provided by the calling 
thread (see D4.1 Resource Manager interoperability requirements [11] for further 
information). 

The Cholesky factorization presents similar results to those seen in the previous plots. 
Figure 41 (right) presents strong scaling results of a blocked Cholesky using MKL 
sequential and parallel versions of the corresponding math services to compute inner 
blocks (potrf, trsm, syrk and gemm). In this case we can also verify the same effects 
than in the previous test. As in the previous example, both versions use the sequential 
execution time as the baseline. 

Ideally these types of problems, combining different task-based runtime systems, can 
be used jointly with the Resource Enforcement and Dynamic Resource Sharing APIs 
implemented within the Resource Manager component. The Resource Manager will be 
in charge of coordinating the use of the CPUs and avoid the oversubscription effect 
shown in previous figures. 

 
Figure 42: N-Body strong scaling pure OmpSs (left) and MPI + OmpSs (right). 

Figure 42 shows the results executing N-Body using the Jacobi kernel. The figure on 
the left shows the pure OmpSs (no message passing library). Scalability is almost 
linear reaching a speed-up of 10 with 12 threads. The figure on the right shows a 
hybrid version of the N-Body application dividing the initial configuration in several 
slices (once per node). Each node computes its local portion and sends the result to its 
correspondent neighbor in the MPI rank. The hybrid version is using blocking MPI 
services, and it means the sequential part of the application is waiting until the 
message has been sent before progressing. We expect a better use of the resources 
using the Task Pause/Resume API of the Resource Manager. In the following section 
we will also present the baseline results and the Task Pause/Resume results obtained 
with the Heat diffusion benchmark. 

At short- and mid- term we will also release versions of these kernels using CUDA 
and/or OpenCL. The idea of these versions will be to validate and extend the concepts 
of the Resource Manager using accelerator devices (e.g. GPUs). Versions using 
OmpSs will be also implemented using StarPU and versions using MPI will be also 
implemented using GASPI. This variety of programming model will allow us to validate 
the Resource Manager APIs using different implementations. 

4.4.4.3.4 Resource	Manager	Evaluation	
To evaluate the Resource Manager Task Pause/Resume API we need to intercept of 
all MPI blocking calls and transform them to their non-blocking counterpart. The MPI 
interoperability library uses the standard MPI interception techniques (PMPI) that 
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enable transparent interception. Once the correspondent MPI service is launched, the 
code will check if the operation is immediately completed. In such case, the function 
returns without blocking the task, since the MPI operation has been completed. 
Otherwise, a ticket object is created and filled with the information about the ongoing 
MPI operation and the current task. The ticket is then registered inside the OmpSs 
runtime and the task is paused. The runtime system implements a polling service that 
periodically checks if an MPI operation has completed to resume the corresponding 
registered task. 

Just for testing purposes of the Task Pause/Resume Resource Manager’s API 
evaluation we have also ported the original MPI + OmpSs version to the following 
versions: 

• Pure MPI version: This version is a straightforward implementation of the 
algorithm using synchronous MPI primitives to exchange boundaries among 
neighboring ranks. The computation phase of the algorithm is sequential. We 
refer this implementation as MPI. 

• Serialized Communication Tasks: A hybrid MPI + OmpSs implementation 
where both communication and computations are implemented using tasks. 
The communication phase uses tasks to execute the synchronous MPI 
primitives that exchange boundary blocks among neighbor ranks. These 
communication tasks are serialized by a dummy dependence to avoid dead-
locks. The implementation of the computation phases is also performed by 
tasks. We refer this implementation as SCT (Serialized Communication Tasks). 

Parallel Communication Tasks: This version relies on the Task Pause/Resume API 
proposed as part of the Resource Manager to avoid the serialization of the 
communication tasks and avoid any dead-lock problem caused by launching MPI 
communications out-of-order. This implementation relies on an external interoperability 
library in charge of transforming all the blocking MPI communications to their non-
blocking counterparts, and to automatically use the pause and resume interfaces 
through a polling mechanism. We refer to this implementation as PCT (Parallel 
Communication Tasks). We have used up to 64 compute nodes of the Marenostrum 4 
supercomputer to run the Task Pause/Resume experiment. Each compute node is 
equipped with 2 sockets of Intel Xeon Platinum 8160 CPUs, with 24 cores each, 
totaling 48 cores per node, and 96 GB of main memory. The interconnection network is 
based on 100 Gbit/s Intel Omni-Path HFI technology and we have used the latest 
stable release of MPICH (3.2.1) and OmpSs-2 (17.11). 

Figure 43 shows a strong-scaling study of the three versions using the performance of 
the Pure MPI version running on one node as a baseline. On a single node, all the 
hybrid versions experience higher performance than the Pure MPI version. When the 
hybrid versions run on a single node, the MPI primitives are completely avoided, since 
there is no need to exchange any boundary block. Thus, the rigid serialization effect 
introduced by MPI is fully removed and these versions can fully exploit the spatial and 
temporal wave-front parallelism. As we increase the number of nodes, the performance 
of the Pure MPI version also increases, but the scalability is clearly sub-optimal. On the 
other hand the Serialized Communication Tasks (SCT) version stops scaling at four 
nodes while the Parallel Communication Task (PCT) version has good scalability with 
up to 32 nodes. With 64 nodes the curve flattens because the problem size is too small 
to get sufficient parallelism to exploit 48 cores. 
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Figure 43: Heat Diffusion – Gauss Seidel strong scaling (64K x 64K total) 

4.4.4.3.5 Correctness	
The application repository contains different configurations that can be used to test the 
algorithm correctness. In some cases the verification will be done through the 
comparison with a sequential execution. In other cases the repository contains an 
output file that can be used to test the final result. 

The set of benchmarks include as a Makefile’s mechanism a target (check), which 
executes and reports test results for each of them. This mechanism is used in the 
Jenkins job to periodically check the suite correctness. A possible output for this check 
(if everything went well) is: 

$make	check	-s	

Cholesky	(Original+MKL)	-	sequential:	successful	

Cholesky	(OmpSs+MKL)	with	1	thread/s:	successful	

Cholesky	(OmpSs+MKL)	with	2	thread/s:	successful	

Heat	diffusion	(Original)	-	sequential:	successful	

Heat	diffusion	(OmpSs)	with	1	thread/s:	successful	

Heat	diffusion	(OmpSs)	with	2	thread/s:	successful	

Matrix	Multiply	(OmpSs)	with	1	thread/s:	successful	

Matrix	Multiply	(OmpSs)	with	2	thread/s:	successful	

Matrix	Multiply	(OmpSs)	with	1	thread/s:	successful	

Matrix	Multiply	(OmpSs)	with	1	thread/s:	successful	

Matrix	Multiply	(StarPU	+	MKL)	with	1	thread/s:	successful	

Matrix	Multiply	(StarPU	+	MKL)	with	2	thread/s:	successful	

N-Body	(OmpSs)	with	12	thread/s:	successful	

N-Body	(OmpSs)	with	12	thread/s:	successful	

This correctness mechanism is also used in order to check correctness when using the 
different Resource Manager’s interfaces. 
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4.4.4.3.6 Portability	
The suite can be easily ported to other platforms that fulfill the requirements of having 
installed: OmpSs, MKL, StarPU and MPI. Different provided kernels are intended on 
different API combinations. 

In order to evaluate the Resource Enforcement and the Dynamic Resource Manager 
APIs we have also ported the Cholesky and Matrix Multiplication benchmarks (which 
initially use the MKL library) to have two new additional versions. These two additional 
versions are included in the Resource Manager Software pack and replace the MKL 
library to LASs (Linear Algebra Super Scalar, based on OmpSs) and Chameleon 
(based on StarPU). These versions are needed due the impossibility of modifying the 
MKL implementation to include the Resource Manager component, then we are forced 
to use two equivalent BLAS implementations based on the under-controlled task-based 
runtime systems. 

4.4.4.3.7 Usability	
We have included within the repository a configure.sh script that initializes all 
environment variables used during the build process. Users may configure the path for 
OmpSs runtime, MKL library, Hardware locality and StarPU runtime. 

The Makefile build system also relies on the use of the mpicc compiler and its 
associated flags --showme:compile and --showme:link. In such environments in 
which these flags are not available (e.g. Intel MPI Compiler), user should provide the 
corresponding options in order to compile and link MPI applications. 

4.4.4.3.8 Conclusions	
In this section we have introduced a preliminary evaluation of the Task Pause/Resume 
Resource Manager’s API. This mechanism has been used to extend MPI with a new 
threading level which notifies the task-based runtime system when a synchronous MPI 
operation blocks and unblocks. We have demonstrated how this approach can improve 
the performance of hybrid MPI and OmpSs applications. Moreover, this mechanism 
could also be used by any other task-based runtime system implementing the pause 
and resume interface. 

As a future work we plan to test the two additional versions of Matrix multiplication and 
Cholesky benchmarks (commented in the portability section) using the Resource 
Enforcement and the Dynamic Resource Sharing APIs. This experiment will allow to 
validate the CPU’s sharing mechanism used by the Resource Manager as far as the 
parallelism level increases or decreases during the execution of the application. 

4.4.5 Summary	

In this preliminary release of the Resource Manager Resource Pack, we selected 
applications/ kernels that have potentials for enhancing their performance via the 
INTERTWinE Resource Manager. Thus, we blend here simple kernels that already 
benefit from the Resource Manager functionalities with the ones that have such 
potential. For instance, when we look on the Hierarchical Matrix Factorization, there are 
three possible approaches for parallelizing this algorithm, including the OpenMP 
parallel loop pragmas. However, the most promising is the one using OmpSs tasks that 
leverages the actual concurrency of the algorithm. In addition to that, following the 
hierarchical nature of the linear algebra algorithms, the algorithm makes calls to the 
BLAS subprograms from a multithreaded library such as Intel MKL. Coupling of OmpSs 
and a multithreaded library, none of which is capable to see the other running on the 
same compute node, leads to resource oversubscription and, therefore, poor 
performance. Once  a BLAS library based on OmpSs/StarPU is availabe we will be 
able to fix this problem 

Another such example is the PLASMA library. A subset of its routines has been ported 
to the OmpSs programming model and to the StarPU parallel library. The selected 



D5.3 PERFORMANCE EVALUATION REPORT 

Copyright INTERTWinE Consortium 2018 66 

routines illustrate the transition from OpenMP tasks to OmpSs and StarPU runtime 
systems. The already gained benefits of this coupling are the ability of using PLASMA 
on distributed memory platforms as well as, thanks to StarPU, the support for 
accelerators, allowing a dynamic balancing of computational loads between the CPU 
and accelerators. With the use of the Resource Manager, the library could become 
more flexible, for example, by allowing PLASMA to operate on only a subset of cores, 
freeing up other cores to work on different applications, or running multiple PLASMA 
functions concurrently from a single PLASMA instance. 

BAR benchmarks provide interesting candidates for verifying the Resource Manager 
functionalities. One of them, the Heat diffusion, already provides the convincing 
preliminary results on using the Task Pause/Resume Resource Manager’s API. The 
main feature of this API is to extend MPI with a new threading level which notifies the 
task-based runtime system when a synchronous MPI operation blocks and unblocks. 
The other APIs – such as Resource Enforcement and the Dynamic Resource Sharing 
APIs – are in progress of being verified. 

To sum up, the functionalities offered by the Resource Manager and ongoing 
verification of them by applications/ kernels in WP5 promotes close collaboration with 
both WP4 (for evaluation of these functionalities and related issues) and WP3 (for 
analysing the interoperability aspects). The next steps in this direction is to continue 
verifying the other Resource Manager’s APIs using applications/ kernels. 

Software to support this release pack can be downloaded from GitHub: 
https://github.com/riakymch/Resource_Manager_Preliminary  
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5 Continuous	integration	system	
Due to a change of IT services within EPCC, operational Continuous Integration (CI) 
services had to be migrated to different providers. The new CI services were provided 
by the recently created Eleanor Research Cloud [12] at the University of Edinburgh. A 
CentOS Linux Virtual Machine was created, and a new Jenkins CI installation 
deployed. This new service is now accessible by all INTERTWinE members via a 
public interface at http://www.intertwine-jenkins.epcc.ed.ac.uk (see Figure 44) and new 
security measures stablished by using username and passwords. 

 
Figure 44: Jenkins CI interface. 

The version control system was also migrated from GitLab to an EPCC GitHub account 
(see Figure 45). This account allows us to create Public and Private repositories, e.g. 
as the preparation of the Resource Packs. First, private candidate Resource Pack 
repositories were created and once all partners were satisfied with their correspondent 
applications the Resource Pack repositories were made public. This mechanism 
allowed us to be confident with our software release before it was made public to the 
world. 



D5.3 PERFORMANCE EVALUATION REPORT 

Copyright INTERTWinE Consortium 2018 68 

 
Figure 45: EPCC's GitHub account. 
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6 Summary	
This deliverable provided insights into the development of applications and kernels and 
their performance evaluation made during PM1—PM30. In particular, we have not only 
conducted the weak/ strong scaling tests and then analysed their performance, but also 
reflected upon those results making sure that any change/ enhancement with different 
combinations of APIs lead to the correct results; verified that the performance gain and 
the amount of changes with the introduced complexity to the codes are appropriate and 
worth to be advertised as a pattern to follow, e.g. using OpenMP tasks may bring very 
little benefits but enlarge the complexity of the code significantly; made our suggestions 
regarding suitability for Exascale of the applied API combination for a given application/ 
kernel; discussed portability among various HPC systems. 

We clustered our studies/ developments into Resource Packs that target the prioritized 
API combinations. These Resource Packs are composed of the industrial/academic 
relevance of an API combination; Best Practise Guides (BPGs); tutorial codes; 
applications/kernels implementations and short reports, including motivation, 
implementation, and performance analysis. Thus, both newcomers and experience 
users/ developers would have an opportunity to find useful information regarding a 
particular API combination, our strategy, and results on a variety of cases starting from 
tutorial codes and kernels up to large-scale applications. 

In the upcoming six months, we will be updating the existing Resource Packs as well 
as covering the remaining three prioritized API combinations. Our major focus is on the 
new strategy of coupling GASPI and MPI using shared windows and notifications, as 
well as application of the Resource Manager. 
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Appendix:	HPC	Systems	
This section outlines the different HPC computing infrastructures used in our 
experiments. 

A.1 ARCHER	
ARCHER is the latest UK National Supercomputing Service provided by the ARCHER 
partners such as EPCC and the University of Edinburgh. ARCHER is a Cray XC30 
system, which compute nodes contain two 2.7 GHz, 12-core E5-2697 v2 (Ivy Bridge) 
series processors. Each of the cores in these processors can support 2 hardware 
threads (Hyperthreads). Within the node, the two processors are connected by two 
QuickPath Interconnect (QPI) links.  

A.2 Beskow	
Beskow is a Cray XC system at the PDC Center for High Performance Computing at 
the KTH Royal Institute of Technology. Beskow is based on Intel Haswell processors 
and Cray Aries interconnect technology. There are a total of 9 racks in two rows with a 
theoretical peak performance of nearly 2 petaflops. The system is named after the 
famous Swedish author and illustrator Elsa Beskow, who produced many delightful 
children's books. 

A.3 DLR	SCART	HPC-cluster	
The DLR SCART HPC-cluster is equipped with Ivy-Bridge processors (Intel Xeon 
Processor E5-2680 v2, dual-socket, 10 cores per socket, 2.8GHz) connected with 
InfiniBand QDR (Intel True Scale Fabric). 

A.4 MinoTauro	
The MinoTauro system is placed at BSC. The cluster is based on Bull blades 
containing each one 2 Intel E5649 (6-Core) processor at 2.53 GHz with 24 GB of main 
memory. Each node in the cluster is equipped with a 250 GB SSD (Solid State Disk) as 
local storage and they are connected through InfiniBand QDR (40 Gbit/s bandwidth 
each) to a non-blocking network. 

A.5 MareNostrum	
MareNostrum is a large-scale computing infrastructure at Barcelona Supercomputing 
Center (BSC). This platform connects 3,056 compute nodes via an Infiniband Mellanox 
FDR10 network. Each node contains two Intel Xeon E5-2670 processors for a total of 
16 cores per server (2.6 GHz). The nodes employed in these experiments were also 
equipped with 64 Gbytes of DDR3 RAM. 


