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1 Executive Summary 
The two-day workshop on Exascale applications has brought together 12 application owners 
and 4 EC-funded projects (INTERTWinE, EPiGRAM, EXA2CT and AllScale) to discuss 
application needs in the Exascale era. The applications covering a lot of well-established HPC 
codes as well as upcoming codes: particles-in-cell code for space plasma simulation; CFD 
simulation for aeronautics or multiphysics; simulation of complex fluids; dense and sparse linear 
algebra; machine learning; and quantum chemistry.  

The applications can be roughly categorized into “hero” applications with a long-standing code 
base and good scalability (for example, the quantum chemistry applications QuantumEspresso 
and CP2K), libraries (like Chameleon, HLIBpro and ILUPACK) and upcoming applications in the 
HPC community (like machine learning ASGD and MACAU). The main bottlenecks perceived by 
the applications are: load imbalances; the scalability of collective operations; and code 
maintainability, especially in heterogeneous systems.  

INTERTWinE aims to mitigate some of the perceived bottlenecks by addressing interoperability 
challenges. Several research topics address bottlenecks in specific programming models (e.g. 
MPI endpoints for a smoother interoperability of MPI and OpenMP) at both the implementation 
and the specification levels. There are at least two research topics which go beyond the 
interoperability issues between a specific pair of programming models: 

 The resource manager proposed by INTERTWinE allows one to handle oversubscription, a 
main cause for load imbalances and suboptimal execution times; 

 the Directory/Cache service is a tool that allows runtime systems to get access to distributed 
memory without having to deal either with concrete (physical) memory representations or 
locations or with caching and consistency issues. It enables one to run a distributed 
application on top of a runtime system without explicitly having to program the distributed 
programming model.  

INTERTWinE intends to follow-up with the application owners and update them on 
INTERTWinE successes relevant to their applications. 
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2 Glossary 
HPC   High Performance Computing 

API  Application Programming Interface 

PRACE Partnership for advanced computing in Europe 

 

Programming Models: 

MPI   Message Passing Interface 

PGAS   Partitioned Global Address Space (indented: PGAS models) 

GPI  Global Address Space Programming Interface (implementation of GASPI) 

GASPI  Global Address Space Programming Interface (specification of GPI) 

UPC  Unified Parallel C 

CAF  Co-array Fortran 

 

StarPU * (any) Processing Unit 

OmpSs OpenMP Super Scalar 

 

OpenMP Open Multi-processing API 

CUDA  Compute Unified Device Architecture 

OpenCL Open Computing Language 

 

Device Types: 

FPGA  Field-programmable gate array 

GPU  Graphics Processing Unit 

 

Mathematical Methods: 

SpMM   Sparse Matrix Matrix multiplication 

SpMV  Sparse Matrix-Vector Multiplication 

CG   Conjugate Gradient (method) 
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3 Introduction 
Without knowing exactly what future HPC architectures will look like, defining the next-
generation of programming models is a challenging task. Nevertheless, this is a task that we 
need to start tackling now, to ensure applications are ready to exploit the potential of Exascale 
computers. In light of this, the underlying and prevalent question we seek to answer is: 

Is preserving the investment in legacy applications and opting for an evolution of existing 
models a viable approach, or do we need a more drastic approach to fully exploit future 
architectures? 

Led by INTERTWinE, four European Exascale projects (namely INTERTWinE, EPiGRAM, 
EXA2CT and AllScale) organized an Exascale Application Workshop, in October 2016, aiming 
to progress our understanding of this question.  

The four projects involved are each following a different approach to reach Exascale. 
INTERTWinE and EPiGRAM could be described as evolutionary, in that they are building on 
existing parallel environments. INTERTWinE addresses interoperability challenges between 
existing programming models, while EPiGRAM has started to prepare Message Passing (MPI) 
and PGAS programming models (GASPI/GPI) for Exascale systems by addressing their main 
current limitations. AllScale and EXA2CT have taken a more radical approach, looking to 
replace existing parallel environments with a new approach that learns lessons from existing 
APIs. AllScale is developing a whole new software stack to support scalable code. EXA2CT has 
produced modular open-source proto-applications that demonstrate how the algorithms and 
programming techniques developed in the projectwill help boot-strap the creation of genuine 
Exascale software. For more details of each of the four projects refer to Annex B. 

The application workshop has fostered discussion between a number of EC-funded projects 
(including those noted above and PRACE), the application developers, industrial contacts and 
interested local public at the host institution (University of Manchester). During the two-day 
workshop, the EC-funded projects and the twelve selected applications were presented. The 
workshop finished with a keynote presentation about MPI+X by Bill Gropp (Acting Director and 
Chief Scientist, National Center for Supercomputing Applications, Illinois, USA), who is a 
member of the INTERTWinE Science Advisory Board and coauthor of MPICH—the most widely 
used implementation of MPI. 

The agenda of the workshop, list of participants and presentations can be found at: 

http://www.maths.manchester.ac.uk/news-and-events/european-exascale-applications-
workshop.htm 

http://ncsa.illinois.edu/
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4 Applications 
The application workshop examined the challenges for current HPC programming models to 
achieve the level of scalability required for an Exascale supercomputer. Importantly, it has 
opened up the discussion to the application developers, including industrial partners as well as 
the academic institutions. While the focus is clearly towards longer-term ambition, we see near-
term benefits for those involved through, for example, the sharing of application-development 
experiences and seeding of new collaborative activities. 

Twelve applications accepted the invitation to participate in the workshop, drawn from a shortlist 
of applications which we believe each play a leading role in the maturation of HPC programming 
models. The intention has been to identify the most significant challenges facing application 
developers, highlighting promising developments in the search for greater scalability, plus 
identifying ways in which each application group can benefit from the work of the participants.  

The following guiding questions were posed to each application team: 

 Which base languages does your application use (such as C, C++, Fortran, or Python)? 

 Which parallel programming APIs does your application use (e.g. MPI, OpenMP, CUDA, 

UPC, CAF) and which features of these are most heavily used? 

 Are there missing features of these APIs, or interoperability issues that are preventing 

progress for your application?  

 What type of communication patterns are present (e.g. nearest neighbour, all-to-all, all-

reduce)? 

 How many cores will the application need to use to meet science goals over the next 5 

years? 

 How data-intensive is your application (in terms of input and output data)? 

 What do you see as the main obstacles to performance gains (e.g. lack of parallelism, load 

imbalance, scalability of  collectives, I/O including checkpointing, hardware reliability) 

 Are there any approaches to improving performance that have been tried but that did not 

succeed? 

Representatives for the twelve applications explained their take on the questions in their 
presentations. The representatives used different formats and provided different levels of 
details, making an overall summary difficult. However, Table 1 is an attempt to summarize the 

information given in the presentations in an easy format, which allows comparisons to be made 
and informs our conclusions. 
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Application 
Name 

Domain Base language & 
parallel prog. API 

Communication 
patterns / data 
intensity 

Current Scalability 
Challenges 

Exascale 
Motivation 

Bottlenecks 

iPIC3D Particle-in-cell 
code for space 
plasma 
simulation 

C++ & MPI, 
OpenMP in 
production 
have also tested: 
GASPI/GPI, 
OmpSs, OpenACC 

 Data parallel 

 FLOP intensive 

when moving 

particles 

 

 Redesign of 

communication 

kernel 

 I/O streaming and 

in-situ 

visualization 

Simulation of 
whole plasma 
dynamics from the 
sun to the earth 

 Usage of 

accelerators 

 Scheduling of PIC 

and MHD 

simulations 

TAU CFD solver for 
aeronautics 

C & GASPI/GPI 
with MPI plug-in, 
OpenMP in 
production 
 
With MPI fall-
back solution 

 Data parallel 

 Dynamic 

allocation of 

tasks to 

threads 

 Mulit-threaded 

pack of data to 

be aggregately 

sent 

 Data locality with 

static tasks 

 Overlap 

communication 

Unsteady 
simulation in near 
real-time  

 Algorithmic and 

parallel efficiency 

and trade off 

Ludwig Simulation of 
complex fluid 
mixtures 

ANSI C99 & MPI 
1, 
OpenMP/CUDA  
in production 
 
Unsuccessfully 
tested OpenCL 
 

 Largely nearest 

neighbor 

exchanges 

 Some  features 

require 

Allreduce 

 Flops per byte 

<0-4 

 Memory bound 

kernels 

 CPU memory 

performance as 

vector length 

increases 

Interaction between 

vectorization / stencil 

operations 

 

 

Rare event 
simulation (task-
based weakly 
coupled) 

 Flops per byte 

rate low 

 single source for 

CPU / GPU 

preferable 
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Application 
Name 

Domain Base language & 
parallel prog. API 

Communication 
patterns / data 
intensity 

Current Scalability 
Challenges 

Exascale 
Motivation 

Bottlenecks 

Chameleon Dense linear 
algebra library 

C,  
Fortran interface 
available and 
used in 
production,  
Python interface 
in mind &  
runtime systems 
(STF 
programming 
paradigm) like 
Quark StarPU, 
PaRSEC, DTD, 
OmpS 

Collectives, 
neighbor to 
neighbor, all-
reduce / 
Depending on the 
application 
memory bound 
(e.g. solvers) or 
compute bound 
(e.g. factorizations, 
BLAS3) 

 sequential task 

flow design on top 

of several runtime 

systems 

Library at the 
heart of 
applications in 
collaboration with 
Airbus and CEA, 
more complex 
solvers as sparse 
direct solver like 
PaStiX, QR-
MUMPS 
 
will use all the 
cores available at 
exascale 

 lack of 

parallelism in 

memory bound 

applications 

which need 

algorithmic 

solution 

 load imbalance 

(possible 

solution: 

dynamic 

redistribution of 

tasks) 

 scalability of 

collectives 

 I/O including 

checkpointing, 

hardware 

reliability 

HLIBpro Dense linear 
algebra library 

C++ & TBB Heterogeneous 
data (several 
million sub-blocks, 
diverse block sizes, 
different rank per 
block), memory 
blocks constantly 
changing size 

Distributed memory 
needs: full multi-
thread safety, 
communication 
patterns for hierarchy, 
flexible memory 
management 
 
 

Upcoming library, 
needs to find a 
path to distributed 
computing first 

Distributed task 
interface with full 
thread support 
wanted 
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Application 
Name 

Domain Base language & 
parallel prog. API 

Communication 
patterns / data 
intensity 

Current Scalability 
Challenges 

Exascale 
Motivation 

Bottlenecks 

ILUPACK Multilevel ILU 
preconditioners 

C, Fortran77 & 
OpenMP, OmpSs, 
MPI, CUDA  
extensions 
developed 

Global reductions 
(all-to-all) following 
a binary-tree 
organization of the 
computations / 
memory and 
communication-
bound  

 Task dependency 

tree 

 Shared memory 

approach: 

dynamic 

scheduling 

Library used by 

codes like OMEN 

requiring selective 

inversion for many 

matrix 

simultaneously 

Sparse inverse 
covariance matrix 
estimation 

Generalization to  

 non-symmetric 

case 

 symmetric but 

indefinite case 

 mixture of 

shared memory 

and distributed 

memory 

concepts 

development of 
multi-threaded 
block-structured 
code 

ASGD General deep 
learning 
application 

C++ & GASPI/GPI, 
CUDA 

Communication 
grows linearly with 
the number of 
nodes 

 asynchronous, 

zero-copy I/O 

 direct transfer 

from/to GPU 

 GPU-side 

networking 

Current practical 
Deep Learning 
applications take 
up to 10 ExaFlop 
to converge 

Sparsity-aware 
compressed 
communication 

Fine/Open CFD Multiphysics 
solver (Large 
Eddy and direct 
numerical 
simulation) 

Currently: MPI 
Plan: AllScale 
(Compiler, 
Insieme, 
Runtime, HPX) 

  Optimization of 

current algorithms 

 Need for higher 

scalability on 

heterogeneous 

systems 

 

Goal: increase 
number of core 
for industrial use 
cases up to 
200,000 

Too early in the 
project  
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Application 
Name 

Domain Base language & 
parallel prog. API 

Communication 
patterns / data 
intensity 

Current Scalability 
Challenges 

Exascale 
Motivation 

Bottlenecks 

Amdados Data assimilation 
for dispersion of 
oil spills 

AllScale 
(Compiler, 
Insieme, 
Runtime, HPX) 

Adaptive meshing   Current 

implementation is 

sequential 

 Global 

synchronization at 

each time step  

Oil spill models 
typically in the 
ExaFlop domain 

Too early in the 
project 

MACAU Deep learning for 
drug discovery 

C++ with python 
wrapper & MPI, 
OpenMP 

 BPMF matrix 

factorization 

 Conjugate 

Gradient solver 

 SPMM (thin 

matrices) 

 Reductions  

 Parallelization of 

linear algebra  

Currently scaling 
to about 500 
cores, due to 
increase in data 
will need to scale 
to about 10000 
cores in 5 years 

 Load imbalances 

 communication 

overhead 

 issue with global 

reductions in 

Conjugate 

Gradient method 

CP2K Quantum 
chemistry 

C & MPI, 
OpenMP, CUDA 

Currently >80% of 
total time in SpMM 
 

 One-sided 

communication  

 Algorithmic 

changes  

Already scaling to 
PFlops partitions, 
larger problems 
require Exascale 

 Load imbalances 

Quantum 
Espresso 

Quantum 
chemistry 

Fortran95, C-
style 
preprocessing & 
MPI or OpenMP 

Using MPI on 
domain partition 
and OpenMP, 
CUDA, etc. for node 
level shared 
memory 

 Coupled 

application DSLs 

 Ensemble 

simulations, work 

flows 

 Communication 

avoiding 

Already scaling to 
PFlops partitions, 
larger problems 
require Exascale 

 New algorithms 

 Task level 

parallelism 

 Double buffering 

and non-blocking 

collectives 

 maintainability 

Table 1: Main properties concerning programming models of the 12 invited applications  
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5 Categorization of Applications 

5.1 “Hero” Applications 

iPIC3D, TAU, Ludwig, CP2K, QuantumEspresso 

Several of the invited applications have been working on large-scale execution systems 
for years and have achieved good scalability up to PetaFLOPS. These applications are 
characterized by a large code base, which has grown, in some cases, over decades.  

In general, these application teams are open to new programming models and have 
tried several of them over their lifetime. The production codes are mainly based on 
hybrid MPI with OpenMP; though it is of note that the TAU team will introduce a 
GASPI/GPI plus OpenMP version in its successor code, called FLUX. 

5.2 Libraries 

HLIBpro, ILUPACK, Chameleon 

These (mathematical / numerical) libraries are strong candidates to be linked in 
applications operating on large execution systems. An example is Chameleon, which is 
at the heart of applications in collaboration with Airbus and CEA and which is planned 
to reach Exascale. Concerning libraries—even if a complete isolation of libraries from 
the programming-model point of view is guaranteed—interoperability, in terms of 
resource negotiation, will become an important topic. Thus far, this concern has been 
the responsibility of the application developers. However a more generic approach will 
become important or even necessary as the size of the execution system grows. 
INTERTWinE, with its work on a resource manager, addresses this challenge. To 
support this, a close connection to the mathematical libraries will be maintained 
(closely related numerical libraries PLASMA and DPLASMA are part of the 
INTERTWinE project). 

5.3 Upcoming applications 

FINE/Open, Amdados, MACAU, ASGD 

Among the application teams invited to participate in the workshop, we selected 
several promising, upcoming applications. Such endeavours often use modern task-
based programming models (e.g. FINE/Open, Amdados, HLIBpro, the last one, being 
mentioned already in Section 5.2). FINE/Open and Amdados are part of the AllScale 
project, which is designing a completely new software stack. 
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6 Perceived application bottlenecks 

6.1 Algorithmic and parallel efficiency trade-off 

(TAU, Chameleon, iPIC3D, ILUPACK, ASGD, CP2K, QuantumEspresso) 

Several applications report that they are either in the process of changing algorithms in 
their code or will do so in near future, trading algorithmic with parallel efficiency, to 
achieve faster runtimes on large systems. For example, CP2K has identified sparse 
matrix-matrix multiplications to account for more than 80% of the total runtime (in 
typical use cases). It aims to use Cannon’s algorithms, where data is decomposed in 
such a way that the resulting matrix is always local—that is, does not require 
communications. 

In such cases, no support from programming models is necessary. One can think, 
however, of cases where it is more efficient/ faster to re-compute a certain set of data 
rather than to communication it across the system. In such a case, programming 
models could provide primitives that permit such data to be re-computed rather than 
communicated. Further, this could be done in such a way so that the application 
developer does not have to decide or even notice whether the data has been 
communicated or recomputed. 

6.2 Load imbalances / scheduling 

(TAU, iPIC3D, Chameleon, ILUPACK, MACAU, CP2K) 

The reasons for load imbalances are many: application workloads change dynamically 
in time and depending on the data set / problem stated; heterogeneous hardware 
components with different compute capabilities cause imbalances; the concurrent use 
of several parallel programming models can cause imbalances in the resource usage. 
Load imbalances can be solved by allowing a more dynamic scheduling of tasks. 

Most applications presented in this workshop use a hybrid programming model 
solution, mostly combining MPI and OpenMP. The combination of several parallel 
programming models reflecting the hardware architecture (e.g. one programming API 
for partitioned memory spaces like MPI, GASPI/GPI and one for shared memory 
spaces like OpenMP, CUDA) may allow an easier load balance, because it shifts work 
among cores with shared memory. However in reality due to interoperability restrictions 
using hybrid models tend to add further synchronization points, or hard-wire decisions 
on data decomposition which in turn can cause load imbalances. It is important to avoid 
block-synchronous execution of code, and instead exploit asynchronous and one-sided 
communications patterns wherever possible. This may mean rethinking an application’s 
structure, but offers the possibility to develop a more flexible code that is less prone to 
load imbalances.  Runtime systems support the application developer to follow an 
asynchronous approach and thus recover flexibility while still benefitting from the match 
of parallel programming models to hardware. INTERTWinE advocates the use of 
runtime systems (like StarPU, OmpSs or PaRSEC) which we believe will produce 
better efficiency and scalability. Indeed several applications (iPIC3D, Chameleon, 
HLIBpro, Fine/Open and Amdados) are either already based on task-based systems or 
are looking into the usage of runtime systems with scheduling components.  

While the concurrent use of several programming models, reflecting the hardware 
architecture and / or breaking down the code into tasks, can benefit the load balance 
and the performance of the code overall, care needs to be taken in the implementation, 
to properly appreciate the resource needs of the algorithm. 

As an example, an oversubscription issue arising when porting the IFS kernel to a 
combination of GPI and OpenMP, was presented in the workshop. Initialising the two 
parallel environments in the wrong order leads to oversubscription of cores with 
(OpenMP) threads while other cores are underutilized (for GPI processes). 
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This example shows that the efficient resource assignment (e.g. when several 
programming models are used at the same time or when parallel libraries are 
employed in an application) is best handled by a resource manager. As Bill Gropp 
pointed out in his keynote speech, a lot of (CPU, memory, network and operating-
system) resources need to be negotiated. 

6.3 Scalability of collective operations 

(Chameleon, ASGD, MACAU, QuantumEspresso) 

The scalability of collective operations is an active field of research in parallel 
programming APIs (e.g. the concept of MPI collectives, which was investigated in the 
EPiGRAM project). Even with highly optimized collectives, it is clear that the scalability 
of collective operations will always be limited if all ranks of a program are involved in 
such an operation. The scalability of the application can be improved by looking at the 
application code itself, improvements in programming models and active interconnects. 

Application code: Collectives often coincide with points of synchronization. Excessive 
synchronization hinders the scalability of the code. It is a good practice to use 
collectives only if necessary and to favour neighbourhood collectives which only affect 
a group of ranks.  

Programming APIs: Distributed memory programming APIs like MPI and GASPI/GPI 
have already implemented non-blocking collectives allowing the application to continue 
to compute, while collective operations complete.  

A special case, arising from Deep Learning applications like ASGD, is collective 
operations which will be eventually consistent. Eventual consistency is a model 
currently used in distributed computing (for example, cloud computing, mobile 
computing or NoSQL databases). The approach removes the usual restriction, blocking 
concurrent updates of an object (in our case, a collective), to allow scalability of 
compute resources. Such an eventually consistent collective operation would have an 
impact on deep learning applications, which possibly do not need the correct solution of 
a collective to be used as an intermediate result. “Eventually consistent data types” in 
HPC programming models is an active field of research beyond the projects present in 
this workshop. 

Active Interconnects: Collectives are a good first use case for the emerging 
technology of active interconnects. The use of active interconnects to compress sparse 
data packets on the fly with the help of an intelligent interconnect is investigated by the 
ASGD application.  

6.4 Code maintainability/Heterogeneous Systems (Accelerators) 

(iPIC3D, Ludwig, ASGD, QuantumEspresso, Fine/Open, Amdados) 

The growing popularity of heterogeneous systems—for example, with GPUs or 
FPGAs—is producing less maintainable application software, due to the reliance on 
system-depending programming APIs like CUDA and OpenCL. The use of more than 
one programming API in an application code, coupled with the fact that many source 
codes undergo cumulative adaptions to address the changing requirements / 
restrictions in each hardware cycle, leads to opaque and difficult-to-maintain source 
code 

The goals of having a highly scalable code and, at the same time, having a user-
friendly, maintainable code are often conflicting. Several attempts to resolve this 
tension have been made, giving rise to: PGAS languages like UPC or CAF; functional 
programming; and the EC-funded work on an AllScale framework. Experiences from 
using PGAS languages in real applications have shown that such easy-to-understand 
parallelization works well up to a certain scalability, but that there is an overhead that 
leads to poorer performance and scalability characteristics, when compared to 
traditional approaches to parallelization. Most application developers are not willing to 
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give up on the best possible performance of their code. Further, they are often cautious 
to invest heavily in new, perceived to be specialised parallel programming language or 
framework. This explains the ubiquity of established APIs such as MPI, which is 
guaranteed to be well-supported for a long time to come. 

Therefore, an alternative way to increase code maintainability and user friendliness is 
to mature and enhance interoperability between the programming APIs. Standardized 
interfaces allow the application developer to count on a reliable interoperability and a 
performant interplay between the programming APIs present in hybrid programming 
approaches.  
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7 INTERTWinE’s work 
INTERTWinE is addressing interoperability challenges. One element of INTERTWinE’s 
strategy is to address the most significant bottlenecks affecting key programming-
models combinations (for example, for better interoperability between MPI and 
OpenMP), on both the specification and the implementation level. However, looking 
beyond specific API combinations, INTERTWinE is also pursuing two research topics 
which go further, in order to have a wider impact, as we explain below. 

7.1 Resource Manager 

The main goal of the INTERTWinE Resource Manager is to manage the allocation of 
system resources between different programming APIs, in an API-agnostic manner. 
There are three different categories that we have in mind when talking about system 
resources: computational units, memory and network. Beyond the coexistence of 
multiple runtimes/APIs, the resource manager aims to support the cooperation between 
these runtimes/ APIs. That is, in addition to a mechanism by which resources can be 
shared between runtimes / APIs, we aim for assisting the runtimes/APIs by 
communicating resource usage.  

There are several requirements on the resource manager.  The assignment phase also 
determines which parallel runtime is the owner of a given specific resource. Although a 
parallel runtime must have assigned a list of resources it can also decide to lend part of 
these owned resources in order to improve the application overall execution time. 
Yielded resources could be reclaimed at any time by the original owner with the 
guarantee of being recovered without any restriction. Resource ownership (yield / 
share) has not to be only quantifiable but also must guarantee locality. The resource 
manager will control (throttle) the number of working units of a given type that a system 
can run simultaneously without incurring a performance penalty. Mechanisms to 
synchronize events produced internally in two different runtimes will be provided.  

7.2 Directory/Cache service 

The Directory/Cache service is a tool that allows runtime systems to get access to 
distributed memory without having to either deal with concrete (physical) memory 
representations or locations, or with caching and consistency issues. It enables running 
a distributed application on top of a runtime system without explicitly having to define 
the distributed programming model. INTERTWinE will follow-up with the application 
owners and update them on INTERTWinE successes relevant to their applications. 

The Directory/Cache API enables an efficient utilization of remote memory resources in 
distributed environments. It relies on a client-server architecture. The server part 
typically runs as a standalone process and can use different communication libraries, 
while the client can be integrated with any task-based runtime system via a C++ 
interface. The virtual memory manager performs, in the background, all necessary 
memory transfers efficiently, in an asynchronous way, and provides automatic caching. 

The main idea behind the architecture of the Directory/Cache service is to free the user 
from making decisions about the physical representation and distribution of the data, as 
well as from the type of storage used. A client of the Directory/Cache system should 
not care about how the data are physically stored across the distributed system. 
Different memory segment types, segment descriptions or allocation policies may be 
used. The data transfer operations are asynchronous and promote the use of single-
sided communication, when possible (e.g. for GASPI segments). 
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8 Outlook 
A key to ensuring long-term impact of the Applications Workshop is to nurture and 
develop the contacts that have been made during the workshop:  

 by partners: as an example Fraunhofer is interested in a collaboration with HLIBpro 
to learn about the challenges of HLIBpro concerning distributed computing and 
suggest solutions based on GASPI/GPI. 

 by INTERTWinE tasks: as an example, a real-life test of the directory/cache service 
with the Chameleon application is planned. 

 by the INTERTWinE project as a whole: we will keep the application developers 
appraised of relevant new developments (e.g. software packages, like the resource 
manager to be released).  
 

Some of the presented applications are part of the INTERTWinE project, and it is 
expected that the collaboration will be closest here. However, subject to available 
project resources, the INTERTWinE team welcomes any opportunities for collaborative 
work that have been seeded by the workshop.  
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 AMDADOS: http://www.allscale.eu/custom/v/2 

 MACAU: http://www2.imec.be/be_en/research/life-sciences/exascience-life-lab.html 

 CP2K: https://www.cp2k.org/ 

 QuantumEspresso: http://www.quantum-espresso.org/ 

 

 

http://mpi-forum.org/
http://www.gpi-site.com/gpi2/
http://www.gaspi.de/
http://starpu.gforge.inria.fr/
https://pm.bsc.es/ompss
http://www.openmp.org/
https://github.com/CmPA/iPic3D
http://tau.dlr.de/startseite/
https://project.inria.fr/chameleon/
http://www.hlibpro.com/
http://www.icm.tu-bs.de/~bolle/ilupack/
https://www.itwm.fraunhofer.de/abteilungen/hpc/machine-learning.html
http://www.numeca.com/en/products/finetmopen-openlabs
http://www.allscale.eu/custom/v/2
http://www2.imec.be/be_en/research/life-sciences/exascience-life-lab.html
https://www.cp2k.org/
http://www.quantum-espresso.org/
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Annex A. Requests on programming models 

 

Several applications had precise requests to the programming model community. 
These requests are listed here. Unfortunately – because the request are very specific – 
we will not be able to address those requests in the scope of INTERTWinE.  

iPIC3D:  

 OpenACC lacks support for deep-copy 

CP2K: 

 Would it be possible to have a task-based distributed system as part of the MPI 
standard? 

 Is there any mechanism to understand how the asynchronous communication is 

proceeding? 

 
MACAU: 

 launch MPI jobs natively from Python 

 understand OpenMP performance better 

CHAMELEON: 

 runtime systems: a good way to express / detect collectives is missing 

 
HLIBpro: 

 known deadlock issue in TBB with recursive parallelization and mutices in outer 

loop 

ASGD: 

 Sparsity aware compressed communication 
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Annex B. Short introduction of EC-funded projects 

B.1 INTERTWinE 

Project lifetime: 2015-2018 

This project addresses the problem of programming model design and implementation 
for the Exascale. The first Exascale computers will be very highly parallel systems, 
consisting of a hierarchy of architectural levels. To program such systems effectively 
and portably, programming APIs with efficient and robust implementations must be 
ready in the appropriate timescale. A single, “silver bullet” API which addresses all the 
architectural levels does not exist and seems very unlikely to emerge soon enough. We 
must therefore expect that using combinations of different APIs at different system 
levels will be the only practical solution in the short to medium term. Although there 
remains room for improvement in individual programming models and their 
implementations, the main challenges lie in interoperability between APIs. It is this 
interoperability, both at the specification level and at the implementation level, which 
this project seeks to address and to further the state of the art. INTERTWinE brings 
together the principal European organisations driving the evolution of programming 
models and their implementations. The project will focus on seven key programming 
APIs: MPI, GASPI, OpenMP, OmpSs, StarPU, and PaRSEC, each of which has a 
project partner with extensive experience in API design and implementation. 
Interoperability requirements, and evaluation of implementations will be driven by a set 
of kernels and applications, each of which has a project partner with a major role in 
their development. The project will implement a co-design cycle, by feeding back 
advances in API design and implementation into the applications and kernels, thereby 
driving new requirements and hence further advances. 

URL (last checked 01/02/2017): www.intertwine-project.eu/ 

B.2 EPiGRAM 

Project lifetime: 2013-2016 

The Message Passing Interface (MPI) has emerged as the de-facto standard for 
parallel programming on current petascale machines; but Partitioned Global Address 
Space (PGAS) languages and libraries are increasingly being considered as 
alternatives or complements to MPI. However, both approaches have severe problems 
that will prevent them reaching exascale performance. 

The aim of this proposal is to prepare Message Passing (MP) and PGAS programming 
models for exascale systems by fundamentally addressing their main current 
limitations. We will introduce new disruptive concepts to fill the technological gap 
between the petascale and exascale era in two ways: 

• First, innovative algorithms will be used in both MP and PGAS, specifically to 
provide fast collective communication in both MP and PGAS, to decrease the 
memory consumption in MP, to enable fast synchronization in PGAS, to provide 
fault tolerance mechanisms in PGAS, and potential strategies for fault tolerance in 
MP. 

• Second, we will combine the best features of MP and PGAS by developing an MP 
interface using a PGAS library as communication substrate. 

The concepts developed will be tested and guided by two applications in the 
engineering and space weather domains chosen from the suite of codes in current EC 
exascale projects. By providing prototype implementations for both MP and PGAS 
concepts we will contribute significantly to advancement in programming models and 
interfaces for ultra-scale computing systems, and provide stimuli for European research 
in this vital area. 

URL (last checked 01/02/2017): www.epigram-project.eu/ 
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B.3 EXA2CT 

Project lifetime: 2013-2016 

Numerical simulation is a crucial part of science and industry in Europe. The 
advancement of simulation as a discipline relies on increasingly compute intensive 
models that require more computational resources to run. This is the driver for the 
evolution to exascale. Due to limits in the increase in single processor performance, 
exascale machines will rely on massive parallelism on and off chip, with a complex 
hierarchy of resources. The large number of components and the machine complexity 
introduce severe problems for reliability and programmability. The former of these will 
require novel fault-aware algorithms and support software. In addition, the scale of the 
numerical models exacerbates the difficulties by making the use of more complex 
simulation algorithms necessary, for numerical stability reasons. A key example of this 
is increased reliance on solvers. Such solvers require global communication, which 
impacts scalability, and are often used with preconditioners, increasing complexity 
again. Unless there is a major rethink of the design of solver algorithms, their 
components and software structure, a large class of important numerical simulations 
will not scale beyond petascale. This in turn will hold back the development of 
European science and industry which will fail to reap the benefits from exascale. The 
EXA2CT project brings together experts at the cutting edge of the development of 
solvers, related algorithmic techniques, and HPC software architects for programming 
models and communication. It has produced modular open source proto-applications 
that demonstrate the algorithms and programming techniques developed in the project, 
to help boot-strap the creation of genuine exascale codes. 

URL (last checked 01/02/2017): www.exa2ct.eu/ 

B.4 AllScale 

Project lifetime: 2015-2018 

Extreme scale HPC systems impose significant challenges for developers aiming at 
obtaining applications efficiently utilising all available resources. In particular, the 
development of such applications is accompanied by the complex and labour-intensive 
task of managing parallel control flows, data dependencies and underlying hardware 
resources – each of these obligations constituting challenging problems on its own. 
The AllScale environment, the focus of this project, will provide a novel, sophisticated 
approach enabling the decoupling of the specification of parallelism from the 
associated management activities during program execution. Its foundation is a parallel 
programming model based on nested recursive parallelism, opening up the potential for 
a variety of compiler and runtime system based techniques adding to the capabilities of 
resulting applications. These include the (i) automated porting of application from small 
to extreme scale architectures, (ii) the flexible tuning of the program execution to satisfy 
trade-offs among multiple objectives including execution time, energy and resource 
usage, (iii) the management of hardware resources and associated parameters (e.g. 
clock speed), (iv) the integration of resilience management measures to compensate 
for isolated hardware failures and (v) the possibility of online performance monitoring 
and analysis. All these services will be provided in an application independent, 
reusable fashion by a combination of sophisticated, modular, and customizable 
compiler and runtime system based solutions. 

AllScale will boost the development productivity, portability, and runtime, energy, and 
resource efficiency of parallel applications targeting small to extreme scale parallel 
systems by leveraging the inherent advantages of nested recursive parallelism, and will 
be validated with applications from fluid dynamics, environmental hazard and space 
weather simulations provided by SME, industry and scientific partners. 

URL (last checked 01/02/2017): www.allscale.eu/ 


