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1 Executive Summary 
In this Deliverable we summarize the work done with the Resource Manager (RM), the 
Directory/Cache (D/C) and the Task-Aware MPI (TAMPI) library. The Resource 
Manager APIs, which have been implemented in the StarPU, OmpSs-2 and Intel 
OpenMP runtimes, are described and evaluated in Section 3. In Section 5, the 
Directory/Cache APIs and their integration with the different runtime systems is 
explained and evaluated. The RM and Directory/Cache APIs are not designed to be 
used directly by application developers, but to provide low-level services that can be 
used by runtime or library developers to improve application performance and 
programmability. However, application developers automatically benefit from any 
runtime integrated with the Directory/Cache API, which can run pure task-based 
applications with minor modifications on distributed-memory systems. Likewise, the 
TAMPI library described in Section 4, which relies on two of the RM APIs, is designed 
to be used directly by application developers with no or minimal changes to the original 
MPI interface but provides an improved level of interoperability between MPI and task-
based runtime systems. 

Finally, we present a roadmap on Section 6, where we discuss the status of the main 
developments done in the project, and how to move them forward to ensure their 
inclusion in the relevant standard bodies and Section 7 provides some best practice 
advises to ensure an effective adoption of project results by application developers. 
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2 Introduction 
High Performance Computing (HPC) systems are characterized by being increasingly 
complex and having a greater number of computational units. The complexity lies in the 
heterogeneity of these architectures (GPGPUs, Many Core, etc.) that have multiple 
address spaces. This complexity convolutes the development of applications in a 
significant way. The greater number of units of computation leads to problems of 
scalability that are hard to solve by a single model of programming. 

Also, it is common practice in the HPC community, to use applications that combine 
message passing libraries (e.g. MPI [19], GASPI [20]) with shared memory 
programming models (e.g. OpenMP [7], TBB, OmpSs-2 [8][9], StarPU [10]) and 
specialized accelerator languages (e.g. OpenCL [16], CUDA [45], OpenACC [46]). The 
complexity involved in this multi-runtime/APIs solution makes interoperability between 
them a matter of critical study and development. 

First, we can observe that HPC applications often rely on specialized libraries that 
provide highly optimized services, as in the case of BLAS [24], LAPACK [37][38] or 
FFTW [40]. These types of libraries allow applications to focus on their own algorithms 
and rely on an efficient execution of compute-intensive kernels. It should be also noted 
that these libraries offer sequential and parallel versions of their subprograms available 
for the application programmer. Counter-intuitively, the parallel versions of these 
libraries are usually used in sequential applications, while the sequential versions are 
used in parallel applications. This is to avoid the over-subscription problems that arise 
when a parallel application uses a parallel library. 

Secondly, current applications are also trying to combine message passing libraries 
with task-based programming models. When programmers use a blocking 
communication primitive inside a task, the process blocks the hardware thread that is 
executing the task, preventing other tasks from being executed at this point. This 
situation causes both under-subscription problems and application dead-locks, which 
severely limits the usability of communication primitives inside tasks. This problem 
could be solved by blocking the task that is executing the communication primitive but 
not the underlying hardware thread. 

The use of a Resource Manager working internally within the process becomes a 
fundamental requirement in this scenario. This component will allow coexistence and 
cooperation within the same process of: 1) the parallelised main program; and 2) the 
parallel version of specialized libraries. The main function of this manager will be to 
arbitrate the access to hardware resources (as defined in deliverable D4.3 Definition of 
resource manager API and report on reference implementation [3]). It will also allow 
management of operations that can potentially be asynchronous, and it will permit a 
higher occupancy of the assigned resources at a given instant of time.  

However, even if we solve the main interoperability challenges between task-based 
programming models and message passing APIs, there is still the difficulty of 
managing multiple address spaces. Programmers need to explicitly specify their own 
data transfers: from one process to another (cluster systems); or from one device to 
another (accelerator devices) allowing these components to cooperate (work sharing) 
in certain computations. Sending data explicitly from one memory address space to 
another in advance prematurely makes the decision of where the execution will finally 
take place. Often this decision can be delayed until the actual computing load of each 
of these processes/devices is dynamically known. 

Thus, a mechanism allowing the definition of which data is used within an execution 
unit of work (e.g. tasks) with adaptable scheduler policies that allow moving this data to 
where this execution unit will run seems to be an ideal solution, especially if with this 
approach we manage to hide the details and complexities associated with distributed 
systems. In order to allow this approach a new layer of software is needed that allows 
the interaction of these schedulers with the standard message passing libraries. The 
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main goals of this intermediate layer will be: 1) to know where the data (and potential 
duplicates) is located; and 2) to offer a high-level interface to hide the allocation, 
deallocation and transfer this data (as defined in deliverable D4.2 Definition of the 
Directory/Cache API for distributed memory runtime systems [2]). We call this 
component a Directory/Cache. 

2.1 Purpose 

The purpose of this document is to have a set of common guidelines that helps 
application programmers and runtime developers respectively use and implement the 
Resource Manager and Directory/Cache APIs. 

With respect to the Resource Manager (RM) proposal, the document includes the 
different API descriptions which compose this meta-interface. Each API contains a set 
of routine service declarations with its corresponding semantics. The overall behavior 
and the interaction between these services are also described. Apart from the 
interface’s description we also include some details of our reference implementations 
(i.e. OmpSs-2 and/or StarPU). 

The extensive use of specialized libraries allows an easy entry point which can be 
integrated with the Resource Manager’s proposals without having to be implemented 
by application programmers. Thus, a large part of our recommendations are addressed 
to these library implementers. The Resource Manager’s features, however, may also 
be used for any independent parallel component of an HPC program and these 
recommendations remain. 

Finally, we also include, for each interface, a recommended roadmap, comprising the 
different proposals that the consortium have presented to the corresponding standards 
bodies, the feedback obtained and how to proceed in the future. 

Sections 3.1, 3.2, 3.3 and 3.4 contain the specific API descriptions, the corresponding 
recommendations, and the standardization and roadmap sub-sections for each 
different interface. 

With respect to the Directory/Cache (D/C) proposal, the document includes the 
definition of a common and generic API that provides the functionality of this 
component. The main goal of its design and implementation is that it can be used 
transparently by the client, a task-based runtime system such as OmpSs, StarPU, or 
PaRSEC. The Directory/Cache is a type of virtual memory manager that abstracts the 
details of message passing and provides an automatic caching system. The document 
describes the behavior of the Directory/Cache component through its different APIs, 
depicts the reference implementation of the server-side, describes its usage with the 
reference implementations of the client side, and finally proposes the recommended 
roadmap. Sections 5.1, 5.2 and 5.3 contain the Directory/Cache API description 
(including the reference implementation), its usage for the different task-based runtime 
systems, and the recommended roadmap sub-sections respectively. 

In addition to these two components the document also contains the description of the 
Task-Aware MPI (TAMPI) library (see Section 4.1), which leverages the 
Pause/Resume API and External Events API presented as part of the Resource 
Manager. This additional library provides task-aware communication primitives for 
blocking and non-blocking services respectively. 

2.2 Task-based programming models 

Numerous task-based runtime systems are used in the HPC community. In this 
section, the task-based systems that are involved in the INTERTWinE project and 
referenced in the current document are presented. 
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2.2.1 OmpSs 

OmpSs (OpenMP Superscalar) is a high-level, task-based, parallel programming model 
for shared-memory systems developed at the Barcelona Supercomputing Center 
(BSC). It consists of a language specification, a source-to-source compiler for C, C++ 
and FORTRAN, and a runtime. The language defines a set of directives that allow a 
declarative expression of tasks. Furthermore, OmpSs allows the programmer to 
annotate task parameters with in, out and inout clauses that correspond to input, 

output or input-output access-type semantics of a parameter within that task. This 
information establishes a producer-consumer relationship between tasks, also called 
task dependency or data flow. With this information, the runtime is capable of 
automatic task scheduling that maintains correctness of code, while relieving the 
burden of implementing manual synchronization from the programmer.  

Scaling beyond a single node requires the support for multiple memory address 
spaces. From the programming model perspective, this translates into a set of 
functional requirements, namely, distributed task scheduling and execution (off-
loading), distributed synchronization, inter-process task data movement, data location 
awareness and address translation. In this project we have used the D/C to implement 
inter-process data movement and locality awareness in OmpSs. 

2.2.1 StarPU 

StarPU [10] is a task-based runtime system developed by Team STORM at Inria in 
Bordeaux, aimed at programming on heterogeneous HPC clusters. It implements the 
distributed Sequential Task Flow programming model, where a single logical directed 
acyclic graph (DAG) of tasks is sequentially submitted on every participating node, and 
subsequently executed in parallel on these nodes. StarPU implements a fully 
distributed execution model. The main property of this model is that it does not include 
a master node. The directed acyclic graph of tasks is locally processed by every node 
without synchronizations.  

The StarPU-MPI layer is in charge of generating calls to an MPI library installed on the 
target cluster to serve the distributed data dependences. Conceptually, when a node 
encounters an outgoing DAG edge while traversing the DAG —that is, an edge for 
which it is the source—, it generates an MPI_Isend request. Similarly, when a node 

encounters an incoming DAG edge —that is, an edge for which it is the destination—, it 
generates an MPI_Irecv request. Whichever side of the communication request 

comes first, the request is enqueued and (conceptually) paused by the MPI library 
internally until the other side of the request is generated as well, at which point the 
request is served in the background. Several optimizations are implemented to 
eliminate unnecessary or redundant processing. In particular, the DAG pruning 
technique avoids the processing —on a given node— of DAG edges irrelevant to the 
local state of that node: a node may safely prune a data dependence edge if it does not 
own the data and it is not an end of the dependence edge. This pruning technique is 
critical for the sequential task flow programming model to scale on large clusters, while 
preserving a fully distributed execution model. A cache management mechanism also 
prevents nodes serving a data request if the corresponding piece of data has not been 
modified in the meantime, thus removing duplicate data transfers. The management of 
StarPU-MPI communication requests and states, as well as the processing of 
optimizations are local to nodes. No additional exchange occurs between nodes, 
beyond the serving of dependence edges and the data movements explicitly requested 
by the user code. 

2.2.2 PaRSEC 

PaRSEC [11] is a generic framework for architecture-aware scheduling and 
management of micro-tasks on distributed many-core heterogeneous architectures. 
Unlike some other runtime systems, PaRSEC has been designed as a massively 
parallel distributed runtime system since its beginning around 2010. It can be classified 
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as a fully distributed task-based runtime system, with all workers on the same level, 
and not following the master-slave approach. 

The execution in PaRSEC is based on the graphs of tasks with dependencies. To 
avoid the scalability issues with the sequential task flow (STF) paradigm on distributed 
memory systems, PaRSEC started with the Parametrised Task Graph (PTG) interface. 
Unlike the standard (non-parametrised) Directed Acyclic Graph (DAG), PTG does not 
need access to the global DAG representation, and it is able to unfold the 
dependencies from any point of the graph. In this way, PTG naturally avoids the 
replication of the DAG on every node. PTG is quite straightforward if the structure of 
the DAG is known at compile time. However, expressing dynamic algorithms, where 
the DAG is data dependent and cannot be expressed a-priori, becomes challenging. 
This limitation has been the main motivation for the recently developed Dynamic Task 
Discovery (DTD) interface of PaRSEC [36]. This approach allows inserting tasks into 
the DAG at runtime, enhancing programmability for problems where the DAG is not 
available prior to the computation. The resulting programming model is in fact 
analogous to the Sequential Task Flow (STF) of StarPU. 

Data and their flow during an execution on a distributed memory machine is a crucial 
concept in PaRSEC, and the runtime system comes with a highly optimized 
communication engine for passing data among processes in case of dependencies 
non-local to a node. The engine is based on two-sided non-blocking MPI 
communication. 

2.2.1 GPI-Space  

GPI-Space is a parallel programming development platform developed at the 
Fraunhofer Institute for Industrial Mathematics and used in various industrial 
applications and research projects. The main concept behind the underlying 
architecture is the separation of domain and HPC knowledge. This software 
architecture allows the domain developers to build domain specific workflows using 
their own parallelisation patterns, data management and I/O strategies. In this 
architecture the users are not concerned with details about the HPC infrastructure, 
relying on the runtime system for efficiently handling aspects such as: scheduling, load 
balancing, distributed memory management or resilience. The platform allows users to 
benefit from re-using existing domain workflows and reduce the turnover time of 
projects, by running legacy codes as tasks executed by workflows. The architecture is 
illustrated in Figure 1. 

 

Figure 1: The GPI-Space core plus domain specific HPC modules for executing user codes. 

To meet the demands for fast processing of large amounts of data either in-memory or 
on disk, as is the case of seismic applications, GPI-Space has integrated a virtual 
memory layer that is capable of facilitating fast access to data by using GPI-2 [21] or 
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the BeeGFS parallel file system [34]. In GPI-Space the virtual memory layer is used as 
a shared storage layer that facilitates data sharing among tasks. 

An important feature of GPI-Space is making it easy to change the storage layer, 
depending on the application’s memory requirements (e.g. for performing computations 
in-memory or backed by local SSDs). Another important feature is the tolerance to 
worker failures, where the failure of workers should neither impact other workers nor 
stop the execution of a workflow. Whilst these are present in the original version of 
GPI-Space, the integration with the D/C was driven by the goal of preserving these 
features and, additionally, benefitting from all the other advantages offered by the D/C 
(e.g. automatic caching). 

2.3 Communication libraries 

Numerous message passing interfaces are used in the HPC community. In this section, 
the message passing libraries involved in the INTERTWinE project (and referenced in 
the current document) are presented. 

2.3.1 MPI 

MPI [19] has played a dominant role in the programming of HPC systems for the last 
20 years. It is a distributed memory programming model based on a set of routines 
services which supports two-sided and one-sided message passing, collective 
communication, process subsets, user defined datatypes, and file I/O. MPI currently 
has some minimum support for interoperability with multi-threaded programming 
models running within the MPI process (rank) and allows that multiple threads execute 
its services at different levels: funneled and parallel. 

The combination of this distributed programming model (exploiting the inter-process 
parallelism) and another multi-threaded programming model (exploiting the intra-
process parallelism) has become a de facto standard for most of the current HPC 
applications. 

2.3.2 GASPI 

The GASPI programming model (Global Address Space Programming Interface) [20] is 
an open-source PGAS (Partitioned Global Address Space) API for application 
developers that focuses on asynchronous, one-sided communication as provided by 
RDMA (Remote Direct Memory Access) interconnects such as InfiniBand [32]. The 
main goal of GASPI is to increase the communication performance by minimizing the 
communication overhead and by enabling a complete communication and computation 
overlap. A second goal is to provide a simple API for the development of parallel 
applications based on more asynchronous, task-based algorithms and associated 
runtimes. 

GASPI spans the same software stack as MPI and the communication model focusses 
around inter-process communication. GPI-2 [21] is an implementation of the GASPI 
standard developed by Fraunhofer. 

2.4 Specialized libraries 

Numerous specialized libraries are used in HPC applications but, in order to be tested 
according the project main goals, they need to be implemented on top a task-based 
runtime system which support Resource Manager APIs. In this section we describe the 
specialized libraries that are involved in the INTERTWinE project. 

2.4.1 LASs 

LASs (Linear Algebra routines on OmpSs-2) is a novel HPC library for Linear Algebra 
computations. The motivation of this library is twofold: 1) Accelerate Linear Algebra 
operations on modern and upcoming HPC architectures and 2) Analyse the impact of 
the OmpSs features to optimize such operations. Given the current trend in the 
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technology processors (high number of cores, complex memory hierarchy, 
heterogeneous processors, etc.), the implementation of scientific codes is more and 
more complex. Also, the porting of scientific codes is the vital importance with the 
growing number of new architectures. Due to all this, this library is focused on the 
analysis and optimization of numerical codes using the Nanos6 runtime with the aim of 
developing transparent and portable codes able to adapt the particular needs of the 
scientific computations on the specific hardware characteristics. This library is 
composed by the most popular and widely used dense (BLAS and LAPACK) and 
sparse routines. 

2.4.2 Chameleon 

Chameleon [44] is a dense linear algebra software relying on sequential task-based 
algorithms where sub-tasks of the overall algorithms are submitted to a Runtime 
system. Such a system is a layer between the application and the hardware which 
handles the scheduling and the effective execution of tasks on the processing units. A 
Runtime system such as StarPU can manage automatically data transfers between not 
shared memory area (CPUs-GPUs, distributed nodes). This kind of implementation 
paradigm allows to design high performing linear algebra algorithms on very different 
type of architecture: laptop, many-core nodes, CPUs-GPUs, multiple nodes. 

2.5 Glossary of Terms and Acronyms 

API Application Program Interface 
ATLAS  Automatically Tuned Linear Algebra Software 
BLAS Basic Linear Algebra Subprograms 
CPU Central Processing Unit 
DAG Directed Acyclic Graph 
D/C Directory/Cache 
DLB Dynamic Load Balance 
DRS Dynamic Resource Sharing 
DSM Distributed Shared-Memory 
DTD Dynamic Task Discovery 
EC European Commission 
EU European Union 
GASPI Global Address Space Programming Interface 
GASNet Global Address Space Network 
GPGPU General Purpose Graphic Processing Unit 
GPU Graphics Processing Unit 
HPC High Performance Computing 
HPL  High Performance Linpack 
JDF Job Data Flow 
LAPACK Linear Algebra Package 
LASs Linear Algebra Super Scalar 
MIC Many Integrated Cores 
MKL Math Kernel Library 
MPI Message Passing Interface 
NUMA Non-Uniform Memory Access 
NO Native Offload 
OmpSs OpenMP Super Scalar 
OpenCL Open Computing Language 
OpenMP Open Multi-Processing 
PLASMA Parallel Linear Algebra for Scalable Multi-core Architectures 
PaRSEC Parallel Runtime Scheduling and Execution Controller 
PGAS Partitioned Global Address Space 
POCL Portable Computing Language 
P/R Pause/Resume 
PTG Parametrised Task Graph 
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RDMA Remote Direct Memory Access 
RE Resource Enforcement 
RM Resource Manager 
RTL Runtime Library 
SMP Symmetric Multi-Processor 
STF Sequential Task Flow 
TAMPI Task-Aware MPI 
TBRS Task-Based Runtime System 
TLB Translation Lookaside Buffer 
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3 Shared Memory Runtime Libraries (intra-node) 
The main objective of Resource Manager (RM) is to control access to hardware 
resources between different software components when they are executed inside the 
same process (i.e. application). This type of scenario commonly arises where a parallel 
application uses a specialized support library (e.g. MKL [12], ATLAS [12], etc.) which is 
also parallelised, and its parallelisation is done with a different programming model (or 
a different implementation of the same programming model). This is the reason why 
this use case is quite common among developers of parallel applications. 

In these types of scenarios, described above, over- and under- subscription problems 
can occur due to this uncoordinated access to resources. A well-known example 
following this pattern would be the High Performance Linpack (HPL) [13] application. 
This application is used to measure the performance results for HPC systems to 
classify them and establish a performance ranking. The results obtained are reported 
to the Top 500 list [39] (the list of the 500 most powerful supercomputers in the world). 
The benchmark solves a dense system of linear equations that uses a BLAS-like [24] 
library (Basic Linear Algebra Subprograms library) and LAPACK [37] routines (Linear 
Algebra Package). The application exploits the parallelism between the execution 
nodes (inter-node) through a Message Passing Library (MPI) and the process internal 
parallelism via parallel implementations of BLAS and LAPACK libraries. 

A sequential application invoking parallel services from the specialized library incurs 
under-subscription problems, if the sequential part does not exploit all the concurrency 
that it could potentially have between two parallel subprograms, making a poor use of 
the CPU resources of the system. Figure 2 shows a sequential application calling two 
different parallel libraries and how it can lead to under-subscription problems (some 
parts of the execution only use a subset of the assigned resources). The solution in this 
scenario would be to parallelise the main program so that we could also execute in 
parallel these regions of code. 

 

Figure 2: A sequential application calling two different parallel libraries. 

On the other hand, parallelising the main program when we are already using a parallel 
specialized library can lead us to an over-subscription problem, where the threads of 
the main program are executed on the same CPUs as the threads of the specialized 
library subprograms (see Figure 3). 
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Figure 3: A parallel application that is concurrently using two different parallel libraries. 

Figure 4 and Figure 5 reproduce the results obtained in INTERTWinE deliverable D5.2 
Interim report on application/kernel plans, evaluations and benchmark suite releases 
[6]. We can observe the over-subscription effect and how it degrades the overall 
performance of the application, so many applications skip the parallelisation of the 
main program code. Figure 4 shows a strong scaling analysis for the OmpSs version of 
the Matrix Multiplication benchmark using the sequential (left) and parallel (right) 
versions of MKL. 

 

Figure 4: Matrix multiplication strong scaling with MKL sequential (left) and MKL parallel (right). 

When using the sequential version of MKL we can see how the benchmark scales 
almost linearly. For this test we used blocks of 128x128 of elements (doubles), which 
happens to be the optimal value, and a matrix total size of 4096x4096 of elements. In 
this version of matrix multiplication, we must consider that we can lose some 
performance due to the impact of data locality, since tasks computing the same block 
in the matrix may execute on different CPUs. When using the parallel version of MKL 
(in this specific case using the gnu threaded version) we can see how the benchmark 
starts losing performance compared with the MKL sequential as we increase the 
number of threads. This is because threads from OmpSs and threads from MKL are 
competing one with each other for the CPU usage. Trying to play with the different 
options that each programming model provides in order to control the number of 
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threads (NX_SMP_WORKERS and MKL_NUM_THREADS) does not help due to the fact that 

MKL binds its threads to the CPU mask provided by the calling thread (see 
INTERTWinE deliverable D4.1 Resource Manager interoperability requirements [1] for 
further information). 

The Cholesky factorization also shows similar results. Figure 5 presents strong scaling 
results of a blocked Cholesky using MKL sequential (left) and MKL parallel (right) 
versions. The fundamental difference between them is whether the math services to 
compute inner blocks (i.e. potrf, trsm, syrk and gemm) are parallelised or not. Both 

plots use the pure sequential execution time as the baseline. 

 

Figure 5: Cholesky strong scaling with MKL sequential (left) and MKL parallel (right). 

With the aim of coordinating the access to these hardware resources, throughout the 
INTERTWinE project, we have proposed four different APIs that follow the RM 
functional model. These APIs are divided into two groups, as shown in Figure 6. On the 
one hand, we have the offload services (both Native Offload and OpenCL offload). 
These two interfaces would be used directly by developers of specialized support 
libraries, so their use would be completely transparent to application programmers. On 
the other hand, we have the Task Pause/Resume and Dynamic Resource Sharing 
APIs. These two interfaces are designed to avoid the problems of under- and over- 
subscription described above. The Resource Manager will define high-level policies for 
how resources are used by the application at runtime. With respect to message 
passing interoperability, the integration of hybrid programming models will be also 
improved, avoiding any kind of under- or over-subscription problems. 

The objectives of these four APIs follow these two principles of design: 

• They should allow the creation of parallel libraries that are easily integrated with 
parallel applications (or with other parallel libraries), thus facilitating the 
development of applications without problems of over- or under-subscription. 

• The RM should improve the integration and interaction between task-based 
programming models and message passing interfaces, such as MPI or GASPI. 

Thus, from these two principles of design, and to get the benefits from the Resource 
Manager concepts, we can infer a series of recommendations for specialized support 
library implementers so that they can be integrated in a more agnostic and portable 
way, and easily adaptable to any task-based programming model. These 
recommendations are gathered in Section 3.1.2. On the other hand, we can also infer a 
set of recommendations for message passing library implementers to take allow their 
transfer operations to interoperate with the task-based programming model and allow 
other tasks to execute while the message is not ready yet. These recommendations 
are gathered in Sections 3.3.2 and 3.4.2. Finally, task-based runtime library 
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implementers may follow the specification of these five APIs, which are described in 
Sections 3.1.1, 3.2.1, 3.3.1 and 3.4.1. 

 

Figure 6: An OmpSs application (CPUs 8-9) using concurrently MKL (CPUs 0-2), PLASMA (CPUs 3-4) and 
Chameleon (CPUs 5-7). 

In the following sections we will see a description of these five APIs, including for each 
of them an introduction of the specific problem they try to solve, the API description as 
the guide for task-based runtime library implementers, usage recommendation for 
specialized support and message passing library developers, and a roadmap which 
includes the steps already done, as well as future work in order to standardize the 
specific feature for its use.  

3.1 Kernel offloading and resource enforcement 

Having more than one parallel software component coexisting within the same process 
exposes the problem of detecting when one of them ends and the other begins. Usually 
a common use case has the form of a main program (a.k.a. host program) using a 
specialized support library (e.g. a linear algebra library). When combining these two 
components the distinction occurs at the time of calling one of the specialized services, 
but it is still the same thread (usually bound to a CPU) that executes this service. 

Making a change in the mapping of this logical flow (i.e. thread) on a hardware 
resource (i.e. CPU) it binds to, causes imbalances in the use of resources and has 
associated locality problems in terms of memory hierarchy and the Translation 
Lookaside Buffer (TLB) unit. To solve this problem, we propose the use of an Offload 
mechanism that clearly differentiates the boundary between these two software 
components, so the resources assigned to each of them are maintained across the 
whole program execution and the cache units are not polluted. 

The offload engine can be based on a set of specific services from the task-based 
runtime library (i.e. Native Offload), or following the pattern established by the OpenCL 
standard (i.e. OpenCL Offload) that has been extended in this project. In both cases we 
solve the problems presented in the previous paragraphs, but in the second one we 
also increase the portability of the codes that use it, since the only significant change 
that should be made to use another task-based runtime library is to change the type of 
kernel. 

Thus, the offload mechanism as such is strongly related to the concept of resource 
usage and tries to prevent a given resource (thread/CPU) belonging to our main 
program becoming part of another parallel component. Generalizing the concept of 
resource usage, we can extend the offload mechanism with the Resource Enforcement 
API, that is, not only establish the difference in terms of the caller thread, but also 
establish the number and distribution of hardware resources that we want to allocate 
initially for the execution of the parallel kernel we want to launch. 
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The Resource Enforcement API becomes a natural extension of the offload mechanism 
by adding specific parameters (Native Offload) or additional routine service calls 
(OpenCL Offload) that allow establishing the allocation of the initial resources for a 
certain offload operation. 

3.1.1 APIs description 

The Native Offload (NO) and the Resource Enforcement (RE) APIs are low-level 
runtime-specific APIs that allow a parallel kernel to be started asynchronously on a 
specific set of CPUs (i.e. the offloaded kernel will execute initially on the specified 
CPUs). It is the responsibility of the application programmer to specify the number and 
location of the resources where the kernels will be executed. There is no restriction on 
the user offloading two kernels onto the same set of CPUs, or even using a partial 
overlap, although in general, this will degrade the performance of the execution. 

Code 1 shows the definition of these two APIs for the OmpSs task-based runtime 
system. The nanos_spawn_function is an asynchronous routine that takes as input 

parameters a pointer to an OmpSs kernel, a pointer to the kernel parameters (data), a 
callback function that will be executed once the kernel has completed its execution and 
finally the set of CPUs that must be used to run the kernel. The OmpSs kernel and all 
potentially subtasks created within it, will initially run on the CPUs specified in the  
cpu_mask parameter [14]. 

The main problem with this approach is that each task-based runtime library will 
implement its own set of services, thus harming portability. The INTERTWinE project 
proposes to solve this problem by extending the Native Offload API and making it 
compatible with the Open Computing Language (OpenCL). This standard was 
originally designed to offload the execution of OpenCL C kernels to OpenCL devices 
(GPGPUs, FPGAs, MICs, etc.). A small set of changes allow upgrading this API to 
support other types of kernels and pseudo-devices that represent task-based runtime 
systems. 
The OpenCL Offload API provides a standard interface for offloading parallel kernels 
at different task-based runtime systems. In addition, this API has also been extended to 
provide a generic interface that includes the capabilities of the Resource Enforcement 
interface adapted to the existent concepts in the standard. 

In the listing of Code 2 we can see how the basic OpenCL service can be extended, 
which allows us to offload a new kernel, including new types of native kernels 
(parameter type). In the context of the INTERTWinE project we have defined two 
additional new kernel types for our target task-based runtime systems: 

• CL_EXEC_NATIVE_KERNEL 

• CL_EXEC_NATIVE_KERNEL_OMPSS 
• CL_EXEC_NATIVE_KERNEL_STARPU 

void nanos_spawn_function( 

        void (*function)(void *), 

        void *args, 

        void (*completion_callback)(void *), 

        void *completion_args, 

        char const *label, 

        cpu_set_t *cpu_mask 

); 

Code 1: Definition of the OmpSs Native Offload and Resource Enforcement APIs. 
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In OpenCL the Resource Enforcement is guaranteed by the standard mechanism of 
sub-devices. Code 3 shows the standard OpenCL service for this purpose. It specifies 
how an OpenCL device (in_device) needs to be partitioned according to certain 

properties (described in OpenCL manual). Among others, we can use the partition by 
counts policy, where we can choose the number of compute units assigned to each 
sub-device. The resulting devices will be returned in the out_devices array. The user 

must specify the number of maximum devices that can be returned (num_devices) and 

the service will return the actual number of devices created (num_devices_ret). 

The OpenCL interface is convenient, but optional, since application developers or 
support library implementers can always directly use the Native Offload with the 
Resource Enforcement APIs to launch their kernel executions. 

3.1.2 Recommendations 

Implementers of specialized support libraries must develop their components in such a 
way that their subprogram implementation uses the offload APIs mentioned above. 
When invoking their kernels using the offload mechanism, they should also consider 
the initial assignment of computational resources (i.e. the Resource Enforcement 
extension) so they can bind their own logical threads on top of a CPU mask. The 
OpenCL-based offload mechanism is not a mandatory requirement but will make 
runtime libraries offering this type of compatibility more portable. 

Additionally, specialized libraries should provide a set of calls that allow application 
developers to dynamically adjust the amount of resources they need for the execution 
of the subprograms, as an example: 

void blas_set_cpu_mask(<parameters>); 

 

Alternatively they can include in the kernel/service call a set of parameters that indicate 
the use the instance should make of the resources, for example: 

void blas_dgemm (<parameters>, cpu_mask_t cpu_mask); 

 

cl_int clEnqueueNativeKernelWithType( 

      cl_command_queue command_queue, 

      void (CL_CALLBACK* function)(void *), 

      void *args, 

      size_t cb_args, 

      cl_uint num_mem_objects, 

      const cl_mem *mem_list, 

      const void **args_mem_loc, 

      cl_native_kernel_type type, 

      cl_uint num_events_in_wait_list, 

      const cl_event *event_wait_list, 

      cl_event *event 

); 

Code 2: Definition of the OpenCL Offload API. 

cl_int clCreateSubDevices ( 

cl_device_id  in_device , 

  const cl_device_partition_property  *properties , 

  cl_uint  num_devices , 

  cl_device_id  *out_devices , 

  cl_uint  *num_devices_ret 

); 

Code 3: OpenCL Resource Enforcement API leverages the standard OpenCL sub-devices 
interface. 
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These calls allow the application developer himself to allocate the hardware resources 
that should be reserved initially for the execution of the subprograms. Calling the 
corresponding Resource Enforcement services of the Task Based Runtime System 
and which are directly related to the over- and under-subscription. 

In summary, the use of the Offload and Resource Enforcement APIs will avoid over-
subscription problems because the threads executing in the main program will not be 
the same as the ones executing the specialized parallel library (due to the offload) and 
neither will the CPUs in which these threads execute be the same across them (due to 
the resource enforcement). 

In Figure 7, we show a sequential application that calls the dgemm function from the 
PLASMA library. The functionality of the dgemm function is implemented with a parallel 
OmpSs kernel, which is invoked by the PLASMA library using the Native Offload API. 
The call to dgemm is synchronous, so both the sub-process and the underlying CPU 
executing it are blocked until parallel kernel execution is complete. This problem is 
resolved when the native and RE download API is used in conjunction with the Task 
Pause / Resume API described in Section 3.3. 

 

Figure 7: Sequential application running on the CPU 1 calls the dgemm function 
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Figure 8: Parallel application running on the CPU 0 and 1 calls the dgemm and dpotrf functions. 

 

Figure 8 shows how a parallel application can offload two parallel kernels and avoid 
over-subscription problems by specifying a disjoint CPU sets for the main application 
(CPU 0 and 1), the PLASMA library (CPUS 2 and 3) and the MKL library (CPUs 4 and 
5). 

Code 4 illustrates the use of the OmpSs native offloading and Resource Enforcement 
APIs. As previously mentioned, the nanos_spawn_function function is asynchronous, 

but it can be easily converted to a synchronous call using a POSIX condition variable 
and the available support for completion callbacks. First, we need to define the type of 
conditional variable that will be used by the calling thread to wait until the offloaded 
kernel is completed, in the example we decide to use a pthread_mutex_t mechanism. 
Then we define the callback function that will be passed to the nanos_spawn_function 
function and will signal the conditional variable once the execution of the kernel is 
completed. The fibonacci_offload function defines the wrapping function that will offload 
the computation of the Fibonacci number using two instances of one OmpSs kernel. 
Within the function we first define the parameters that will be passed to the two 
offloaded kernels. Then, cpu_set_t defines the CPUs that will be used by the first and 
second kernels offloaded respectively, using the Linux standard CPU_ZERO and 

CPU_CLR macros to modify the CPU masks. Right after this comes the offloading of 

both kernels with the necessary code to wait until both kernels are completed. Finally, 
the fibonacci_offload function calculates the nth Fibonacci number using the two partial 
results computed by the two offloaded OmpSs kernels. 

The Fibonacci example in Code 4 was based on the specific native offload API 
implemented in Nanos6, which is different from that provided by StarPU, although both 
are functionally equivalent. The example in Code 5 shows an equivalent 
implementation of the previous Fibonacci example using our extended implementation 
of OpenCL. The offloading and resource enforcement extensions have been developed 
on top of the Portable Computing Language (POCL) open-source implementation of 
OpenCL (available at:  http://portablecl.org). This OpenCL library has also been 
extended to execute not only native functions and OpenCL kernels but also OmpSs 
and StarPU kernels. In fact, the previous OmpSs kernel (see Code 5) used to calculate 
the nth Fibonacci number is reused without any change in this example. This example 
also uses a StarPU kernel that calculates the nth Fibonacci number. This example 
follows the usual steps required to offload an OpenCL kernel: select the execution 
device, split it into two sub-devices, run one instance of the Fibonacci OmpSs kernel in 
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one sub-device and one instance of the Fibonacci StarPU kernel on the other sub-
device, and finally wait for the result. Internally, the OpenCL driver calls the 
nanos_spawn_function described in the previous code to execute the OmpSs kernel 

and an equivalent function provided by the StarPU runtime to execute the StarPU 
kernel.   

Our extensions to OpenCL unify the native interfaces provided by the different 
runtimes. This makes the OpenCL layer more attractive to library developers because 
they can easily target different runtimes with very few modifications or even mix these 
runtimes as shown in the previous example, easily supporting heterogeneous 
environments. 

The blocking commands of the OpenCL API such as clFinish() that blocks the 

execution of the calling thread have also been modified to call the Task Pause/Resume 
API to avoid under-subscription issues. 
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struct nanos6_cond_var { 

       pthread_mutex_t mutex; 

       pthread_cond_t cond; 

       int signaled; 

}; 

 

void nanos6_wait_callback(void *args) { 

        struct nanos6_cond_var *cond_var = (struct nanos6_cond_var *)args; 

        pthread_mutex_lock(&cond_var->mutex); 

        cond_var->signaled = 1; 

        pthread_cond_signal(&cond_var->cond); 

        pthread_mutex_unlock(&cond_var->mutex); 

} 

 

int fibonacci_offload(int n) { 

        struct nanos6_cond_var cond_var1 = {PTHREAD_MUTEX_INITIALIZER, 

                                            PTHREAD_COND_INITIALIZER, 0}; 

 

        struct fib_args args1; 

        args1.n = n - 1; 

        args1.res = -1; 

 

        cpu_set_t cpu_mask1; 

        CPU_ZERO(&cpu_mask1); 

        sched_getaffinity(0, sizeof(cpu_mask1), &cpu_mask1); 

        CPU_CLR(0, &cpu_mask1); 

        CPU_CLR(1, &cpu_mask1); 

        CPU_CLR(2, &cpu_mask1); 

        CPU_CLR(3, &cpu_mask1); 

 

        struct nanos6_cond_var cond_var2 = {PTHREAD_MUTEX_INITIALIZER, 

                                            PTHREAD_COND_INITIALIZER, 0}; 

 

        struct fib_args args2; 

        args2.n = n - 2; 

        args2.res = -1; 

 

        cpu_set_t cpu_mask2; 

        CPU_ZERO(&cpu_mask2); 

        sched_getaffinity(0, sizeof(cpu_mask2), &cpu_mask2); 

        CPU_CLR(4, &cpu_mask2); 

        CPU_CLR(5, &cpu_mask2); 

        CPU_CLR(6, &cpu_mask2); 

        CPU_CLR(7, &cpu_mask2); 

 

        // fibonacci_kernel is a function parallelised with OmpSs 

        // that calculates the nth Fibonacci number 

        nanos_spawn_function(&fibonacci_kernel, &args1, &nanos6_wait_callback, 

                             &cond_var1, "offload", &cpu_mask1); 

        nanos_spawn_function(&fibonacci_kernel, &args2, &nanos6_wait_callback, 

                             &cond_var2, "offload", &cpu_mask2); 

         

        pthread_mutex_lock(&cond_var1.mutex); 

        while (cond_var1.signaled == 0) { 

                pthread_cond_wait(&cond_var1.cond, &cond_var1.mutex); 

        } 

        pthread_mutex_unlock(&cond_var1.mutex); 

         

        pthread_mutex_lock(&cond_var2.mutex); 

        while (cond_var2.signaled == 0) { 

                pthread_cond_wait(&cond_var2.cond, &cond_var2.mutex); 

        } 

        pthread_mutex_unlock(&cond_var2.mutex); 

         

        return args1.res + args2.res; 

} 

Code 4: Fibonacci using of the OmpSs native offloading and Enforcement API 
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3.1.3 Standardization and roadmap 

The Native Offload and Resource Enforcement APIs have been implemented by the 
OmpSs and StarPU runtimes and they have shown great flexibility in adapting the 
different use cases that have been presented throughout the project. Having defined 
the interface, one of the first steps taken was to present it to the OpenMP community, 
to receive feedback about the possible implementation problems that could be derived 
from these mechanisms. In February 2017, a preliminary draft of document D4.3 
"Definition of Resource Manager API and report on reference implementation" [3] was 
presented to the OpenMP language committee, which describes the purpose and 
proposed model together with the current status of the reference implementations. This 

int fibonacci_offload(int n) { 

    cl_platform_id platform_id; 

    clGetPlatformIDs(1, &platform_id, NULL); 

    cl_device_id device_id; 

    clGetDeviceIDs(platform_id, CL_DEVICE_TYPE_ALL, 1, &device_id, NULL); 

 

    cl_device_partition_property props[3]; 

    props[0] = CL_DEVICE_PARTITION_EQUALLY; 

    props[1] = 4; 

    props[2] = 0; 

 

    cl_device_id subdevice_id[2]; 

    cl_uint num_entries = 2; 

 

    clCreateSubDevices(global_dev, props, num_entries, subdevice_id, NULL); 

 

    cl_context ctx1 = clCreateContext(0, 1, &subdevice_id[0], 

                                      NULL, NULL, NULL); 

    cl_command_queue queue1 = clCreateCommandQueueWithProperties(ctx1, 

                                           subdevice_id[0], 0, NULL); 

    cl_context ctx2 = clCreateContext(0, 1, &subdevice_id[1], 

                                      NULL, NULL, NULL); 

    cl_command_queue queue2 = clCreateCommandQueueWithProperties(ctx2, 

                                                subdevice_id[1], 0, NULL); 

         

    int mem_res1; 

    struct fib_args args1; 

    args1.n = n - 1; 

    args1.res = &mem_res1; 

         

    int mem_res2; 

    struct fib_args args2; 

    args2.n = n - 2; 

    args2.res = &mem_res2; 

         

    clEnqueueNativeKernelWithType(queue1, &fibonacci_kernel_ompss, &args1, 

                    sizeof(args1), 0, NULL, NULL, 

                    CL_NATIVE_KERNEL_OMPSS, 0, NULL, NULL); 

    clEnqueueNativeKernelWithType(queue2, &fibonacci_kernel_starpu, &args2, 

                    sizeof(args2), 0, NULL, NULL, 

                    CL_NATIVE_KERNEL_STARPU, 0, NULL, NULL); 

    clFinish(queue1); 

    clFinish(queue2); 

         

    clReleaseCommandQueue(queue1); 

    clReleaseCommandQueue(queue2); 

    clReleaseContext(ctx1); 

    clReleaseContext(ctx2); 

         

    return mem_res1 + mem_res2; 

} 

Code 5: Fibonacci using of the OpenCL offloading and the Resource Enforcement API 
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proposal included the offload mechanisms (both native and OpenCL) and the extension 
of Resource Enforcement. 

The community was quite reluctant to incorporate this type of mechanism that allows 
interaction with other implementations also based on tasks. The argument against the 
incorporation of this type of service was based on the fact that the main developers 
already had interoperability between their own tool-chain of products (e.g. Intel 
OpenMP Compiler together with MKL, which already has a version based on 
OpenMP). 

Being one of the more controversial APIs of the Resource Manager, it was decided to 
focus attention on the rest of the proposals since the standards bodies expect more 
results that can be compared and publications that can endorse them. 

The proposal has been parked, but a follow-up of it is recommended once the rest of 
the proposals have been evaluated. The current implementations of the task-based 
runtime systems (OmpSs and StarPU) and the specialized libraries (LASs and 
Chameleon) that have been part of the proof of concept carried out in the context of 
INTERTWinE remain as reference implementations that can be used in the future. In 
the medium term, other task-based runtime systems and specialized libraries can also 
benefit from this mechanism, considering the use of a well-defined standard such as 
the OpenCL case and the use of sub-devices. 

3.2 Dynamic Resource Sharing (DRS) 

Runtime systems based on tasks should be aware of other components that run within 
the same process that consume hardware resources. The main problems that can be 
solved following these recommendations would be over- and under-subscription of the 
underlying resources. 

Once the resources have been established during the initialization of the library, 
multiple runtimes may want to share them according to their actual use. Sometimes the 
programmer misestimates the resources required to execute a parallel kernel, resulting 
in over- or under-subscription. In other cases, the execution of the kernel makes 
variable use of resources over time (e.g., sequential codes in one phase combined with 
highly-parallel codes in other phases). Dynamic Resource Sharing allows task-based 
runtime systems to: 

• Lend owned resources when they are unused. 

• Borrow non-owned resources when their owners are not using them. 

Figure 9 shows the state diagram used to determine the state transitions according 
with the Dynamic Resource Sharing calls produced internally in the task-based runtime 
system. 

 

Figure 9: State diagrams for owned / non-owned compute units. 

Simply having an interface which allows establishing the regions in the program 
execution in which one of the software sub-components require or can lend its own 
hardware resources is not enough to guarantee the proper balance of CPUs. We will 
also need another entity to make decisions about which resources can pass from one 
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sub-component to another. It is also necessary to design adaptable policies that allow 
programmers to adapt these decisions to different situations or scenarios. This is 
where the hardware resource referee comes into play. 

A first approach to the decision making of the resource referee can be done 
immediately according to the API calls of DRS. This means that, whenever there is a 
match between a lend from one of the components and an acquire from the other, the 
assignment of that resource will temporarily change immediately (i.e. lend/acquire 
matching policy). Calling the reclaim service on a given CPU will inform the other 
component that the recovery of the CPU has been started, being its responsibility to 
release it as soon as it arrives at the next control point. The main advantage of this 
approach is that no extra software is required, as this policy could be internally 
implemented as the default behavior for any Task-Based Runtime System. On the 
other hand, this policy is too simple and does not allow for taking smarter decisions. 

For the proofs of concept presented in the INTERTWinE project, the API also been 
integrated with the Dynamic Load Balancing library (DLB) [26]. This software aims to 
optimise the performance of hybrid or multi-runtime applications without previous 
analysis or modifying the user’s code. 

DLB improves the load balance of the outer level of parallelism by redistributing the 
computational resources at the inner level of parallelism. This readjustment of 
resources is done dynamically at runtime to react to different sources of imbalance: 
algorithm, data, hardware architecture, and resource availability among others. The 
library redistributes the computational resource at runtime depending on the 
instantaneous demand that improves the performance in different situations (hybrid 
MPI+X applications or single process multi-runtime scenarios, although for the purpose 
of the Dynamic Resource Sharing we will focus on the single process scenario). 

The multi-runtime integration is done through the DRS API. To this end it leverages the 
concept of Sub Process ID (SPD) where each Task-Based Runtime System is 
assigned an SPD and treated as an independent process from the point of view of DLB 
and the resources it has assigned. 

DLB is organized in modules; each module can be activated independently of the 
others. The main one is LeWI (Lend When Idle). The current policy implemented is 
based on the idea of releasing the resources when not using them. We consider the 
minimum computational unit to be a core, where core can have only one owner. 

An SPD can lend a core of its own when not using it to the system: the core will now be 
in a lent state. When another SPD, in the same node, has more parallel work to 
execute than resources available, it can ask to borrow a core from the system. If there 
is a lent core it will be borrowed by the SPD asking for resources and change to the 
borrowed state. 

When the owner of a core needs more computational resources it can reclaim its lent 
cores. If the core is idle it will recover it immediately; if the core is borrowed, the 
borrowing SPD will be notified that the core is now in a claimed state and it will release 
it as soon as possible. 

3.2.1 API description 

The Dynamic Resource Sharing API is composed by all the services shown in Code 6. 
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The set_drs_enable and set_drs_disable functions are used to enable/disable 

Dynamic Resource Sharing. When disabling the DRS, the software component will 
recover the original status of its resources (ownership), and subsequent DRS calls will 
be ignored. Enable will only occur if the library has been previously disabled. 
Subsequent DRS calls will be attended again. 

The set_max_parallelism function sets, through the parameter max, the maximum 

number of resources to be acquired by the calling software component. 

The callback_set and callback_get functions set (register) or get (look up) a 

callback. The parameter which specifies the type of callback, and the parameter 
callback is the callback function. 

The lend_* functions lend CPUs to other software components that may require them. 

The first service will lend all available CPUs; the second one will lend a specific CPU 
(identified by cpuid); the third one will lend a specific number of CPUs without 
specifying which ones; and the fourth service will lend the set of CPUs determined by 
the mask parameter. 

The reclaim_* functions reclaim CPUs already lent by the current software 

component. The first service will reclaim all lent CPUs; the second one will reclaim a 
specific CPU (determined by cpuid); the third one will reclaim a given number of CPUs; 
and the last one will reclaim a set of CPUs determined by the parameter mask. 

The acquire_* functions acquire CPUs from other software components, if available. 

The first service will try to acquire all possible CPUs from other software components; 
the second one will try to acquire a specific CPU determined by cpuid; the third one will 
try to acquire a given number of CPUs; and the last one will try to acquire a set of 
CPUs determined by the parameter mask. 

The return_all and return_cpu functions inquire if it is necessary to return CPUs 

acquired from other software components. The first service asks if it is necessary to 
return all the CPUs acquired; and the second one asks if it is necessary to return a 
specific CPU determined by the cpuid. 

The return values for drs_ret_t are: 

• DRS_SUCCESS, if the corresponding service has succeeded. 

drs_ret_t set_drs_enable (drs_desc_t *spd); 

drs_ret_t set_drs_disable (drs_desc_t *spd); 

drs_ret_t set_max_parallelism (drs_desc_t *spd, int max); 

drs_ret_t callback_set (drs_desc_t *spd, drs_cbs_t which, drs_cb_t 

callback); 

drs_ret_t callback_get (drs_desc_t *spd, drs_cbs_t which, drs_cb_t 

*callback); 

drs_ret_t lend (drs_desc_t *spd); 

drs_ret_t lend_cpu (drs_desc_t *spd, int cpuid); 

drs_ret_t lend_cpus (drs_desc_t *spd, int ncpus); 

drs_ret_t lend_cpu_mask (drs_desc_t *spd, const cpu_set_t *mask); 

drs_ret_t reclaim (drs_desc_t *spd); 

drs_ret_t reclaim_cpu (drs_desc_t *spd, int cpuid); 

drs_ret_t reclaim_cpus (drs_desc_t *spd, int ncpus); 

drs_ret_t reclaim_cpu_mask (drs_desc_t *spd, const cpu_set_t *mask); 

drs_ret_t acquire (drs_desc_t *spd); 

drs_ret_t acquire_cpu (drs_desc_t *spd, int cpuid); 

drs_ret_t acquire_cpus (drs_desc_t *spd, int ncpus); 

drs_ret_t acquire_cpu_mask (drs_desc_t *spd, const cpu_set_t *mask); 

drs_ret_t return_all (drs_desc_t *spd); 

drs_ret_t return_cpu (drs_desc_t *spd, int cpuid); 

Code 6: Dynamic Resource Sharing API. 
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• DRS_DISBLD, if the DRS module is disabled and the service has been 

ignored. 

• DRS_PERM if the operation cannot be executed on the specified resource. 

• DRS_NOTED if the petition cannot be immediately fulfilled. 

• DRS_REQST if there are too many requests for these resources. 

The callback types for drs_callbacks_t are: 

• drs_callback_set_num_threads sets the number of threads. 

• drs_callback_set_active_mask sets an active mask of CPUs. 

• drs_callback_add_active_mask adds a CPU mask to the current CPU 

mask. 

• drs_callback_enable_cpu enables a CPU. 

• drs_callback_disable_cpu disables a CPU. 

Besides sharing general purpose CPU cores, the DRS API also supports sharing 
specialized devices such as accelerators or graphical processing units (GPUs) 
between multiple runtime systems (see Code 7). The device part of the DRS API 
supplies routines to query the number of available computing resources by type 
(OpenCL-capable device, NVidia CUDA GPU, multi-core accelerator such as an Intel 
Xeon phi KNC discrete board), and to manage and alter the ownership of such devices 
between multiple runtime systems, to match the evolving requirements of software 
elements (application core part, libraries’ kernels) over the application lifetime. Devices 
can therefore be lent by a runtime to another runtime, and subsequently reclaimed 
again dynamically, just like CPUs. The get_device_type_id and 

get_device_type_name routines are used to convert device type integer ids and type 

names into each other, respectively. Currently supported type names are cuda (NVidia 

CUDA devices), opencl (OpenCL compliant devices) and “mic” (designating KNC-like 

Xeon Phi devices). The special cpu device name designates a regular CPU core and is 

available for convenience purpose to be able to use the same set of routines for CPUs 
and accelerator devices if desired. The get_nb_devices_by_type routine allows to 

query the number of devices of the given type available for computation. The lend_*, 

reclaim_*, acquire_* and return_* plays the same role for devices as their 

counterpart in the CPU section of the DRS API. The *_mask routines allow to select 

devices from their driving worker thread cores on the CPU, if applicable for the selected 

drs_ret_t set_drs_enable (drs_desc_t *spd); 

drs_ret_t set_drs_disable (drs_desc_t *spd); 

drs_ret_t set_max_parallelism (drs_desc_t *spd, int max); 

drs_ret_t callback_set (drs_desc_t *spd, drs_cbs_t which, drs_cb_t 

callback); 

drs_ret_t callback_get (drs_desc_t *spd, drs_cbs_t which, drs_cb_t 

*callback); 

drs_ret_t lend (drs_desc_t *spd); 

drs_ret_t lend_cpu (drs_desc_t *spd, int cpuid); 

drs_ret_t lend_cpus (drs_desc_t *spd, int ncpus); 

drs_ret_t lend_cpu_mask (drs_desc_t *spd, const cpu_set_t *mask); 

drs_ret_t reclaim (drs_desc_t *spd); 

drs_ret_t reclaim_cpu (drs_desc_t *spd, int cpuid); 

drs_ret_t reclaim_cpus (drs_desc_t *spd, int ncpus); 

drs_ret_t reclaim_cpu_mask (drs_desc_t *spd, const cpu_set_t *mask); 

drs_ret_t acquire (drs_desc_t *spd); 

drs_ret_t acquire_cpu (drs_desc_t *spd, int cpuid); 

drs_ret_t acquire_cpus (drs_desc_t *spd, int ncpus); 

drs_ret_t acquire_cpu_mask (drs_desc_t *spd, const cpu_set_t *mask); 

drs_ret_t return_all (drs_desc_t *spd); 

drs_ret_t return_cpu (drs_desc_t *spd, int cpuid); 

Code 7: Dynamic Resource Sharing API for devices. 
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task-based runtime system (this is the case for StarPU, for instance), to be able to 
temporarily free them to leave room for other runtime systems. 

3.2.2 Recommendations 

This API is internally implemented in the task-based runtime systems and cooperates 
with an external Resource Manager Policy. In our reference implementation we have 
used DLB as the initial model. In this section we briefly present a sketch of the desired 
behavior of this policy. It will define a set of decisions taken when one of the software 
components provides information about its usage of resources. It may happen that: 

• A software component informs that it is not using certain CPUs at this 
moment and will stop its logical components running on top of them (usually 
threads). 

• A software component informs that it is creating enough parallelism to 
consume more CPUs than initially assigned. 

The way the Resource Manager policy connects these acquire/lend services may vary 
from one implementation to another. The performance analysis of these 
implementations will be the object of the study during the rest of the project. Here we 
present some basic considerations: 

• When a software element has released a set of CPUs, these CPUs will 
become candidates to be used by a different software element. 

• The Resource Manager policy will consider the memory hierarchy (i.e. 
NUMA-aware) when yielding CPUs to a software component. 

• Software components that have yielded a given CPU(s) will have preference 
to recover them. The Resource Manager will inform the software component 
which is currently using these CPUs to disable them immediately. 

3.2.3 Standardization and roadmap  

The standardization of the Dynamic Resource Sharing interface in the context of the 
task-based programming models does not affect the specification itself as much as 
their different implementations. This means that this interface has been designed to be 
used internally in the communication between the different task-based runtime systems 
that allow coordinating the access to resources. 

The implementations of OmpSs-2 (Nanos6) and StarPU used in the INTERTWinE 
project already implement this internal interface, and together with the internal 
lend/acquire matching policy and the DLB library with its own policies are parts of the 
reference implementation of this interface. 

A possible candidate to integrate the DRS interface is the OpenMP standard. The first 
attempts to integrate the DRS API within it indicate a predisposition of the community 
to address these kinds of issues, although initially the interest was focused on the 
different parallel regions of the same application (i.e. pragma omp parallel) and not 

between different runtimes coexisting in the same process. The standard’s position 
was similar to the Offload and Resource Enforcement interfaces. OpenMP compiler’s 
developers rely on their own tool-chain as a paradigm to offer solutions to HPC 
applications, rather than in interoperation with other programming models. Anyway, it 
seems that no hardware resource lend/acquire mechanism has been implemented 
and/or defined among nested parallel regions. 

More results should be obtained in this regard and presented again to the community in 
order to obtain more feedback and define a future line of action. One of the points that 
could also be explored in the future is when hybrid applications involve multiple 
runtimes (e.g. MPI + OmpSs + Chameleon/StarPU). 

Regarding Dynamic Load Balancing the main goal is to explore different possibilities to 
include support in the job schedulers (e.g. SLURM) for hybrid applications to 
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communicate with the application. That will enable management of resource ownership 
at process level, adapting resource usage according to the current work progression at 
this level. Changing the process ownership will impact within the internal multi-
runtime’s ownership, which will require extensions to the Resource Enforcement 
interface. 

3.3 Task Pause/Resume 

For convenience and usability reasons, most libraries provide a synchronous interface. 
Using a library with a synchronous interface from inside a task is perfectly fine for 
sequential libraries, but for parallel libraries, communication libraries or, in general, any 
library that can block the execution of the calling thread, this can lead to CPU under-
utilization scenarios and even dead-locks on the application. To cope with this 
situation, we have designed a Task Pause/Resume API, and we have implemented it 
in the OmpSs-2 and StarPU runtimes. 

3.3.1 API description 

The Task Pause/Resume API is a simple, generic and low-level API that is designed to 
inform task-based runtime systems that a task is going to be paused due to call to a 
blocking operation, and later, once the blocking operation has been completed, the 
paused task can be resumed. This situation usually occurs when a task calls a 
synchronous function that blocks until that operation has completed. For instance, if a 
task calls MPI_Recv and the data is not ready yet, the thread that is executing the task, 

as well as the CPU that is running that thread, will block until the data is received by 
the MPI library. Another example is the execution of a parallel kernel using the native 
offloading and RE API described in the previous section. So far, when a task calls a 
parallel kernel that is executed on another set of CPUs, the task is blocked until the 
execution of the parallel kernel completes. Not only is the task blocked, but also the 
thread/CPU that is running it. The information provided by the Task Pause/Resume API 
can be used by the task-based runtime system to pause the execution of the current 
task and execute another task instead, avoiding the waste of the CPU that is executing 
that task. 

Code 8 describes the three functions provided by the Task Pause/Resume API. The 
first one is the nanos_get_current_blocking_context(). This function returns a 

void pointer that is an opaque identifier of the current task. The result is NULL if we call 
the function from a code that is not running on the context of any task. The second 
function is nanos_block_current_task(void *blocking_context). This function is 

used to inform the runtime that the task identified by the blocking_context parameter 

(previously obtained by the first call) is going to be paused. This function will block the 
execution flow of the current task and will pass the control of the CPU to the runtime 
system, which will be able to execute another task on that CPU. The paused task will 
not be resumed until another thread calls the third function: 
nanos_unblock_task(void *blocking_context). At this point, the task that was 

paused will be put on the runtime ready queue and will be executed as soon as there is 
a CPU available to run it.    

3.3.2 Recommendations 

This interface will be generally used by a message passing libraries or other 
specialized support library implementing synchronous services that can be executed in 
the context of a task. Recommendations in this section are targeting these kinds of 
programmers.  

void *nanos_get_current_blocking_context(); 

void nanos_block_current_task(void *blocking_context); 

void nanos_unblock_task(void *blocking_context); 

Code 8: OmpSs definition of the Task Pause/Resume API. 
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Code 9 shows how this API can be used to implement a task-aware version of the 
synchronous MPI_recv operation. After launching the asynchronous version of the 

receive operation, the first action is to check if the operation has immediately 
completed. In such a case, the function returns without blocking the task, as the 
receive operation has been already completed. Otherwise, a ticket object is created 
and filled with the information about the ongoing MPI operation and the current task. 
The ticket is then registered within the task-based runtime system and the task is 
paused. Once the MPI library completes this operation, it will be also responsible for 
unblocking the corresponding task by calling the unblock_task service. 

This service can be implemented in an intermediate MPI interoperability library using 
the standard MPI interception techniques. These mechanisms allow us to transparently 
intercept all the MPI calls done by an application without the need to have a modified 
MPI library. In this case, a polling service will be also needed to wake up the 
corresponding task. This technique has been used to implement the TAMPI library, see   
Section 7.1 for further details. 

3.3.3 Standardization and roadmap 

The implementation of this interface has been successfully carried out in OmpSs-2 
(Nanos6). We based our main use cases on the blocking calls of MPI. Different 
alternatives have been presented to satisfy these MPI requests: one using an 
interoperability library to intercept the MPI blocking calls, another by directly modifying 
the MPICH library code in order to release the blocked tasks according with the 
completion of the corresponding send or receive operation. The set of these 
implementations can be considered as the reference implementation of the pause / 
resume mechanism. The results obtained show a substantial performance 
improvement in our set of benchmarks. A publication has been already submitted to the 
EuroMPI 2018 Conference. 

We presented this work to the OpenMP language committee under the use case of 
taskifying MPI communication services in an OpenMP program. The Pause/Resume 
interface works with a routine-only approach, requiring no new pragmas/constructs. 
The work showed multiple ways to use the new API calls, including a scheme of doing 
polling, using an additional interoperability library to capture MPI blocking calls, or 
using a modified version of the MPICH library to notify the send/recv completion, and a 
different version based on programming using callbacks embedded in the MPI services 

int MPI_Recv(void *buf, int count, MPI_Datatype datatype, int source, int tag, 

              MPI_Comm comm, MPI_Status *status) { 

     int err; 

 

     MPI_Request request; 

     err = MPI_Irecv(buf, count, datatype, source, tag, comm, &request); 

 

     int completed = 0; 

     MPI_Test(&request, &completed, status); 

  

     if (!completed) { 

         Ticket ticket; 

         ticket._request = &request; 

         ticket._status = status; 

         ticket._waiter = get_current_blocking_context(); 

         _pendingTickets.add(ticket); 

  

         block_current_task(ticket._waiter); 

     }    

  

     return err; 

 } 

Code 9: Pseudo-code of the implementation of the MPI_recv operation within an MPI library. 
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(this last version has no reference implementation but conceptually could be 
implemented). A CUDA program was also presented using this callback mechanism to 
transfer memory from/to the host to/from the device (callback is already supported by 
CUDA programming). 

The OpenMP language committee show some concerns about how the task pause and 
resume service could be implemented by the current commercial runtimes, as the 
ability to pause and resume threads adds a significant complexity in the design and 
implementation of the runtime system. Moreover, OpenMP was already investigating 
another approach based on external events (see following section) that can be used to 
more efficiently support a subset of the use-cases supported by the pause-resume API.  

In addition, it has been also started the discussion with the MPI community to propose 
the support of the MPI_TASK_MULTIPLE level. A ticket has been created and involved 

members of the project are following discussion although at the present we have no 
feedback from the community. 

3.4 Task completion at external events 

This API has been developed as a result of the feedback received by the OpenMP 
community and the concerns expressed by some vendors’ implementers about 
blocking the current execution of the task. In this approach, synchronous 
communication primitives are not supported, only the asynchronous one. A task can 
execute asynchronous communication primitives that will not block the current task but 
the task finalization (i.e. when the dependencies of the task are released) will be 
delayed until the in-flight MPI operation completes.  

In the OpenMP language committee this proposal is based on defining the concept of a 
detached task. Detached tasks are marked by means of a new clause: the detach 

clause. If no detach clause is present on a task construct the generated task is 
completed when the execution of its associated structured block is completed. If a 
detach clause is present on a task construct the task is completed when the execution 
of its associated structured block is completed, and the detach-event is fulfilled. In any 
case, the task data environment is destroyed at the end of the associated structured 
block. 

A new type is defined: omp_event_t. This new type will play the role of the event 

handler. A new variable of this type is defined, and it is initialized when passed as the 
parameter of the detach clause. The event and task are associated at that time. 

The handler can be used by the omp_fulfill_event which will completely finalize the 

task it was related to. Then, all dependences or task finalization notifications will be 
complete. The omp_fulfill_event routine fulfills and destroys the OpenMP event 

passed as a parameter. 

3.4.1 API description 

There are two main differences with respect to the OpenMP detachable tasks. The first 
one is that we do not define nor require a new runtime specific type to represent the 
event. All the operations are done within the context of the task, and we can use a 
getter to obtain the event (or in our case, event counter). The second difference is that 
our proposal accepts many increases/decreases of this specific counter and allows a 
single event to wait for more than one asynchronous external event. 

The External Event Counters API is composed by all the services shown in Code 10. 
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The function nanos_get_current_event_counter returns the associated event 

counter (event_counter) associated with the current task. 

The function nanos_increase_current_task_event_counter atomically increases 

the counter of events of a task. It receives as parameters the handler of the event 
counter (event_counter) and the value to be added (value). As a restriction, this 

value must be positive or zero. 

The function nanos_decrease_task_event_counter atomically decreases the 

counter of events of a task. It receives as parameters the handler of the event counter 
(event_counter) and the value to be subtracted (value). As a restriction, and similarly 

with the increase counterpart, this value must be positive or zero. If the number of 
events becomes zero it releases the dependencies and notifies the parent task about 
the associated task finalization. 

Thus, the External Events API modifies the semantics and the life cycle of a task. 
Figure 10 shows the complete diagram of states for a task. The main change is that 
task finalization is divided in to two different phases (or sub-states). A task is 
completed when the code of the task is already executed. When a task is completed 
its data environment is destroyed. A task is finished when the task is completed and 
the associated event counter reaches zero. When a task is finished all its dependences 
are released and, in addition, its parent task receives the notification (captured by any 
potential taskwait executed in its context).  

 
 

Figure 10: Life cycle of a task when considering the External Event Counter API. Interaction 
with other components within the task-based runtime system. 

3.4.2 Recommendations 

As described in the previous section, the counter of events of a task is used to record 
the pending external events related to the task. The registration of new events is 
performed by calling the nanos_event_counter_increase routine passing the handle 

of the task and the number of events to be registered. 

Unregistering events (due to their completion) can be done by calling the 
nanos_event_counter_decrease routine passing the handler of the task and the 

number of events to be unregistered. In case the counter becomes zero and the task 
has already completed, its dependencies are released. 

void *nanos_get_current_event_counter(void); 

void nanos_increase_current_task_event_counter(void *event_counter, 

                                               int increment); 

void nanos_decrease_task_event_counter(void *event_counter, 

                                       int decrement); 

Code 10: OmpSs definition of the External Event Counters API. 
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Both operations are performed atomically, since they can be called from different 
threads at the same time. 

Within our reference implementations, the counter is initialized to one because the 
dependencies cannot be released until the task completes its execution. Once the task 
completes, it decreases the counter in one unit. The resulting value is the number of 
external events that have not been unregistered yet. Once the counter becomes zero, 
the dependencies of the task can be released. 

As in the previous case this interface can be implemented directly in the message 
passing library or by relying on an interoperability library. To illustrate the 
recommendation for library implementers, Code 11 depicts the kind of services that this 
library can provide. See Section 4.1 for further details. 

The first routine binds task’s dependences with an MPI_Request element. It creates a 

ticket and adds it into the _pendingTickets map. 

The second routine is the polling service which executes periodically in a task-based 
runtime system thread. The polling mechanism chases the list of pending tickets and 
tests whether any of the in-flight operations have finished. If so, it decreases the 
counter event of the associated task. 

Finally, Code 12 illustrates how the interoperability library interface could be used by 
the main application. The code creates a task with its corresponding dependences. It 
executes an asynchronous MPI operation (in the example MPI_Irecv) and then the 
interoperability service MPI_Iwait (already shown in Code 11). 

int MPI_Iwait(MPI_Request *req, MPI_Status *status) { 

 if (Interop::isEnabled()) { 

  int completed = 0; 

  int err = MPI_Test(req, &completed, status); 

  if (!completed) { 

   Ticket ticket = new Ticket(&request, status); 

   ticket._task = nanos_get_current_task_handle(); 

   nanos_event_counter_increase(ticket._task, 1); 

   _pendingTicket.add(ticket); 

  } 

  return err; 

 } 

 return MPI_Wait(req, status); 

} 

 

void Interop::poll() { 

 for (Ticket &ticket : _pendingTickets) { 

  int completed = 0; 

  MPI_Test(ticket._request, &completed, ticket._status); 

  if (completed) { 

   _pendingTickets.remove(ticket); 

   nanos_event_counter_decrease(ticket._task, 1); 

  } 

 } 

} 

Code 11: Interoperability library using External Event Counters API. 



RECOMMENDATIONS AND ROADMAP FOR EXASCALE RUNTIMES 

38 

Once the MPI request verifies in the polling service, the library will immediately call 
nanos_event_counter_decrease, which will finalize the task, releasing its 

dependences. 

3.4.3 Standardization and roadmap 

The implementation of the API based on external events has been carried out 
successfully in OmpSs-2 (Nanos6) and the open-source Intel OpenMP runtime which 
can be considered as the reference implementation of the interface. 

Detached task event is in the process of internal language committee vote and it will be 
almost certainly included in the next release of OpenMP (i.e. OpenMP 5.0, to appear in 
November 2018). With this extension, Task-Based Runtime Systems will have External 
Event API capabilities that will allow controlling task block/unlock based on events that 
occur outside their scope, but more work is needed to push the complete 
pause/resume functionality into the standard. 

 

int main() { 

 ... 

 #pragma oss task out(recv_buffer[0;N]) 

 { 

  MPI_Request req; 

  MPI_Irecv(recv_buffer, N, ..., &req); 

  MPI_Iwait(&req, ...); 

 } 

 

 #pragma oss task inout(recv_buffer[0;N]) 

 process_buffer(recv_buffer, N); 

 ... 

} 

Code 12: Main application using the interoperability library with an asynchronous service. 
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4 Distributed Memory APIs (inter-node) 
Explicit message passing APIs such as MPI and GASPI have been designed to exploit 
distributed memory systems interconnected by a network fabric. These message 
passing interfaces provide efficient and convenient primitive operations to synchronize 
remote operations and to move data between nodes, which are provided to application 
developers in several flavours: two-sided, one-sided, synchronous or asynchronous. 
The main differences between the different options are their programmability and 
performance. On the one hand, two-sided synchronous interface is usually the easiest 
to use, on the other hand, one-sided asynchronous interface is usually the most 
efficient one by leveraging advanced network fabric features such as Remote Direct 
Memory Access (RDMA). 

Current near-term and mid-term High-Performance Computing (HPC) architecture 
trends suggest that the first generation of Exascale computing systems will consist of 
distributed memory nodes, where each node is powerful and contains a large number 
of compute cores. The proliferation of many-core systems has revealed some 
limitations of current message passing APIs to effectively exploit many-core systems, 
such as a larger memory-footprint and load imbalance issues.   

To overcome these limitations, a well-established practice in the HPC community is to 
develop hybrid applications combining APIs such as MPI and OpenMP, which are 
specialized in exploiting inter-node and intra-node parallelism, respectively. Although 
MPI and OpenMP were not originally designed to be used together, these have 
evolved to provide some interoperability support. However, this minimal support heavily 
determines how both models can be safely combined to develop hybrid applications, 
posing performance implications. In the rest of this Section we focus on 
OpenMP/OmpSs-2 and MPI but the principal points discussed are also relevant to 
other task-based programming models, such StarPU, and other message passing 
interfaces, such GASPI. 

The MPI Standard guarantees that point-to-point communications among two ranks are 
always ordered as long as these leverage the same tag and communicator. This 
means that if an MPI rank sends two messages in succession and both of them match 
the same receive operation, both will be received in the original order. However, when 
multiple threads communicate simultaneously, the operations are logically concurrent 
and hence these threads can receive them in any order. To avoid ordering problems in 
hybrid applications, in practice MPI communications are usually restricted to sequential 
parts of the application (what is known as MPI's thread funnelled mode), while most 
computations are performed in parallel. This results in a common pattern that 
interleaves parallel computation phases (fork-join) with sequential communication 
phases. This is the easiest and most common way to combine both programming 
models, but it is not free of drawbacks. 

On the one hand, it is not easy to overlap computation and communication phases; on 
the other hand, both inter-node and intra-node parallelism may be potentially hindered 
due to the strict synchronization enforced among computation phases and across 
nodes. Hybrid applications may be restructured to manually overlap computation and 
communication phases of the algorithm using asynchronous communication primitives 
and techniques such as double-buffering. However, these techniques require 
modifications of the code that, depending on the application complexity, may not even 
be feasible.  

An easy way to address these issues would be to use tasks to implement both 
computation and communication phases, relying on task dependencies to deal with 
inter-node and intra-node synchronization. However, this approach cannot be efficiently 
implemented with the current MPI and OpenMP specifications. The latest MPI standard 
provides the MPI_THREAD_MULTIPLE mode that supports the concurrent invocation of 
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MPI calls from multiple threads, but this is not sufficient to efficiently support task-
based programming models. 

The main issue is that tasks are not aware of the synchronous MPI primitives, which 
might block not only the task but also the underlying software and hardware thread that 
runs it. Even if the MPI implementation does not rely on busy-waiting to check for 
operation completion, and the hardware thread becomes idle, the task runtime has no 
means to discover that the hardware thread is available without an explicit notification 
from the MPI side. Without this notification mechanism, if the number of in-flight MPI 
operations blocked reaches the number of available hardware threads, the application 
will hang due to lack of progress. With the current specification of MPI, it is the 
responsibility of the application developer to avoid this situation. 

However, this severely limits the ability of application developers to fully benefit from 
task-based programming models. 

In the following sections we describe the Task-Aware MPI (TAMPI) library, which 
leverages the pause/resume API and External Events API presented in Sections 3.3 
and 3.4 respectively to provide task-aware communication primitives for blocking and 
non-blocking operations respectively. 

4.1 Task-Aware MPI (TAMPI) library 

We have developed TAMPI, an MPI library that can interoperate with any task-based 
runtime system that implements the pause/resume API or the External Events API. 
This library introduces a new MPI threading level called MPI_TASK_MULTIPLE that 

provides task-aware communication primitives that avoid the programmability (dead-
locks) and performance issues caused by current interoperability issues between MPI 
and task-based programming models. The TAMPI library relies on a native MPI 
implementation that supports the MPI_THREAD_MULTIPLE threading level such as 

MPICH or OpenMPI to implement the original MPI communication primitives. 

The fundamental difference between task-aware and normal MPI synchronous 
communication primitives is the ability of the task-aware primitives to notify the task 
runtime that a task can be paused if an MPI operation is going to block and, at some 
later point, notify the task runtime that the task can be resumed when the MPI 
operation completes. For MPI asynchronous communication primitives TAMPI 
introduce a new family of functions (TAMPI_Iwait and TAMPI_Iwaitall) to bind the 

completion of some asynchronous MPI operations with the release of dependencies of 
a specific task.  

In the following subsections we describe in detail the semantics and implementation of 
the task-aware primitives in TAMPI. 

4.1.1 Support of task-aware synchronous communication primitives 

Code 13 shows two functions from a hybrid MPI + OmpSs implementation of the 
Gauss-Seidel benchmark used to exchange a row in the Gauss-Seidel algorithm. The 
exchange of the rows is done by blocks and each block is exchanged by a task. Both 
functions use tasks to send and receive blocks that are part of a halo exchange 
between two MPI ranks. The main point of this example is that MPI primitives (in this 
case synchronous MPI_Send and MPI_Recv functions) are used inside tasks to send 

and receive blocks as soon as possible. Although this example only shows one MPI 
call inside each task, nothing prevents the user from making several calls to MPI and 
interleaving these calls with any arbitrary code inside the task, including code that 
might depend on the data being sent or received by the MPI primitives called inside the 
task. 
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Code 13: Pseudo-code of sendLastComputeRow and receiveUpperBorder functions. 

TAMPI transparently intercepts all the synchronous MPI calls performed by an 
application. Code 14 shows the code that is executed when the application performs an 
MPI_Recv call from inside a task. 

If the TAMPI library is disabled, the PMPI interface is used to call the MPI_Recv of the 

native MPI library. If TAMPI is enabled and MPI_Irecv is executed instead of the 

original operation, the library checks if the operation has completed, and if so, the 
function returns immediately without pausing the task. Otherwise, the ongoing request 
is registered, so it will be tested periodically on the polling service, and the task is 
paused. 

 

Code 14: Implementation of the MPI_Recv function in the TAMPI library.   

The MPI asynchronous operations do not feature a callback to notify once an operation 
is completed. To handle this situation, when TAMPI is first initialized, it registers the 
polling service described in Code 15. This service is periodically executed by the task 
runtime system to check if any of the in-flight MPI operations have completed. When an 
MPI operation completes, the task waiting for that MPI operation is resumed and 
returned to the runtime system’s ready queue. All other blocking MPI primitives are 
intercepted and managed similarly. 

void sendLastComputeRow(block_t *matrix, int nbx, int nby, 

     int rank, int rank_size) 

{ 

    for (int by = 1; by < nby-1; ++by) { 

        #pragma oss task in(([nbx][nby]matrix)[nbx-2][by])        

   MPI_Send(&matrix[(nbx-2)*nby + by][BSX-1], BSY, MPI_DOUBLE, rank+1, 

   by, MPI_COMM_WORLD); 

    }    

} 

 

void receiveUpperBorder(block_t *matrix, int nbx, int nby, 

          int rank, int rank_size) 

{ 

    for (int by = 1; by < nby-1; ++by) { 

        #pragma oss task out(([nbx][nby]matrix)[0][by])  

        MPI_Recv(&matrix[by][BSX-1], BSY, MPI_DOUBLE, rank - 1, by, 

   MPI_COMM_WORLD, MPI_STATUS_IGNORE); 

    }    

} 

int MPI_Recv(void *buf, int count, MPI_Datatype datatype, int source, 

         int tag, MPI_Comm comm, MPI_Status *status) { 

    int err, completed = 0; 

    if (Interop::isEnabled()) { 

        MPI_Request request; 

        err = MPI_Irecv(buf, count, datatype, source, tag, comm, &request); 

        MPI_Test(&request, &completed, status); 

        if (!completed) { 

            Ticket ticket(&request, status); 

            ticket._waiter = get_current_blocking_context(); 

            _pendingTickets.add(ticket); 

            block_current_task(ticket._waiter); 

        }        

        return err; 

    }    

    return PMPI_Recv(buf, count, datatype, source, tag, comm, status); 

} 
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Code 15: Pseudo-code of the polling service used in OmpSs-2 runtime. 

 

Figure 11 shows how the TAMPI library interacts with the OmpSs-2 runtime. On one 
hand, it uses the pause/resume API to pause and resume tasks when needed. When a 
task executes a synchronous MPI operation it is intercepted by TAMPI and the task is 
paused (if needed). On the other hand, it registers a polling service that periodically is 
executed by a worker thread. The function checks the status of the in-flight MPI 
operations. Once an MPI operation is completed the corresponding task is inserted 
again to the ready queue, so eventually it will resume its execution. 

 
Figure 11: Diagram of how the TAMPI library interacts with the OmpSs-2 runtime. 

Although TAMPI implements the task-aware primitives on top of a standard MPI 
implementation, these task-aware primitives could also be easily implemented directly 
inside a native MPI implementation. However, the use of the pause/resume API inside 
MPI requires stronger progress rules than those currently in the MPI Standard. 
Specifically, we propose that these rules include an additional statement similar to the 
following: “MPI functions are not permitted to block the calling thread indefinitely. Every 
MPI function call must either complete or yield to other runnable threads or tasks in 
finite time.” In combination with the existing rules, this gives the guarantee that users 
and task-based runtimes need, but it also forces MPI to implement a mechanism such 
as the Pause/Resume API proposed in Section 3.3.1. Since this requires a stronger 
guarantee from MPI and permits otherwise erroneous code, it should be exposed via 
an “opt-in” requested/provided mechanism.  
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void Interop::poll() { 

    for (Ticket &ticket : _pendingTickets) { 

        int completed = 0; 

        MPI_Test(ticket._request, &completed, 

    ticket._status); 

        if (completed) { 

            _pendingTickets.remove(ticket); 

            unblock_task(ticket._waiter); 

        }        

    }    

} 
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Consequently, we have proposed that MPI should define a new thread support level, 
which each MPI library can choose to support or not during initialization of MPI. The 
new thread support level could be called MPI_TASK_MULTIPLE and its constant value 

would be monotonically greater than the existing MPI_THREAD_MULTIPLE constant. In 

this way, applications can request support for the pause/resume functionality via the 
MPI_Init_thread call and check whether the underlying MPI library provides it.  

4.1.2 Support of task-aware asynchronous communication primitives 

The pause/resume API can also be indirectly used with asynchronous MPI primitives. 
Although, asynchronous MPI primitives are not modified at all, when there is a call to a 
synchronous function that waits for the completion of some asynchronous MPI 
operations (ex: MPI_Wait or MPI_Waitall), we can apply the pause/resume API and it 

will work as expected. 

However, abusing the pause/resume API to deal with a large number of fine-grained 
operations might lead to performance problems. Each time a running task is blocked 
using the pause/resume API, the stack must be preserved, and this can have a real 
impact on the memory footprint and performance of the application if there are too 
many paused tasks in-flight. To solve this situation, we have developed another API 
that allows the coordination of events produced by an external library with the task 
dependency system. The main idea is that, on a task basis, we can link the actual 
release of dependencies to not only the completion of the task, but also the fulfilling of 
an event produced by an external library, in this case MPI. 

This extension allows tasks to fire several asynchronous operations such as 
MPI_Isend and MPI_Irecv, but once the task body finishes, the dependencies are not 

released until all the asynchronous operations have completed. Code 16 shows the 
same function presented in Code 13, but using asynchronous MPI operations and the 
new TAMPI_Iwait function. The exchanges of the row are done by blocks and each 

block is exchanged by a task. In this example, each task executes an asynchronous 
MPI_Isend operation to send one block. After that, the MPI operation is bound to the 

current task with the asynchronous call to TAMPI_Iwait. Thus, the task body is 

executed without any blocking, and the underlying software and hardware threads can 
be used immediately to execute other tasks. The dependencies of the task will not be 
released until the MPI operation completes. It is worth noting that several MPI 
asynchronous operations can be executed inside a task and programmers can put any 
code they want after the call to TAMPI_wait, provided this code does not try to access 

the buffers involved in the in-flight MPI operations.   

 

Code 16: Pseudo-code of sendLastComputeRow functions used to exchange a row in the 
Gauss-Seidel algorithm. 

void sendLastComputeRow(block_t *matrix, int nbx, int nby, 
     int rank, int rank_size) 

{ 

    for (int by = 1; by < nby-1; ++by) { 

        #pragma oss task in(([nbx][nby]matrix)[nbx-2][by])         

   { 

  MPI_Request request; 

  MPI_Isend(&matrix[(nbx-2)*nby + by][BSX-1], BSY, MPI_DOUBLE, 

       rank + 1, by, MPI_COMM_WORLD, &request); 

  TAMPI_Iwait(&request, MPI_STATUSES_IGNORE); 

   } 

    }    

} 
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Code 17: Pseudo-code of sendLastComputeRow functions used to exchange a row in the 
Gauss-Seidel algorithm. 

Code 18 shows the implementation of the new TAMPI_Iwait primitive, which can be 

used to asynchronously wait for the completion of other asynchronous MPI primitives 
(i.e. MPI_Request passed as a parameter). If the request is already completed, the 

function returns immediately, otherwise it registers the MPI request to be checked 
periodically by the polling service. Before returning, it calls the External Events API to 
prevent this task from releasing its dependencies until the in-flight MPI operation 
completes.  This function is executed asynchronously so, in general, the MPI request 
will not be completed immediately after its execution. This function simply increases the 
number of external events of the current task. Then it registers the MPI request with the 
polling service, so the completion of this operation can be periodically checked. 

 

Code 18: Implementation of the MPI_Iwait function in the TAMPI library. 

Code 19 shows the code of this polling service, which is very similar to the one 
presented in Code 15. This function is executed periodically by the runtime to test the 
eventual completion of any of the in-flight MPI operations. Once an MPI operation 
completes, the corresponding task is notified with the External Events API. In this case, 
each time the polling service is executed, all the in-flight MPI operations are checked. 
For each completed MPI operation, the External Events API is used to notify the 
corresponding task. Once the last external event of a task is notified, it immediately 
releases its dependencies. 

void sendLastComputeRow(block_t *matrix, int nbx, int nby, 
     int rank, int rank_size) 

{ 

    for (int by = 1; by < nby-1; ++by) { 

        #pragma oss task in(([nbx][nby]matrix)[nbx-2][by])         

   { 

  MPI_Request request; 

  MPI_Isend(&matrix[(nbx-2)*nby + by][BSX-1], BSY, MPI_DOUBLE, 

       rank + 1, by, MPI_COMM_WORLD, &request); 

  TAMPI_Iwait(&request, MPI_STATUSES_IGNORE); 

   } 

    }    

} 

int TAMPI_Iwait(MPI_Request *req, MPI_Status *status) { 

  if (Interop::isEnabled()) { 

    int completed = 0; 

    int err = MPI_Test(req, &completed, status); 

    if (!completed) { 

      Ticket ticket = new Ticket(&request, status); 

      ticket._task = nanos_get_current_context(); 

      nanos_counter_increase(ticket._task, 1); 

      _pendingTicket.add(ticket); 

    } 

    return err; 

  } 

  return MPI_Wait(req, status); 

} 



RECOMMENDATIONS AND ROADMAP FOR EXASCALE RUNTIMES 

45 

 

Code 19: Pseudo-code of the polling service that TAMPI registers on the OmpSs runtime to 
deal with asynchronous MPI functions. 

Finally, Figure 12 shows how the TAMPI library interacts with the OmpSs-2 runtime. 
The TAMPI library registers a polling service that is periodically executed by the worker 
threads. When an in-flight MPI operation completes, the corresponding task is notified 
with the External Events API, and once all the events have been completed, the task 
releases its dependencies, so other tasks on the task graph become ready. Then, on 
one hand, it uses the TAMPI_Iwait function to register asynchronous MPI operations 

and increase the number of external events associated with a task. On the other hand, 
it registers a polling service that periodically checks these in-flight MPI operations, and 
decreases the number of external events of the corresponding task when an MPI 
operation completes.   

 

Figure 12: Diagram of how the TAMPI library interacts with the OmpSs-2 runtime to deal with 
asynchronous MPI operations.  

It is worth noting that the task-aware synchronous and asynchronous support 
mechanisms for MPI primitives provided by TAMPI are orthogonal and can be 
combined in the same application without any problem.  

4.2 Roadmap and future work 

In this Chapter we have described how the pause/resume API and the External Events 
API, presented in Sections 3.3 and 3.4, have been used to extend MPI with task-aware 
primitive communication operations implemented in the Task-Aware MPI (TAMPI) 
library. These task-aware primitives are available using a new MPI threading level 
called MPI_TASK_MULTIPLE, which notifies task-based runtime systems when an MPI 
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void Interop::poll() { 

  for (Ticket &ticket : _pendingTickets) { 

    int completed = 0; 

    MPI_Test(ticket._request, &completed, ticket._status);    

    if (completed) { 

      _pendingTickets.remove(ticket); 

      nanos_counter_decrease(ticket._task, 1); 

    } 

  } 

} 
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operation blocks or completes. The extensions implemented in TAMPI improve the 
interoperability between MPI and any runtime-system that implements the 
abovementioned APIs, which results in enhanced programmability and performance of 
hybrid MPI applications. We have implemented the pause/resume API in the OmpSs-2 
runtime and the External Events APIs in both OmpSs-2 and Intel OpenMP runtimes. 
These APIs are designed to be compatible at binary level, so any runtimes 
implementing them can be combined (linked) with TAMPI. 

We have already started to work on a Task-Aware GASPI (TAGASPI) library to 
improve the interoperability of Intel OpenMP and OmpSs-2 with the GASPI message 
passing interface. The philosophy and concepts of TAGASPI will be very similar to the 
ones already developed in TAMPI but extending it to non-blocking one-sided 
operations. TAMPI will be also extended to support MPI RMA operations, to have a 
complete task-aware version of MPI. 

A side effect of how the task-aware operations introduced to both MPI and GASPI work 
is that applications can be developed using the very same programming patterns, 
greatly simplifying the porting of MPI + X applications to GASPI + X applications and 
vice versa. 

Another interesting topic that might have a strong impact on how hybrid applications 
are developed is to explore a new methodology to extend pure message passing 
applications to hybrid ones based on the new features provided by TAMPI and 
TAGASPI. 

The last step focuses on standardizing these runtime APIs and task-aware extensions 
to the corresponding standard bodies. This will ensure a wider adoption from 
application developers. We have already started the standardization effort of both the 
pause/resume API and the External Events API in the OpenMP committee. The 
External Events API is already planned to appear in OpenMP 5.0 and discussions 
about the pause/resume API are ongoing (as already commented in Sections 3.3.3 and 
3.4.3). The task-aware primitives have also been presented to the MPI forum and are 
currently under discussion. However, TAMPI has been fully implemented on top of 
existing MPI standard, which indicates that is not mandatory to extend it, although an 
implementation of the task-aware primitives inside the MPI library could potentially be 
more efficient. Finally, on the GASPI side, we are currently investigating what are the 
minimal changes required to the current standard to support task-aware 
communication primitives. 



RECOMMENDATIONS AND ROADMAP FOR EXASCALE RUNTIMES 

47 

5 Distributed Shared Memory RTLs (inter-node) 
In order to efficiently orchestrate and exploit intra-node and inter-node parallelism, 
many distributed task-based runtime systems currently use message passing libraries 
under-the-hood for moving data across the nodes, which is necessary for executing 
tasks according to the application execution flow. For this reason, distributed task-
based runtimes must implement complex Directory/Cache services for efficiently 
moving and caching data. One way to overcome the complexity of such a task is to 
decouple these services from the runtime and encapsulate the required functionality in 
a software module that can be implemented and tested standalone, and that can be 
easily used by the task-based runtime systems. Task 4.2 of the INTERTWinE project 
has as its goal the definition of an API for a Directory/Cache service and the 
implementation of a prototype of this. The finally adopted API allows the runtimes to be 
completely independent from the physical representation of data, as well as from the 
type of storage used. It relies on a generic, abstract multilevel data representation, 
promoting asynchronous data transfers and automatic caching, and leveraging the 
efficient sharing of data in distributed memory systems. The software architecture and 
the design principles used behind the prototype implementation enable modular 
design, increasing the robustness, maintainability and extendibility. 

The Directory/Cache API and the prototype implementation offer multiple advantages, 
such as: allowing the user to work with a single view of the distributed memory; 
decoupling the application developer from the effective management of distributed 
memory and memory transfers; maximizing the caching at node level; facilitating 
implementation of data coherence across nodes by the runtimes; allowing 
interoperability in distributed systems.  

In the following, we give a short overview of the D/C API and we sketch the main points 
related to the integration of the D/C prototype with the task-based runtimes, trying also 
to briefly explain the use of the API by runtimes or applications. Finally, we try to 
summarize the lessons learned from these experiences and to formulate some ideas 
about how to improve the use of D/C API by the runtime systems and future 
development directions. 

5.1 Short description of the Directory/Cache API 

In this subsection we give a short overview of the Directory/Cache (D/C) API. The API 
was designed to be general and applicable to many different task-based runtimes and 
uses as key concept the multilevel representation of data, abstracting its physical 
representation to the user, as shown in Figure 13. 

 

 

 

 

 

 

 

 

Figure 13: Hierarchical data representation. 

This representation allows the end users to operate only with data abstractions (global 
ranges), safely assuming that the data they work with is contiguous and linearly 
addressable, independently of its physical distribution. The lowest layer in this 
multilevel representation is the physical segment. This level offers detailed information 
about data allocations and distributions over segments and nodes, requiring knowledge 
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about the segment type and hardware. This information is mainly used internally by the 
D/C and is not directly exposed to the users. The second level is represented by the 
logical segment. This abstracts the notion of physical segments, offering a linear view 
of a user’s data item. The third level of abstraction exposes the allocations in the global 
memory to the end user as contiguous regions, even though they may physically span 
numerous segment parts across different nodes. An allocation is a linear view on 
(distributed) parts of a segment. A subrange of an allocation is referred to as a global 
range.  

The application programmers never work directly with data stored in the global memory 
and do not have knowledge about the exact physical locations. Instead, a user may 
query the D/C to retrieve the range from the global memory into a certain local cache. 
This copy is identified by a local range that contains a pointer to the corresponding 
region in the cache and the size of this region. 

5.1.1 Managing memory 

The D/C API supports the management of segments and allocations of data. Segments 
can be thought of as containers for allocations, where data is allocated inside 
segments. Segments are created by providing the overall size and a description of the 
desired segment. This description represents the policy to apply for distributing the 
segment amongst the physical memory spaces and the technology to use. The 
creation of a segment returns a unique segment identifier which can then be used to 
reference this segment and delete it later in the code. The methods below can be used 
to create and delete segments: 

segment_id_t segment_create (size_t, SegmentDescription); 
void segment_delete(segment_id_t); 

The user must provide the number of bytes to allocate, along with the segment to 
allocate them in (based upon the segment identifier) and the policy for decomposing 
the allocated data internal to the segment. Whilst a number of pre-defined allocation 
policies are already implemented in the prototype implementation of the D/C, the users 
are allowed to define and add their own. The allocation of data returns a unique 
identifier that can be used for data retrieval and manipulation, as well as deallocation of 
data. The methods below can be used to allocate/free data: 

data_id_t allocate (size_t, segment_id_t, DataDescription); 
void free (data_id_t); 

Local cache memory can be explicitly allocated and deleted using one of the methods 
below: 

cache_id_t in_process_cache_create (size_t); 
shareable_cache_id_t shareable_cache_create (size_t); 
void cache_delete (cache_id_t); 

The size of the caches to create must be provided by the user. The caches are 
managed by the local D/C server.  

In the following subsections we give a short overview about the operations on data 
provided by the API. These operations can be executed either in blocking or non-
blocking modes via specific API calls detailed in subsection 5.1.5. 

5.1.2 Managing local cache data 

The allocate method will reserve a memory block with a specific size for reading and 

writing within a cache. The result is in this case a (mutable) local range. The execution 
of the release operation will release the local range (either mutable or constant) from 
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whichever cache it is allocated in. For this purpose, one of the methods below can be 
used: 

mutable_local_range_t allocate (size_t, cache_id_t); 
void release (local_range_t); 

5.1.3 Retrieving global data 

The D/C implements the get_const_t operation in order to create a read-only local 

copy into a local cache identified by a cache_id_t object of a piece of data identified 

by a global range stored in the global memory. This operation can be executed either in 
blocking or non-blocking mode, with the result being a const_local_range_t object. 

The effects of performing this operation are: 

• Internally updating the list of local copies maintained by the directory service. 

• Transferring data from the global memory into the local cache if a valid copy 
from a previous get_const_t operation does not already exist in the cache 
(otherwise the operation returns the cached copy). 

Creating a local copy in the local cache identified by a cache identifier of a piece of 
data stored in the global memory, identified by a global range, which will eventually be 
modified, requires one to perform a get_mutable_t operation. The result of this 

operation is a mutable_local_range_t object. The effect of executing this operation 

will be an exclusive local copy equivalent to the global range (may transfer data or may 
reuse local cache). The operations are defined as specified next: 

struct get_const_t 
{ 
  get_const_t (global_range_t, cache_id_t); 
  using result_type = const_local_range_t; 
  ... 
}; 
struct get_mutable_t 
{ 
  get_mutable_t (global_range_t, cache_id_t); 
  using result_type = mutable_local_range_t; 
  ... 
}; 

The global range can span over multiple nodes and the D/C may perform multiple low-
level transfer operations in the background, using segment underlying communication 
library calls as shown in Figure 14 
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Figure 14: The get operation may require multiple low-level transfer operations. 
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The client API foresees the existence of other variants of get_const_t operations, such 
as:   

get_const_preferring_direct_segment_memory_access_t 
get_const_with_tag_t 
get_const_preferring_direct_segment_memory_access_with_tag_t 

The first variant creates a local range that points directly to the location in segment if 
the requested global range is stored locally. If the global range is spread across several 
ranks, a transfer from the global memory into the local cache is necessary and the 
returned local range points to the cached copy. The second variant has the same effect 
as a get_const_t operation but waits until a put_and_set_tag_t operation with the 

same tag for the requested global range is eventually performed. The third variant is a 
combination of the first two. The API also provides variants for the get_mutable_t 

operation, with similar behaviour as the get_const variants described above: 

get_mutable_preferring_direct_segment_memory_access_t 
get_mutable_with_tag_t 
get_mutable_preferring_direct_segment_memory_access_with_tag_t   

5.1.4 Writing to global data 

The API provides the operation put_t for writing data held in the local cache into 

global memory. This operation writes the data specified by a local range into the global 
memory, at a location described by a given global range, invalidating first all existing 
local copies before effectively executing the memory transfers. A put_t operation 

receives as input parameters the source local range (const or mutable) and the global 

range describing the location in the global memory where to store the data, as shown 
in the listing below: 

struct put_t 
{ 
  put_t (const_local_range_t, global_range_t); 
  put_t (mutable_local_range_t, global_range_t); 
  using result_type = void_t; 
  … 
}; 

Transferring a piece of data stored in a local cache into the global memory requires the 
existence of a mutable local range for this. If the mutable local range was not already 
created as a result of a get_mutable_t operation, this should be created by an explicit 

allocate operation. Knowing the local range and the global range, a put_t operation 

can be executed asynchronously, which invalidates first all the potential existing local 
copies. 

The Directory/Cache API provides multiple variants of the put operation, as for example 
put_and_release_t, which produces an atomic composition of a put_t and a 

release_t operation. This service allows reusing a range from cache in a following 

get_*() call, even though it was a mutable range. Additionally, the D/C implements 

the operations put_and_set_tag_t and also put_and_release_and_set_tag_t. The 

operation put_and_set_tag_t is similar to put_t, with the exception that the user may 

specify a tag for the involved global range. This tag is used in get_const_with_tag_t 

or get_mutable_with_tag_t operations for requesting the same global range labeled 

with that tag (which are eventually waiting until a put_and_set_tag_t for that range 

occurs). The operation put_and_release_and_set_tag_t has the same effect as an 

atomic composition of a put_and_set_tag_t and release_t operation. 
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struct put_and_release_t 
{ 
  put_and_release_t (const_local_range_t, global_range_t); 
  put_and_release_t (mutable_local_range_t, global_range_t); 
  using result_type = void_t; 
  … 
}; 
struct put_and_set_tag_t : put_t 
{ 
  put_and_set_tag_t (const_local_range_t, global_range_t, tag_t); 
  put_and_set_tag_t (mutable_local_range_t, global_range_t, tag_t); 
  … 
}; 
struct put_and_release_and_set_tag_t : put_and_set_tag_t 
{ 
  put_and_release_and_set_tag_t 
    (const_local_range_t, global_range_t, tag_t); 
  put_and_release_and_set_tag_t  
    (mutable_local_range_t, global_range_t, tag_t); 
  … 
}; 

The global range can span multiple nodes and the D/C may perform multiple low-level 
transfer operations in background using segment underlying communication library 
calls as shown in Figure 15. 

5.1.5 Executing operations 

All operations on data can be executed in a blocking or non-blocking manner, returning 
a result of base type operation_result_t directly, when blocking, or a handle to a 

std::future object, when not blocking. This handle can be tested for termination and 

waited upon for completion (via a get method), which also provides the operation's 

result. In a non-blocking execution, one of the execute methods listed below may be 

used. These methods take as argument one or more operations and return back one or 
more handles to the future objects containing the results. Individual results of 
operations are represented by operation_result_t which is an interface 

implemented by all possible return types of operations. 
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Figure 15: The put operation may require multiple low-level transfer operations. 
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std::future<operation_result_t> execute (operation_t); 
std::vector<std::future<operation_result_t>> execute  
  (std::vector<operation_t>); 
 
operation_result_t execute_sync (operation_t); 
std::vector<operation_result_t> execute_sync          
  (std::vector<operation_t>); 
 
void execute_bunch  
  ( std::vector<operation_t> 
  , std::function<void (std::vector<operation_result_t>)> 
  , std::function<void (error::multiple<>)> 
  ); 

For convenience, the methods execute_sync are provided, which will not return 

handles but block for the completion of all provided operations and return the results 
immediately. In addition, the execute_bunch method takes user-provided callback 

functions that are to be invoked in case of success (second argument) or failure (third 
argument), instead of returning handles. In case of failure of one of the operations, an 
attempt is made to cancel and roll back all modifications produced by the still running 
or already completed operations. However, whilst rolling back the modifications 
produced by allocations is always possible, implementing this for other types of 
operations is not guaranteed to be supported. Due to the technical difficulty involved, 
there is no requirement for the implementation to roll back the partially performed 
remote modifications. 

5.1.6 Transfer costs 

Transfer costs provide the cost for each node in the completion of memory transfer 
operations. This function is intended to assist task-based runtime systems to take cost-
driven scheduling decisions for minimizing the execution time of codes. This function 
takes as argument a vector of operations and returns back a vector of rank - cost pairs, 
sorted in the ascending order of costs, with the following signature: 

std::vector<std::pair<rank_t, double>> transfer_costs  
  (std::vector<operation_t>);    

5.1.7 Data locality description 

A user may request information about the physical location of ranges involved in a 
given list of operations. The data_locality function is provided for this purpose. 

Compared to the transfer_costs function, this call provides more detailed 

information about the local copies of a global range and their location. It is intended to 
help the task-based runtime systems to make scheduling decisions that exploit data 
locality, for example, scheduling a list of operations on a rank where most copies of the 
involved ranges already exist. 

std::vector<data_locality_description> data_locality 
  (std:vector<global_range_t>); 

The data locality description structure has three data members: a global range, the 
rank of the node where this is stored in the global memory and a set of ranks where 
copies of parts of this range are stored as in the code snippet below. 
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struct data_locality_description 
{ 
  global_range_t range; 
  rank_t home; 
  std::set<rank_t> copies; 
  … 
}; 

5.1.8 Reference implementation 

We have developed a reference implementation of the D/C API. The underlying 
concepts and the API are sufficiently general that they can be implemented in any 
language. Our prototype relies on the client-server architecture depicted in Figure 16 
and was implemented in C++. 

 
This architecture assumes the existence of one instance per rank in a distributed 
environment (though multiple instances per host are possible). A local server may 
create and manage multiple caches. The original data is stored in one or more 
segments across several nodes and copies of global data are stored in local caches. 
Multiple clients may connect to a D/C server and each client may attach to specific 
local caches that may be shared between clients. The clients can be started either 
within the same process as the corresponding local server or in a distinct process. The 
second approach offers the advantage of supporting the coupling of external programs 
with a running D/C service. An important feature for a runtime system is the tolerance 
to failures. Running the clients in processes other than the server makes the D/C 
tolerant to client failures; as in this case the D/C will continue to work with its remaining 
connected clients.  

The architecture is flexible and extensible, decouples the client API from the server API 
and allows working with an extensible list of segment types that may coexist and can 
be used simultaneously.  

5.2 Usage of the Directory/Cache API 

In this subsection we try to summarize the main experiences acquired with the 
integration and the utilization of the Directory/Cache API and the prototype 
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Figure 16: Directory/Cache client-server architecture. 
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implementation by different task-based runtimes systems and applications running on 
top of them. 

5.2.1 GPI-Space  

In the following, we describe the main aspects related to the integration of GPI-Space 
with the D/C prototype and the D/C API utilization.  

One important aspect to handle was to adapt the bootstrapping mechanism of GPI-
Space so that the D/C server infrastructure is created before starting the distributed 
runtime components and before calling the D/C API. In our setup, each worker has 
access to a node-local shared cache, used for get_const_t transfers, and a private 

cache (not shared), used for get_mutable_t and put_t transfers. The internal 

bootstrapping mechanism was modified such that the D/C servers are started on each 
machine before the distributed runtime components (orchestrator, agents and workers), 
and the local shared caches are created (using the shareable_cache_create API 
method described in the subsection 5.1.1) before starting the master agent and the 
workers. The identifier and size of the local shared cache are indicated to the master 
agent and the workers at start-up time. The workers are also given the size of private 
caches to create and the address of the local D/C server to connect. They also 
instantiate D/C inter-process clients and request the local D/C server to create private 
caches, one per worker, using the API method cache_create described in the above-

mentioned subsection. Additionally, upon registration, the GPI-Space workers notify the 
master agent of the caches they are connected to, as well as their sizes. 

In GPI-Space the memory transfers are managed by the runtime system and are 
automatically executed before and after the execution of a task. The transfers between 
local and global memory are described in terms of lists of get or put operations 

into/from memory buffers that are described in the workflow in memory-get or memory-
put sections of the task description, as in the code snippet in Code 20. 

 

Code 20: In GPI-Space workflows the data transfers are described in memory-get/put sections. 

From this description, the workflow parser generates lists of get and put operations per 
task. The task loader was modified such that these operations are mapped into D/C 

<memory-get> 

   <global> 

      ${range.handle} := ${memory_seek_table.handle}; 

      ${range.offset} := 0UL; 

      ${range.size} := ${size_of_seek_table}; 

      stack_push (List(), ${range}) 

   </global> 

   <local> 

      ${range.buffer} := "ptr_seek_table"; 

      ${range.offset} := 0UL; 

      ${range.size} := ${size_of_seek_table}; 

      stack_push (List(), ${range}); 

   </local> 

</memory-get> 

 

<memory-put> 

   <global> 

      stack_push (List(), ${data_buffer}) 

   </global> 

   <local> 

      ${range.buffer} := "ptr_data"; 

      ${range.offset} := 0UL; 

      ${range.size} := ${data_buffer.size}; 

      stack_push (List(), ${range}); 

   </local> 

</memory-put> 
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API calls that are executed by the runtime, during a task execution, using one of the 
D/C API methods mentioned in the subsection 5.1.5 (i.e. execute, execute_sync or 
execute_bunch). 

Currently, the specification of the workflow description language used in GPI-Space 
does not offer the possibility to directly distinguish between const and mutable 

transfers. However, the buffers involved in transfers have properties associated and 
their read-only property was used in this case to determine when to call either 

get_const_t or get_mutable_t (described in subsection 5.1.3) and when to use the 

shared or per-worker cache, respectively. In the current setup, all transfers to the 
shared cache are of get_const_t type, thus allowing perfect caching, as well as an 

easy distinction for the scheduler. 

In GPI-Space, each task generated by the workflow engine has attached a list of 
memory transfers to perform before and after the task execution and a pair of cost 
functions. These are used by the scheduler for evaluating the computational cost of a 
task and of the associated data transfers, respectively, in order to decide to which 
workers the task should be assigned. The agent’s code was modified to take the D/C 
transfer costs described in subsection 5.1.6 into account when scheduling tasks. 

Additionally, the GPI-Space API exposed to the application developers was adapted to 
call in the background the corresponding API methods for creating segments, caches 
and data allocation (described in subsections 5.1.1 and 5.1.2). 

5.2.2 OmpSs 

The principal advantage of using D/C in OmpSs is the simplification of runtime code 
development. Its inclusion required two steps: Firstly, the architectural components of 
the D/C such as server, client, segment, and cache must be added to the runtime code. 
In addition, workflows need to be established to define how the D/C is included in the 
execution model of OmpSs.  

The addition of D/C components into OmpSs turned out to be convenient as they 
naturally fit the abstractions of OmpSs. For example, this allowed association of D/C 
caches to MemoryPlaces – a class in OmpSs that implements the memory 
environment of a processing unit.  

Extending OmpSs internal workflows to include D/C required three steps. The first step 
is the staging phase where user data, that is stack or heap-allocated data, is moved to 
the globally-accessible segment. This has been implemented by an on-demand 
approach, which loads the original user data into the cache on first access and which 
requires the execution of the first task in the process that contains the original user 
data. Further, in this stage, task parameters are processed and the corresponding D/C 
operations are created. 

The second step corresponds to task execution and access redirection. Once a task is 
scheduled for execution, the runtime processes its D/C operations and sets up local 
ranges that hold the correct data. Since the user task is accessing the original symbols 
and memory locations of the original symbols, redirection to local ranges is required. 
The call to the runtime to request pointers to local ranges for task parameters is 
compiler generated. After the task has finished execution, the local ranges are 
released. 

The last step copies segment data back to the original user data location. This 
operation is triggered by an OmpSs taskwait and is implemented using the segment 
direct access.  

Performance results show that finding the right task size (problem granularity) is 
important to achieve scalability. In this case, the time of D/C cache data setup must be 
proportionally smaller than task execution time. Inspecting benchmark results revealed 
that the use of one D/C cache per process is preferable to a per-thread cache design. 
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This is for two reasons: firstly, on thread-level, data coherence is maintained by 
OmpSs’s data-flow-aware task execution thus the use of a cache is not needed. 
Secondly, developers expect access latencies between processes and design the 
algorithms to maximize data reuse on node level. Such application design helps to hide 
access latencies efficiently. 

5.2.3 PaRSEC 

During the project, three potential levels of coupling of PaRSEC with Directory/Cache 
have been envisaged. Ordered from the lightest integration to the tightest one, these 
are: 

• Reading and writing data to/from the Directory/Cache by the PaRSEC runtime, 
still use the existing communication engine of PaRSEC for exchanging data for 
remote dependencies during the execution of tasks. The communication engine 
of PaRSEC is not altered in this case. 

• Modifying the communication engine of PaRSEC to use the D/C for internal 
data transfers. In this scenario, the two-sided non-blocking MPI functions would 
be substituted by get/put functions of the D/C, so that all the data transfers are 
performed by the D/C. Control messages would be, however, still passed by the 
communication engine of PaRSEC. 

• In this, most advanced, level of integration, the whole communication engine of 
PaRSEC would be substituted by the D/C component. A scheme of this fully 
coupled approach is shown in Figure 17. 

 

 

Figure 17: Scheme of the integration of PaRSEC and the Directory/Cache. 

We have developed the first level of integration and tested it on an example of matrix-
matrix multiplication of two dense matrices. Details can be found in [5]. In this 
approach, data are read from the D/C by the tasks in an on-demand fashion. At the end 
of the algorithm, data are put back from the local caches to the global segment. Our 
experiments have shown that the flexibility of the D/C in switching between the MPI 
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segment and GASPI segment has allowed us to get about two-fold speed-up in this 
scenario. 

We also started the development of the tighter integration, aiming at substituting the 
internal data transfers of PaRSEC with put/get calls of the Directory/Cache. However, 
PaRSEC requires the coexistence of multiple versions of the same range of data at the 
same time. It has been concluded, that the current design of the Directory/Cache 
cannot be used in this scenario, and we have decided that the integration will not 
proceed to the second and third levels. 

5.2.4 StarPU 

The programming model of the Directory/Cache is based on put/get routines instead of 
the send/recv routines used by the StarPU-MPI layer. The put/get model differs in 

several ways from the send/recv routines. The put/get model defines notions of local 
and global segments (see Section 5.1) where nodes can temporarily acquire a local 
copy of a range of a global segment, read it and/or modify it (if the range was acquired 
as mutable), and put it back to the global segment again. A key property leveraged by 
StarPU-MPI is that the send/recv routines of MPI are strongly related: one recv call 

“consumes” exactly one matching send call, a recv call waits for a matching send call 

to be posted; moreover, messages are strongly ordered for successive recv 

operations on a given destination node specifying the same source node, the same 
tag, and the same MPI communicator.   

The put operations on one node for a given global segment range are not strongly 

coupled to get operations on another node for that global segment range in the 

general put/get model. Thus, a get operation does not generally “consume” a put 

operation. The main interest of the put/get model is that it allows an efficient use of 
underlying one-sided networking APIs such as GASPI, since put and get operations 

readily map on the remote direct memory access routines of such APIs. In the context 
of a fully distributed task-based runtime system such as StarPU, the fact that put and 
get operations are not strongly coupled in the general put/get model is a critical issue.  

In the fully distributed execution model, each node progresses at its own pace. Without 
additional precautions, a get operation at the end side of a dependence edge might 

proceed even though the put operation at the origin side of that dependence edge has 

not yet started; or conversely, a node might request a get on a global segment range 
on which multiple puts have been performed in a row, leading to non-determinism: the 
inter-node dependence management would not work. Workarounds exist, but they 
amount to either re-introducing some kind of strong coupling for network operations, or 
abandoning the fully distributed model by introducing non-local state management at 
every node, with potential consequences for scalability. Thus, StarPU and the 
Directory/Cache cannot simultaneously be used at their maximum efficiency, in a deep 
integration scheme. However, StarPU and the Directory/Cache can interoperate in a 
light integration scheme, where applications can pass data from D/C segments to 
StarPU and StarPU can place computation results into D/C segments as well. In that 
light integration scheme, the Directory/Cache can also serve data between StarPU and 
other runtime systems, such as GPI-Space, OmpSs and PaRSEC. 

5.3 Roadmap 

The experiments performed with the integration of the involved runtime systems with 
the current Directory/Cache prototype allowed the runtimes to collect a number of 
valuable observations and insights. These can be used for maximizing the benefits of 
using the Directory/Cache API by either operating modifications in runtimes or further 
optimizing the prototype implementation upon feedback received from the runtimes.  

One lesson we have learned is that there is no common integration pattern that can be 
applied to all systems and particular runtime systems can benefit from different 
degrees (levels) of integration. The experiments revealed that there are classes of 
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runtimes for which the integration can be easily done (OmpSs, GPI-Space) and others 
for which a full integration is more challenging due to differences in paradigms between 
models (StarPU and PaRSEC), aspects that were unknown at the start of this project. 
We have learned that we can divide task-based runtime systems into multiple classes 
based on their distributed execution and data exchange models: 

• master-slave (OmpSs, GPI-Space): A central instance coordinates tasks 
and manages synchronisation. Workers notify the central scheduler when 
they finished a task so that the scheduler starts the follow-up tasks. 

• fully distributed (StarPU, PaRSEC): The workers themselves notify other 
workers once they finished a task, avoiding the need of a central instance 
for synchronisation. 

The runtimes may also differ in the way the data is exchanged between tasks: 

• the data a task needs/produces is fetched/stored from/into a global shared 
space (PGAS, the Directory/Cache) 

• the data on which the tasks depend is passed directly between tasks 
 
All combinations of these are possible. For example, GPI-Space combines master-
slave and shared global space while StarPU combines fully distributed and direct 
communication. While such a classification was not known before the project start, it 
will be interesting, as a future work, to further investigate which combinations of 
classes of task-based models and data exchange models are best suited for the 
Exascale. 

For fully distributed runtime systems such as StarPU and PaRSEC, we learned that a 
deep integration scheme, where the Directory/Cache is used for serving inter-task data 
dependences, leads to either the runtime system or the Directory/Cache being used 
outside of their maximum efficiency regime. Thus, the recommendation for developers 
of such kinds of task-based runtime systems is to adopt a light integration scheme 
instead, which enables the application developers to still benefit from all the 
advantages of the Directory/Cache such as caching, replication and fault tolerance, as 
well as interoperability between multiple runtime systems by using the Directory/Cache 
as a unified data source. Future work for the StarPU runtime system with respect to the 
Directory/Cache will go along these lines. For PaRSEC, this can be achieved by a 
user-defined data collection, and no changes are required to the runtime system itself. 
Details of this approach were published in [5]. 

The addition of the D/C into the OmpSs programming model shows that the proposed 
API, components, workflows, and behaviour are well suited for this type of 
programming model and simplify development work required to add support for 
distributed memory architectures. We will direct future work towards investigating 
possible use of such components to implement runtime primitives such as distributed 
task scheduling and synchronization. Further, supporting cases of stack- and heap-
allocated user data as well as recursive algorithms require further investigation as the 
OmpSs task-dependency system operates on user-provided addresses. Since 
addresses change due to access redirection into software caches, the runtime requires 
maintaining an address translation table and a more complex dependency lookup in 
order to support all OmpSs features. 

The architectural design of the Directory/Cache fits well with the GPI-Space 
architecture and the classes of applications running on top of it. The Directory/Cache 
prototype implementation allows GPI-Space to preserve important features like easy 
switching between storage layers, depending on the application requirements and 
tolerance to worker failures, and, also, to further benefit from the advantages offered by 
the Directory/Cache enumerated in the introductory text of this chapter. The long-term 
goal is to replace the current version of the virtual memory manager with an optimized 
implementation of the Directory/Cache. In order to exploit the full potential of the API, 
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further changes in the GPI-Space architecture are planned, including testing with 
different classes of applications.  

As a long-term goal, the Directory/Cache will be further developed, tested and 
optimized. Future work includes adding support for other types of memory, such as 
MCDRAM and NVRAM, and also for intrinsic operations, such as sorting, min/max, and 

allreduce. Other directions that are in view are enhancing resilience and malleability 

through using a dynamic number of servers, supporting check-pointing and mirroring, 
and increasing the energy efficiency. Another research direction will be extending the 
base of runtimes integrating the Directory/Cache and of representative applications that 
may benefit from using it (e.g. data analytics applications) and collecting relevant 
feedback that may help to either improve the API or the prototype implementation for 
better supporting the runtimes. 
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6 Roadmap and future work 
The work described in Sections 4 and 5 details different approaches to running task-
based models over large scale distributed memory systems and aims to tackle some of 
the challenges raised by these technologies in different ways. The assumption of the 
Directory/Cache (Section 5) is that the programmer is working with a shared memory 
model and hence must rely on the underlying runtime (and directory/cache beneath 
this) to make sensible decisions regarding task placement and data movement. There 
are some major benefits to this approach, such as the ability to simplify the porting of 
code to distributed memory architectures, and load balancing can often still be handled 
automatically by the runtime. However, maintaining the abstraction of a single memory 
space across a large number of physically distributed memories also raises a number 
of major challenges around performance and scalability. Specifically, ensuring that the 
task-based runtime makes optimal decisions when it comes to questions of parallelism. 
This is especially acute as often the programmer, in the name of simplicity, has little 
ability to tweak or tune these distributed memory choices. 

When we started work on the Directory/Cache, it was our hypothesis that such an 
approach could be of substantial benefit to performance and scalability when 
abstracting large numbers of physically distributed memories into a single, unified 
space. As illustrated by the experiment of Section 7.4.1, the presence of a cache can 
be of great importance for performance optimization and this was especially the case 
for the Splotch application running on-top of GPI-Space. However, we have learnt that 
a Directory/Cache is not a panacea and some applications, by their nature, take 
advantage of the underlying cache much better than others. 

In contrast the work described in Section 4 places the burden on the programmer to 
explicitly handle the distributed nature of their code. The benefits of this approach 
include the ability for the programmer to tweak all aspects of distributed memory 
programming, which is likely to be one of the major sources of overhead if done poorly. 
However, the programmer must substantially rethink and rewrite their existing code to 
explicitly combine these technologies together so there is far greater barrier to entry. 
One of the major benefits of task-based models, the ability to automatically load 
balance tasks via the task-based runtime is also potentially more limited here. Whilst 
there was never anything explicitly stopping mixing task-based models with distributed 
models before, this was fraught with difficulties as the tasks would block the thread until 
a communication call completed. At best this caused poor performance and at worst 
deadlock. INTERTWinE built on the work described in Section 3 to build a task-aware 
MPI, with future plans for a task-aware GASPI that enables a programmer to write MPI 
(and in the future GASPI) in tasks without having to worry about these conflicts or 
additional complexities. In this manner, the work described in Section 4 fits the purpose 
of INTERTWinE perfectly; improving the interoperability of programming models.  

Regardless of whether the programmer is going to go with a fully implicit approach to 
distributed memory (via our directory/cache) or a fully explicit approach (via our task-
aware MPI/GASPI) the roadmap for these technologies shares a number of similarities. 
In both cases there are questions around standardization, and for the task-aware work 
of Section 4, then both the task-based technologies (such as OpenMP and OmpSs) 
need extension, as well as with the distributed memory technologies (such as MPI and 
GASPI.) Since INTERTWinE is involved in both standards bodies, and the relevant 
partners will maintain their involvement after the INTERTWinE project completes, we 
are in a perfect position to drive this forward. Inevitably standards bodies move fairly 
slowly, but we believe that the technology and benefits described in Section 4 really 
would be of benefit to these existing APIs. 

As detailed in Section 5 it was our plan going into the Directory/Cache work that a 
single, unified, Directory/Cache interface could be applicable to all task-based models. 
We considered this beneficial as that facet would then ease integration with the task-
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based runtimes. However, from the work completed, we have realized that this is not 
the case. Whilst the Directory/Cache API of Section 5 clearly suits the master-slave 
task-based runtimes of GPI-Space and OmpSs, fully distributed task-based models 
such as StarPU and PaRSEC are inherently different and less suited to the 
INTERTWinE Directory/Cache API. Whilst we have demonstrated that it is indeed 
possible to integrate the directory/cache with these fully distributed task-based 
runtimes (see Section 5.2.3), the interface as it currently stands is not a natural fit. 
Hence going forward a key question is whether the same underlying Directory/Cache 
implementation is a useful technology for both master-slave and fully distributed 
approaches, potentially with a different API and additional functionality on-top of the 
core implementation for the fully distributed runtimes, or whether the underlying 
technique itself is simply far more suited to one form of task-based runtime than the 
other. 

Another key question with both the task-aware and Directory/Cache work is one around 
best practice. Whilst both these technologies can be used transparently by the 
programmer, it is our belief that to obtain best performance and scaling the 
programmer should have some awareness of their presence and understanding of how 
best to write their application in this respect. For instance, just because you can include 
MPI or GASPI in your task-based code doesn’t necessarily mean that you should, or at 
least the programmer should give careful thought as to the best approach for 
maximising performance. The fact that the cache aspect of the Directory/Cache means 
this technology naturally suits some types of applications more than others has already 
been mentioned, but this could influence the programmer’s decision as to whether they 
go with an implicit or explicit way of running their task-based code over large scale 
distributed memory systems. Another question is around how one best writes their 
code with these technologies in mind. For instance, will one style of task-based 
programming help maximise cache reuse over and above other approaches? Does the 
Directory/Cache, being abstracted from the programmer by the task-based runtime, 
result in opacity and mean that it is then very difficult for the user to second guess the 
actions of the runtime? 

Best practice for the mixing of MPI and GASPI in task-based codes, enabled by the 
pause/resume API of Section 3, is also very important. A key question here is whether 
some of the advantages of the task-based approach, such as the implicit split between 
mechanism (hidden in the runtime) and the user’s policy, are polluted by explicitly 
mixing technologies. For example, valuable features, such as automatic load balancing 
might require explicit user code to handle distributed memory architecture and hence 
become more difficult and complex to achieve. In part, these questions are being 
considered by one of the PRACE Exascale Tools and Technologies projects which is 
porting a number of MPI based proxy applications to OmpSs + MPI (relying on the 
task-aware MPI described in Section 4.) We believe that this work is very interesting 
and will help answer some of the questions around best practice that we currently 
have.  

The work detailed in Section 3 is usable in codes irrespective of whether the 
programmer writes their large-scale task-based codes using an implicit 
Directory/Cache approach or explicitly mixing MPI or GASPI. Whilst we have shown 
the benefit of kernel offloading and resource enforcement, this was always going to be 
a contentious proposal and hence it is currently de-prioritized with respect to other work 
in Section 3. However, crucially, the relevant partners are aware of this work and it 
might very well be the case that it becomes more applicable and acceptable in the 
future. 

The dynamic resource sharing discussed in Section 3.2 seems to have a far more 
realistic prospect of inclusion in the OpenMP standard soon. Going forward it is our 
belief that, in order to standardize this work, more results should be obtained so that 
the community can understand the benefits and dimensions of it more fully. 
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Discussions around this work currently look fairly positive and it is our intention to push 
for a future line of action plan at the next standards body meeting. 

We also discussed in Section 3.2 the idea of leveraging the dynamic load balancing 
functionality in hybrid MPI+X applications and explore the performance impact of 
runtimes belonging to different processes. It is also possible for hybrid applications to 
involve multiple runtimes (such as MPI + OmpSs + StarPU) and it would be interesting 
to investigate the applicability of our dynamic resource sharing to these combinations. 

Sections 3.3 and 3.4 describe the pause/resume API that is the foundation for the task-
aware work of Section 4. The current work of the OpenMP standards bodies on 
detached task events, likely to appear in OpenMP 5.0, will provide task-based runtimes 
with the ability to control blocking and unblocking of tasks based on events that occur 
outside their scope. We view this as an important first step towards the standardization 
of our pause/resume API and hence to be a milestone for acceptance of the task-
awareness described in Section 4. Crucially these detached task events will not 
provide the complete functionality of our INTERTWinE API but we believe it will form 
the basis of a number of activities that can then be used by project partners to 
demonstrate the potential benefit of our work here.  

The work of Sections 4 and 5 focuses on different approaches to writing large scale 
distributed task-based codes, where the interaction across distributed memories is 
entirely implicit or entirely explicit. Another interesting question going forwards is 
whether a middle ground can be found. In such a situation the programmer could 
explicitly work with the fact that their code is running across many distributed memory 
spaces, but is still abstracted from the mechanism of how data is physically moved 
between them. This could then provide the programmer with the control required to 
make decisions around factors critical for performance, such as data locality and task 
placement, but would also maintain enough abstraction that the mechanism of how 
tasks are scheduled, run and interact with each other is still entirely dealt with by the 
runtime. This is an open question and we think that further research, not only on the 
runtimes aspect of task-based models, but also on novel task-based paradigms 
themselves for large scale distributed computing will be beneficial to the HPC 
community. 
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7 Applications and best practice guides 
In this chapter we will introduce several use cases on how applications can take 
benefits from the proposals presented in previous sections. We will present different 
alternatives and some performance results to depict the overall behaviour of the 
reference implementations in their current state. We will also discuss the different 
approaches programmers can take, and a compendium of best practice guides for 
main application and support library developers  

7.1 Practical experience and results with the Task-Aware MPI 
(TAMPI) library  

In this Section we thoroughly evaluate the programmability and performance of the 
TAMPI library introduced in Section 4. The evaluation is focused on synchronous MPI 
communication primitives relaying on the Pause/Resume API. The evaluation of 
asynchronous MPI primitives and one-sided asynchronous GASPI primitives 
(implemented in the TAGASPI library) that relies on the External Events API is 
ongoing, but the initial results are also promising. The next sections describe and 
analyze several variants of the Gauss-Seidel and IFSKer benchmarks.  

7.1.1 Gauss-Seidel  

The iterative Gauss–Seidel method [23] is used to solve the heat equation [22], which 
is a parabolic partial differential equation that describes the distribution of heat in a 
given region over time. We have developed five versions of the Gauss–Seidel method 
for 2-D matrices. The first two are based only on MPI:  

• Pure MPI: This version is a straightforward implementation of the algorithm 
using synchronous MPI primitives to exchange boundaries among 
neighboring ranks. The computation phase of the algorithm is sequential. 
The 2-D matrix is distributed across ranks assigning a consecutive set of 
rows to each one (a single block per rank). Boundary exchanges 
correspond to whole rows.  

• N-Buffer MPI: This version is significantly more elaborate than Pure MPI. In 
this case the rows of each rank are horizontally divided by blocks, hence a 
distinct boundary exchange is performed for each block. This version starts 
to exchange block boundaries as soon as possible using asynchronous MPI 
primitives. For instance, a rank starts to send (MPI_Isend) its last row of a 

block once it has been computed, but also starts to receive (MPI_Irecv) the 

lower boundary for the next iteration. Before starting the computation of a 
block, it waits (MPI_Wait) for the completion of all pending MPI requests 

related to the block. Thus, the computation is partially overlapped by 
boundary exchanges. 

 
Figure 18: 2-D matrix of 3×12 blocks split in four ranks.  
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The other versions are hybrid MPI + OmpSs versions which divide the matrix into 
squared blocks and these are distributed across MPI ranks. The left-hand side of 
Figure 18 shows how a domain of 3 × 12 blocks would be split across four MPI ranks. 
In the hybrid versions, for each iteration a task is created to update each block using 
values of both current (top and left blocks) and previous (current, right and bottom 
blocks) iterations. These hybrid versions are:  

• Fork-Join: This is a hybrid version with a sequential communication phase 
and a parallel computation phase. The communication phase uses 
synchronous primitives to exchange boundaries among neighbors as in the 
Pure MPI version. In the computation phase, a task is created to update 
each block using the top and left blocks of the current iteration, and the 
current, left and bottom blocks of the previous iteration, as shown in Figure 
18. Tasks use fine-grained dependencies to exploit the spatial wave-front 
parallelism. However, there is a global synchronization point after each 
computation phase that prevents this version from exploiting parallelism 
across iterations (temporal wave-front).  

• Sentinel: A hybrid version where both communication and computation are 
implemented using tasks. The communication phase uses tasks to execute 
the synchronous MPI primitives that exchange boundary blocks among 
neighbors. These communication tasks are serialized by a sentinel 
dependency to avoid deadlocks (as explained in Section 5). This version 
avoids the global synchronization (taskwait) by leveraging fine-grained 
dependencies between computation and communication tasks.  

• Interop: This version uses the MPI_TASK_MULTIPLE multithreading level 

introduced in the TAMPI library to avoid the serialization of communication 
tasks. This is the only difference with the Sentinel version. This version has 
been evaluated with the interoperability library presented in Section 5.1 and 
the two modified versions of MPICH described in Section 5.3. The three 
variants are named Interop(lib), Interop(mpich) and Interop(polling), 
respectively.  

In N-Buffer MPI each block has total_rows / num_ranks rows and 1K columns. In the 

hybrid versions, each compute task processes a block of 1K×1K elements. This is the 
smallest block size required to attain peak performance on a single node.  

Figure 19 compares the dependency graph of the Pure MPI and Fork-Join versions 
(above) and N-Buffer MPI, Sentinel, Interop versions (below). For the sake of clarity, 
both graphs have been simplified by showing just the first six iterations, fusing the 
explicit communication tasks with the tasks that compute boundary blocks and also 
other redundant dependencies such as anti-dependencies. In the Pure MPI and Fork-
Join versions, the execution of each iteration inside an MPI rank depends on the 
completion of the previous iteration of their neighbor MPI ranks, which results in a 
strong serialization effect that affects the execution of the whole program.  

In the N-Buffer MPI version, the strong serialization effect can be avoided by 
exchanging block boundaries as soon as possible and performing calls to the 
corresponding asynchronous MPI primitives right after processing each block. The 
Sentinel version also exchanges block boundaries at the earliest opportunity, using 
tasks with fine-grained dependencies to execute MPI primitives. However, given that 
this version uses synchronous primitives, it still must serialize the communication tasks 
to avoid deadlocks. This introduces the red dependencies that also reduce significantly 
the parallelism within and across iterations.  
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Figure 19: Above: dependency graph for Pure MPI and Fork-Join. Below: dependency graph for 
N-Buffer MPI, Sentinel (with red dependencies) and Interop (no red dependencies) 

Finally, the Interop version that uses MPI_TASK_MULTIPLE removes the red 

dependencies and thus can fully exploit both spatial and temporal wave-front 
parallelism. Moreover, in this version, tasks blocked on MPI calls never block the 
underlying CPU, so resource undersubscription is also avoided. In summary, 
MPI_TASK_MULTIPLE allows the programmer to parallelise applications in a more 

natural way, without requiring artificial dependencies that hinder the available 
parallelism.  

Pure MPI and N-Buffer MPI experiments have been performed using 48 MPI ranks per 
node. Hybrid versions have used 1 rank per node and 48 OmpSs threads per rank. 
Figure 20 shows a strong-scaling study of the five versions using the performance of 
the Pure MPI version running on one node as a baseline. On a single node, all the 
hybrid versions experience higher performance than the Pure MPI version. When the 
hybrid versions run on a single node (one rank), the MPI primitives are completely 
avoided. Thus, the rigid serialization effect introduced by MPI is fully removed and 
these versions can fully exploit the spatial and temporal wave-front parallelism. It is 
worth noting that the Fork-Join version is significantly slower than the other task-based 
versions due to the global synchronization point executed after each iteration that 
prevents the exploitation of the temporal wave-front. As we increase the number of 
nodes, the performance of the Pure MPI version also increases, but the scalability is 
clearly sub-optimal. On the other hand, both Fork-join and Sentinel stop scaling at two 
and four nodes, respectively. In addition, these are the only versions that can be easily 
implemented with current OpenMP and MPI standards. 

The N-Buffer MPI version outperforms all previous versions since it avoids the strong 
serialization of iterations between ranks, which is observed in Pure MPI and Fork-Join. 
In addition, this version allows partial overlapping of the computation and 
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communication phases. However, the scalability is still sub-optimal, and it is difficult to 
implement.  

 

Figure 20: Speedup Gauss–Seidel strong scaling with 64K x 64K total elements 

 
The three Interop versions have good scalability with up to 32 nodes. With 64 nodes 
the curve flattens because the problem size is too small to get sufficient parallelism to 
exploit 48 cores. The Interop(lib) and Interop(polling) versions reveal identical 
performance, since both approaches implement a similar strategy where both runtimes 
cooperate to check for the completion of MPI requests, registering a polling service on 
the Nanos6 runtime that ensures progress by testing pending requests periodically. On 
the Interop(mpich) version, the helper thread used by MPICH also ensures application 
progress but, since it runs on the same cores as the worker threads of the Nanos6 
runtime, performance degrades due to oversubscription.  

 

Figure 21:  Parallel efficiency Gauss–Seidel strong scaling with 64K x 64K total elements 

Figure 21 shows the parallel efficiency of all five versions. In this case each version 
uses as a baseline its own performance on a single node. From 1 to 16 nodes the 
efficiency of the three Interop variants is almost the same, but then it quickly 
decreases, since the problem size becomes too small to feed all the cores. The parallel 
efficiency of Pure MPI and N-Buffer MPI steadily decrease from 1 to 0.1 at 64 nodes. 
Fork-Join and Sentinel have a big drop of parallel efficiency at two and four nodes, 
respectively.  
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Figure 22: Execution traces with 4 nodes. The Y axis shows MPI ranks/OmpSs threads and the 
X axis is the time-line 
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Figure 22 shows five traces of Pure MPI, N-Buffer, Fork-Join, Sentinel and Interop(lib), 
respectively, running on four nodes (192 cores) with the same time-scale. The traces 
show the time-line on the X axis and the MPI ranks/OmpSs threads on the Y axis. In 
Pure MPI and N-Buffer there are 192 ranks; in the other versions there are four ranks 
—one rank per node— and each rank has 48 OmpSs threads. On the three hybrid 
versions, the red lines correspond to the execution of the Gauss–Seidel tasks.  

On the Pure MPI version (Figure 22a) the last rank (191) cannot start computing the 
first iteration until all the other ranks have completed the first iteration. This introduces 
a big delay at the beginning that is also symmetrically reproduced at the end.  

The same effect can be observed on the Fork-Join (Figure 22c) and Sentinel (Figure 
22d) versions, but in this case there are only four ranks, so only four full iterations are 
required to have all the MPI ranks working. In the Fork-Join version, the global 
synchronization at the end of each iteration produces a strong serialization effect 
among iterations (that is the same effect found on the Pure MPI version), so one 
iteration cannot start until the same iteration of the previous MPI rank has been fully 
completed. Moreover, the global synchronization at the end of the compute phase also 
limits the available parallelism, so only 8 out of the 48 cores can work in parallel 
(running computation tasks).  

The Sentinel version improves on the Fork-Join version because one MPI rank can 
start computing an iteration as soon as the previous rank has completed the 
computation of the first boundary block of the same iteration. This allows partial overlap 
of the computation of the same iteration across MPI ranks. However, the artificial 
dependencies introduced to serialize the communication tasks still hinder the available 
parallelism inside one iteration. In this case, at most eight cores can run computation 
tasks in parallel with another core running a communication task. Although these hybrid 
versions take less time to complete a single iteration, Pure MPI pipelines iterations in a 
better way and ends up outperforming them in overall iteration throughput.  

N-Buffer MPI (Figure 22b) does not show the big delay at the first iteration seen in Pure 
MPI and Fork-Join. This is because it exchanges boundaries as soon as possible, thus 
ranks can process different blocks from the same iteration concurrently. In addition, it is 
more flexible than the previous versions due to the use of asynchronous MPI 
primitives. The aforementioned reasons make this version outperform previous 
versions both in iteration latency and overall iteration throughput. However, it does not 
reach Interop’s performance and it requires more development effort than them. 
Finally, the Interop(lib) (Figure 22e) version avoids any global synchronization or 
serialization of communication tasks, so an iteration can be almost fully overlapped 
across the ranks. Moreover, this version is the only that can exploit both spatial wave-
front and temporal wave-front parallelisms, benefiting from the 48 cores.  

To finalize the performance analysis, we have performed a weak-scaling experiment. 
The speed-up graph (Figure 23) uses the performance of the Pure MPI version on a 
single node as a baseline for all versions. For the parallel efficiency graph (Figure 24), 
each version uses its own performance on one node as the baseline. This experiment 
shows again the good scalability of the three Interop versions that scale linearly up to 
64 nodes. The parallel efficiency of Pure MPI and N-Buffer MPI steadily decrease from 
1 to 0.3 at 64 nodes, while the Fork-Join and Sentinel versions feature a parallel 
efficiency of 0.4 and 0.2, respectively, with only four nodes.  
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Figure 23: Speedup Gauss–Seidel weak scaling with 32K x 32K elements per node 

 

 

Figure 24: Parallel efficiency Gauss–Seidel weak scaling with 32K x 32K elements per node. 

7.1.2 IFSKer 

IFSKer is a mock-up application parallelised with MPI. It mimics the communication 
and computational patterns of the meteorological forecasting model called Integrated 
Forecasting System (IFS). IFS employs a spectral transform method which represents 
fields by using a set of coefficients of a basis function (e.g. a sine function).  

The algorithmic structure consists of time-step cycles divided into two phases: grid-
point physics computations and Fast Fourier transforms. Data representation and 
distribution among MPI ranks is different in each stage. Therefore, communication 
among ranks occurs during the transitions between stages, where the data needs to be 
transposed and redistributed among the ranks.  

The original implementation is based on MPI (Pure MPI), but we have implemented a 
new version (Interop) that uses tasks for both the compute and communication phases. 
However, in this application the compute phase is very fine-grained, so it is not worth 
fully parallelising it. Hence, we only use tasks to have more in-flight MPI operations and 
to overlap the communication and computation phases. In this evaluation there is one 
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MPI rank per core for both the Pure MPI and Interop versions, so the Fork-Join and 
Sentinel versions used on the Gauss–Seidel version will be equivalent to the Pure MPI 
version.  

 

Figure 25: Speedup IFSKer strong scaling with 653K total grid points. 

 

 

Figure 26: Parallel efficiency IFSKer strong scaling with 653K total grid points. 

We have executed the hybrid version with the three interoperability approaches 
previously explained: Interop (lib), Interop (mpich) and Interop (polling).  Figure 25 and 
Figure 26 show the speed-up and the parallel efficiency of the two versions on a strong 
scaling scenario. In the speed-up graph we have used the performance of the Pure 
MPI version running on a single node as a baseline. For the parallel efficiency graph, 
each version uses as baseline its performance on a single node. Figure 25 shows that, 
on a single node, the performance of the Interop (lib) and Interop (polling) versions is 
4x higher than that of the pure MPI version. However, the Interop (mpich) version is 
only 2x faster than the pure MPI version. This can be explained by the oversubscription 
problems between the helper thread of MPICH and the worker thread of the OmpSs 
runtime. The Interop versions scale linearly up to 16 nodes; after this point the problem 
size becomes too small. It is worth noting that the Pure MPI version scales super 
linearly and with 16 nodes it reaches the performance of the Interop versions (further 
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details on this behavior and comparison in the on-going publication). This effect is 
clearly reflected in its parallel efficiency as shown in Figure 26. The parallel efficiency 
of the Pure MPI version grows until it reaches 3.2x at 8 nodes.  

7.2 Practical experience and results with Offload and Resource 
Enforcement 

The main goal of the Offload and Resource Enforcement APIs is to confine the 
execution of a parallel kernel to a CPU set specified by the user to avoid 
oversubscription problems. The Native Offload is a set of runtime-specific low-level API 
that can be leveraged to asynchronously launch a parallel kernel. The Resource 
Enforcement extension allows launching them on a specified set of CPUs. If these two 
mechanisms are combined with the Task Pause/Resume API we can also allow 
blocking the current task and executing other useful work while the kernel is executed. 

In addition, our reference implementation has been extended with the OpenCL Offload 
on top of the Native Offloading and Resource Enforcement API to provide a standard 
interface to offload parallel kernels to different runtimes using a common interface. 

The rest of this section depicts some of the results obtained when testing these 
interfaces. 

 

Figure 27: Overall performance of dgemm with 4 CPUs assigned to each kernel type, outermost 
task block size 4K and innermost block size 512. 

Figure 27 shows a comparison of three different versions using a StarPU program 
calling a BLAS implementation. One implementation (StarPU + BLAS) does not use 
any Resource Enforcement and simply call the sequential version of BLAS. The other 
two versions use an OmpSs parallelised version of the BLAS library which also 
implements the Resource Enforcement API. One of them use the Native Offload 
interface (StarPU + OmpSs + BLAS); the other one the OpenCL Offload interface 
(StarPU + OpenCL + BLAS). 

The version without Resource Enforcement has a block size of 4Kx4K elements for all 
matrix sizes. On the other hand, the version with restricted access to resources has an 
outer block size (StarPU section) of 4Kx4K elements and an inner block size (OmpSs 
section) of 512x512 elements. 

For small matrix sizes, the 4K block size is too big to obtain a good performance. This 
is why the interoperability version, which splits the 4K blocks into smaller blocks, 
obtains a better performance. And for big matrix sizes, the 512 inner block size of the 
interoperability version generates too many small tasks, and, as they are pinned to a 
set of CPUs, the small imbalances generated accumulate. 
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Figure 28: Overall performance of dpotrf with 4 CPUs assigned to each kernel type, outermost 
task block size 4K and innermost block size 512. 

Figure 28 shows the reverse example. In this case the main program is parallelised 
with OmpSs and calling a BLAS library implemented with StarPU (Chameleon) This 
version is labeled with OmpSs + StarPU + Chameleon. The baseline implementation 
consists of an OmpSs program calling a sequential version of BLAS. One first 
observation is that with a block size of 4Kx4K elements (parallelised with OmpSs) small 
matrices generate very few tasks. This is solved in the interoperability cases by further 
splitting this big block size (using Chameleon, running on StarPU). 

When we use bigger block sizes, having the smallest blocks pinned to a set of CPUs, it 
hinders the performance (as seen clearly in the traces). For a matrix of 16Kx16K 
elements and block size 4Kx4K elements (top trace in Figure 29), there is not enough 
parallelism to fill all CPUs, therefore the performance is low. But, when introducing the 
Resource Enforcement module (bottom trace in Figure 29), the smaller block size used 
by Chameleon allows it to use the resources better and obtain better performance. 

 

Figure 29: Execution traces for Cholesky factorization for a matrix size of 16K x 16K. Without 
Resource Enforcement (top) and with Resource Enforcement (bottom) 

However, the policy of using the Resource Enforcement per task limits the ability of the 
runtime to distribute work in the most efficient manner possible. This is why the 
performance of the interoperability version is so poor when the matrix size increases, 
especially in the Cholesky benchmark (top trace in Figure 30). There are CPUs idle, 
while the rest of CPUs are overflowing with work. If more freedom is given to the 
scheduler, and the Resource Enforcement is given based in the scheduler context, 
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rather than per kernel invocation, it might be able to obtain better performance by using 
all of its assigned resources in the best way (bottom trace in Figure 30). This approach 
gives a significant improvement in performance for all cases, with a very similar 
performance to the version without interoperability for the biggest matrix size tested (as 
shown in Figure 31). 

 

Figure 30: Execution trace for Cholesky factorization. Resource Enforcement based on kernel 
invocation (top) and Resource Enforcement based on scheduling context (bottom). 

 

Figure 31: Overall performance throughput for Cholesky factorization. RE based on kernel 
invocation (OmpSs + X) and RE based on scheduling context (CPUs per runtime). 

That new implementation represents some minor adjustments in the Resource 
Enforcement API in order to allow specification of the cpu_mask per scheduling context 

instead of per kernel. These changes are not reflected yet in the current API (see 
Section 3.1.1), as they need to be completely verified and backed up with a more 
stable implementation and final results. In addition, this new implementation is being 
extended with a less invasive approach of the DRS/DLB interface (see Section 7.3). 

7.3 Practical experience and results with Dynamic Resource 
Sharing  

The main purpose of the Dynamic Resource Sharing interface is to balance the use of 
resources by the different (and independent) components that are part of the same 
process. These components are supposed to be parallelised using the same, or 
different, task-based programming models. The implementation status at the moment 
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of writing this deliverable is still in development, but the following paragraphs 
summarize the experience of implementing this interface 

Initially it was thought to integrate the participating parallel runtime systems with the 
Dynamic Load Balancing library (DLB) which has proven efficiency in several 
publications involving multi-process MPI applications [41][42][43]. However, this 
becomes a problem when testing its behavior: the DLB library is designed to deal with 
processes sharing resources, and not different contexts (runtime instances) within the 
same process. 

The integration of DLB with Nanos6 when considering the participating scheduling 
contexts proved very tricky and complex, as it was necessary to take into account 
which context owned which CPU and which context was using which CPU, as well as 
which CPUs were not owned by the runtime or which CPUs were lent to other 
runtimes. At the end, keeping track of all these different CPU and scheduling context 
states, combined with the simple interface of the DLB library (an interface which is 
perfectly good when used from a process point of view) required a lot of 
synchronization and communication between contexts to avoid stepping on each 
other's requests to the library. 

Also, this integration was in the critical path of task scheduling in Nanos6, as calls to 
the DLB were made synchronously with the events happening inside Nanos6. For 
example, if a new task could not run because it had no resources available, it would 
send a petition to DLB for an extra CPU. This added a lot of (possibly unnecessary) 
checks and calls in the critical path of task creation and finalization. 

This resulted in a poor-quality integration of the DRS library in Nanos6 that is complex, 
and, in some cases, fragile. Therefore, it has not been tested extensively, and has not 
yet been tested in combination with StarPU's implementation. 

Currently a new approach is also being developed. This new approach uses the 
DRS/DLB library interface in a more "standard" way, and also integrates the concepts 
of limiting resources by runtime (see Section 7.2) instead of limiting them by kernel 
offload. This approach will only check periodically (in a separate thread) if there are any 
idle CPUs (to lend them to other runtimes/contexts), or if the scheduler is too busy (to 
request CPUs from other runtimes). This new proposal is much less invasive in the 
runtime, and therefore, it is much simpler to implement and debug. 

7.4 Practical experience and results with Directory/Cache 

7.4.1 GPI-Space 

The experimental integration of GPI-Space with the D/C was followed by the porting of 
a real application on top of the resulting setup. For this purpose, we chose an existing 
application implemented on top of the official version of GPI-Space, and adapted it for 
running on top of GPI-Space integrating the D/C. The tested application was a task-
based variant of Splotch, a ray-tracing open source software package used in 
astrophysical simulations [35]. Compared to the original version, the version adapted 
for running on top of GPI-Space integrating the D/C required only minor modifications, 
such as specifying the amount of memory to allocate for the caches and setting the 
read-only attribute for the buffers used in const transfers. As most of the D/C API 

calls are done internally by the runtime system, the user automatically benefits from the 
advantages offered by the D/C indirectly, at the cost of performing minimal changes in 
the application, which is as expected.  

The tests showed that the output produced by the ported application is identical to the 
output produced by the original application, with very high precision, which proves that 
D/C API operations are correctly implemented. Also, experiments carried out with 
different number of camera scenes and nodes showed that the application scales with 
the number of nodes (ranks), as shown in Figure 32 
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Figure 32: Execution times of the Splotch implementation on top of GPI-Space integrating the 
Directory/Cache for different number of nodes and scenes. 

With respect to the caching effects, the experimental setup used allowed us to verify 
some predefined assertions. The key observation was that the maximum number of 
effective data transfers from the global memory into the local shared cache can be a 
priori evaluated, being equal to the number of scenes used plus one. Multiple test runs 
with different numbers of scenes and ranks proved this assertion to be true. One can 
easily see from Figure 33 that the number of effective data transfers from the global 
memory (cache misses) never exceeds this maximum, which is as expected. This 
proves that automatic caching works and that the applications benefit from using the 
D/C indirectly, when this is integrated with the runtime systems. 

 

Figure 33: Number of cache misses/hits per rank for a simulation with 100 scenes on 20 nodes. 

As a conclusion, the experiments showed that the integration of GPI-Space with the 
D/C is straightforward and can be smoothly done. Although the modifications touched 
different architectural levels of GPI-Space, a careful analysis and identification of the 
issues to address done in advance helped to accomplish this process without 
problems.  
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The experiments also showed that porting a GPI-Space application on top of the new 
setup can be done with minimal effort. The results produced by the tested application 
are correct, which proves that the API is correctly implemented. The tested application 
scales and benefits from the automatic caching provided by the D/C.  

The architectural design of D/C fits with the GPI-Space architecture and allows 
preservation of important features, such as allowing easy switching between different 
storage layers, depending on the application requirements, and tolerance to worker 
failures, while benefitting from all the other advantages offered by the D/C enumerated 
in the introductory text of this chapter. The long-term goal is to replace the current 
version of the virtual memory manager with an optimized implementation of D/C. In 
order to exploit the full potential of the API, further changes touching multiple layers of 
the GPI-Space architecture are planned. 

7.4.2 OmpSs-2 

To gain insight into OmpSs-2 and D/C, we benchmarked the prototype implementation 
with two applications. One application is matrix-vector multiplication; the other is 
MatrixPong, a kernel benchmark that implements an iterative, element-wise matrix 
increment. The MatrixPong kernel is characterized by its producer-consumer 
relationship between tasks and the use of large data sets. This makes this application 
cache inefficient, a worst-case scenario, as each task requires a pair of get and put 

cache operations to acquire and release mutable local ranges. However, MatrixPong is 
useful to quantify communication overheads and required task sizes for scalability.  

The matrix-vector multiplication allows data reuse and includes two phases: an 
initialization phase and the computation phase. During the initialization phase, the input 
vector, the input matrix as well as the output vector are initialized. Initializer tasks 
acquire a mutable range through allocate_t. Compute tasks acquire constant ranges 

for the input vector and matrix blocks and a mutable range for the output vector block. 
To measure the effect of caching, we ran multiple iterations (1, 50 and 100) of the 
algorithms with one process per node and one thread per process. The first iteration of 
the algorithm places data into local caches. All subsequent iterations can reuse the 
cache and the containing data.  

This graph in Figure 34 shows the execution times of the matrix-vector application for 
1, 50 and 100 iterations (using a 512 MB matrix size) when reusing cached data on 
cluster nodes and when the task sizes are adjusted to 100 or 50 iterations (relative to 
1) in order to increase the ratio of computation to communication. It shows that 
scalability can be achieved if the problem size (task size) is proportionally larger than 
the time of D/C cache data setup, which is the case for larger iteration counts. This 
corresponds to the experience gained from test runs of the MatrixPong application 
where access latencies were at around 1 second per GB to acquire a mutable range 
shared within one NUMA node of the MareNostrum3 supercomputer. 
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Figure 34: Average execution times of one iteration of the matrix-vector application (using a 
matrix size of 512 MB). 

Consequently, finding the right task size (problem granularity) is important to achieve 
scalability.  
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